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DEEP-ER: Taking the DEEP architecture to the next level

The block diagram 
for the NAM. The 
first prototype is 
implemented as two 
boards, connected 
by a cable, which is 
represented by the 
green link.

Layout of the HMC 
test board, which 
allows a controller to 
be connected over a 
backplane or two ty-
pes of cables. See the 
demo at the Extoll 
booth #151.

As an extension to the DEEP project, 
DEEP-ER will work on enhancing the 
existing concept. Besides hardware 
updates, the project addresses two 
important challenges in building an 
Exascale-ready architecture: 
• Resiliency
• A highly scalable I/O system

DEEP-ER:  
Six months into the project 
In the DEEP project, an innovative architecture for 
heterogeneous HPC systems has been developed 
based on the combination of a standard HPC Cluster 
and a tightly connected HPC Booster built of many-
core processors. On such a system, highly scalable 
application components can run on the Booster 
and non-scalable application parts can execute on 
the Cluster, using each system part at the optimal 
operating point. DEEP-ER now evolves this architec-
ture to address two significant Exascale computing 
challenges: highly scalable and efficient parallel I/O 
and high availability of very large systems. It lever-
ages progress in CPU as well as network memory 
technologies to build a new prototype system. This 
will demonstrate significant progress for both chal-
lenges and pave the way to 500 Petaflop class su-
percomputers.

Reaching this aim, a first success has been 
achieved in the area of network memory technol-
ogy. The Computer Architecture Group at the Uni-
versity of Heidelberg has implemented a mem-
ory controller for a prototype Network Attached 
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Memory (NAM).  A Hybrid Memory Cube (HMC) 
provides the storage for the prototype, and an 
HMC test board with an 8-lane FPGA-based HMC 
controller was developed.

This HMC board exposes all 4 HMC links to external 
connectors, which allows the creation of different 
topologies with up to 8 HMCs. An 8-lane HMC link 
provides 10GB/s of bandwidth in each direction, 
which will be used to match the bandwidth of the 
incoming network link. 
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DEEP-ER Architecture
The DEEP-ER architecture takes the Cluster-Boost-
er concept of DEEP to the next level. An innovative 
two-level approach gives DEEP-ER significantly more 
flexibility than what can possibly be achieved in 
DEEP: The system components can be upgraded with 
better implementations or even newer technology. 
Apart from that the start-up costs and risks involved 
in producing highly specialized boards are avoided. 

In order to achieve this, DEEP-ER will use second- 
generation Intel® Xeon PhiTM manycore CPUs that 
boot without the help of an attached Intel® Xeon® 
processor for the Booster part. Due to this, DEEP-ER 
will be able to use the same interconnect network 
spanning both Cluster and Booster, while the DEEP 
prototype is based on two distinct networks. 

Additionally, to support highly efficient I/O and fast 
checkpoint/restart systems, DEEP-ER attaches novel, 
non-volatile memory to the Booster nodes, and it 

evaluates the concept of Network Attached Memory 
(NAM) as a shared, persistent memory resource.

A collection of “Brick” nodes will make up the  
DEEP-ER prototype Booster system. Each one will 
consist of a number of CPU cards, a number of 
NIC cards for the high-performance interconnect, 
and NVM cards with NVM Express memory. A PCI  
Express generation 3 interface will be integrated in 
these cards and they will be plugged into a “mid-
plane” board with a PCI Express switch. It is ex- 
pected that the cards will be roughly compatible 
with the PCI Express add-on card form factor.1

The project will freeze architecture parameters and 
component designs before the end of 2014, and will 
in particular select the interconnect technology. This 
is followed by construction of first pre-prototypes, 
and a first integrated system prototype towards the 
end of 2015.

1 DEEP-ER thus leverages the architecture developed by the QPACE II  
project in the framework of SFB/TRR-55 “Hadron Physics from Lattice 
QCD” at the University of Regensburg.



Mastering important Exascale challenges:  
Scalable I/O & Resiliency
As an integral part of the project DEEP-ER 
addresses two important challenges to  
Exascale computing:
• Highly scalable, parallel I/O and
• High system resiliency

Resiliency
Exascale systems will require powerful resiliency 
techniques that are also flexible enough to accom-
modate the heterogeneous nature of systems like 
the DEEP and DEEP-ER prototypes. Isolating partial 
system failures to avoid full application restarts will 
be key to allow compute at the Exascale.

The DEEP-ER project will employ user-based check-
point/restart techniques that provide a high lev-
el of resiliency and at the same time are the most 
cost-effective in terms of I/O requirements. To ac-
count for the well-known drawbacks of convention-
al user-based checkpoint/restart techniques, its API 
will be complemented with novel OmpSs task-based 
checkpoint/restart features, which will yield a more 
resilient, fine-grained and flexible architecture. To 
further enhance this approach, ParaStation MPI will 
be extended to detect, isolate, clean up, and restart 
failed offloaded tasks and hence avoid the need for a 
full application recovery. 

Additionally, a failure model will be developed that 
automatically optimises the checkpoint frequency, 
redundancy level and storage location for each ap-
plication in order to minimize application execution 
time and system energy consumption. This mod-
el will take into account the probability and type of 
failure of the main hardware and software compo-
nents, the performance of the user-based and task-
based checkpoint/restart implementations, as well 
as application specific characteristics. Moreover, both 
user-based and task-based checkpoint/restart tech-
niques will be optimised to take full advantage of the 
storage hierarchy and the advanced I/O technologies 
that are also being developed within the project.
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This sketch illustrates 
the various DEEP-ER 
resiliency layers. 

I/O System
BeeGFS
The DEEP-ER storage system uses Fraunhofer’s Par-
allel File System BeeGFS (formerly known as FhGFS) 
with its distributed metadata architecture as a basis 
for parallel I/O. To take performance and scalability 
to the next level, the project sets two major goals 
for the file system layer: Avoid as much communica-
tion as possible with the centralized parallel storage  
servers and integrate fast new limited-capacity  
storage technologies like NVM. To achieve these 
goals, the file system is split into two tiers, where the 
upper tier acts as a partitioned non-coherent cach-

ing layer based on NVM devices to provide very high 
throughput and linear scalability, while the lower 
tier provides the high capacity for longer term data 
storage based on traditional hard drives. For optimal 
usage of the cache layer, applications have the ability 
to control the staging of data between the tiers.

SIONlib 
The parallel I/O library SIONlib enables large-scale 
parallel applications to perform efficient parallel I/O 
to task local files. This is done by mapping file oper-
ations on individual files to file operations on one or 
few shared files. At very large scale, parallel I/O to 
task local files does not perform on current parallel 
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file systems. One of the critical bottlenecks is thereby 
the management of the file meta-data. By replacing 
I/O operations to individual files with collective I/O 
operations to a shared file, SIONlib is able to reduce 
the number of such file management operations to 
a minimum. 

In the DEEP-ER project, SIONlib will be adapted to the 
new I/O hardware elements and the software struc-
ture of the DEEP-ER platform. This will enable appli-
cations to exploit these new features with minimum 
code changes by using the mature SIONlib API. One 
major extension of SIONlib will be the integration 
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High Temperature Super- 
conductivity (CINECA)

Rapid Crustal Deformation & 
Earthquake Source Dynamics 
(Leibniz Supercomputing Centre)

Lattice QCD  
(University of Regensburg)

Radio Astronomy (Astron) Enhancing Oil Exploration: Full 
Waveform Inversion (Barcelona 
Supercomputing Center)

Acid Test: DEEP-ER Applications
On the way to Exascale applications 

play a key role. For the DEEP-ER project 
seven applications from various scientific 
fields were chosen to further explore the 

Cluster-Booster concept and its improved 
I/O and resiliency capabilities. They will 

have enhanced fault tolerance, faster 
and more scalable I/O, and will be able 

to scale their performance beyond their 
current limitations taking full advantage 

of the Cluster-Booster architecture.
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DEEP-ER Applications
This I/O architecture 
has been proposed in 
the DEEP-ER project 
to secure high scal-
ability. 

of ‘buddy’ checkpointing functionality, which saves 
redundant checkpoints on other nodes. This feature 
will enable faster recovery from errors and will be an 
important element of the resiliency strategy within 
the DEEP-ER project.

Exascale10
Traditionally, scientific codes often use high-level 
data structures and multidimensional arrays that 
are afterwards translated into a linear set of bytes 
in a file. However, this translation destroys any  
spatial locality spreading adjacent data over the 
whole file and making any future access to it 
non-contiguous. Moreover, fine grain data domain 
partitioning strategies typically results in very small 
size I/O accesses from the applications. The combi-
nation of these two characteristics makes storage 
access to data very inefficient. Currently available 
solutions to this problem, such as collective I/O, 
are very simplistic and not built for extreme scale. 
Hence, there is a need for parallel I/O mechanisms, 
which are able to overcome current collective I/O 
limitations. Exascale10 will provide new collective 
I/O methods and extensions that integrate with 
the rest of the DEEP-ER I/O stack and will be able to 
fully exploit the DEEP-ER architecture.
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