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Executive Summary 

This deliverable presents and analyses the results of the resiliency benchmark 

measurements conducted for evaluating the resiliency layers developed in the previous tasks 

of WP5. In doing so, we worked very closely together with Task 4.5 and Task 6.1. However, 

this deliverable primarily focusses on the scalability and the related overhead aspects of the 

developed software layers of WP5, whereas a thorough evaluation of the utilized I/O layers 

as well as application experiences are part of D4.5 and D6.3, respectively. The main 

contributions of this deliverable are: An in-depth analysis of checkpointing-related overhead 

by means of microbenchmarks, a thorough evaluation for directive-based checkpointing, and 

detailed investigations for task-based checkpointing with respect to both layers: OmpSs and 

MPI. 
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1 Introduction 

The main goal of WP5 was the development of scalable approaches for checkpointing 

towards resiliency solutions for a future Exascale era. As the current scalability of parallel 

filesystems poses challenges to traditional approaches, new strategies like buddy 

checkpointing and task-controlled resiliency were object of investigation and development in 

the prior tasks of WP5. Consequently, this task focusses on the evaluation of those 

parameters and factors that are especially crucial with respect to the new software layers 

and their application. In doing so, we worked very closely together with Task 4.5 

(Performance measurement and evaluation of I/O software) and Task 6.1 (Application – 

Management and support). However, upon consultation, we have decided to keep each of 

the respective benchmarking deliverables (these are D4.5 “Results of I/O performance 

measurements”, D5.4 “Resiliency performance measurements”, and D6.3 “Final report on 

applications experience”) focused on the particular subject of their related work package. So, 

for instance, raw I/O measurements especially with quite large datasets are primarily part of 

D4.5, whereas the deliverable in hand particularly deals with dataset sizes that 

accommodate data volumes as they commonly emerge from checkpointing. Moreover, this 

deliverable does not focus so much on application experiences, which are subject to D6.3, 

but rather concentrates on scalability and the related overhead aspects of the new software 

layers, as they can be investigated by applying appropriate microbenchmarks. In doing so, 

this deliverable primarily presents a microbenchmark-based evaluation of the checkpointing-

related overhead (see Section 3 and Section 4), followed by a detailed analysis of directive-

based checkpointing (see Section 5), plus a comprehensive study of task-based 

checkpointing with investigations done on OmpSs as well as on MPI level (see Section 6). 

2 Hardware and software setup 

2.1 The DEEP-ER SDV hardware 

Since the final DEEP-ER system was not yet available at the time of this deliverable, we 

want to describe the system our tests were carried on, the DEEP-ER Software Development 

Vehicle (SDV). The SDV is a heterogeneous system consisting of Intel Haswell Cluster 

Nodes (CNs) and Intel Xeon Phi KNL Booster Nodes (BNs). However, at this point we want 

to emphasize that the hardware components of the SDV are the same being used in the later 

prototype system and that most of the presented benchmark results are thus very well 

conferrable to the DEEP-ER prototype as well. 

 16 Cluster Nodes, each equipped with: 

 2 Intel Xeon E5-2680v3, 12-Core (Haswell) 

 128 GB (DDR4 / PC2133 ECC) 

 400 GB NVMe Intel DC P3700 SSD 

 2 x 1.0 TB S-ATA 6 Gb/s HDDs 

 1 EXTOLL Tourmalet NIC 

 8 Booster Nodes, each equipped with: 

 1 Intel Xeon Phi 7210 64-Core MIC 

 16 GB MCDRAM + 96 GB DDR 4 RAM 

 400 GB NVMe Intel DC P3700 SSD 
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 1 EXTOLL Tourmalet NIC 

The nodes are connected via the homogenous, switchless EXTOLL network in a 3D Torus 

topology. The EXTOLL NICs provide 100 Gb/s unidirectional bandwidth per port connecting 

to peers with a latency less than 1 µs. 

There are also file servers attached to the network: 

 File Servers (2 Storage + 1 Metadata) 

o 2 Intel Xeon E5-2609 v3 

o EUROstor ES-6600 with 4 x 8Gbit FC connector and 24 x 6 TB SAS Nearline 

o 2 x 200 Solid State Drive SATA Mix Use MLC 6Gbps 2.5in Hot-plug Drive 

o 1 EXTOLL Tourmalet NC 

2.2 The employed software stack 

2.2.1 SCR – Scalable Checkpoint Restart 

SCR (Scalable Checkpoint Restart Library) [1] was chosen to be the basis for the 

application-based checkpoint/restart approach. It is a multi-level checkpointing solution 

utilizing the node-local storage to reach scalability and asynchronous transfers to the parallel 

filesystem allowing concurrent calculations. To address the new possibilities being exploited 

in DEEP-ER, SCR was extended by the following features: 

 Common libraries like SIONlib, pHDF5, MPI-I/O can now be used for parallel I/O on 

local nodes. 

 BeeGFS supports so-called cache domains for data transport between local nodes 

and the underlying parallel filesystem. This functionality has been reflected in SCR, 

which can now make use of asynchronous flushes via the BeeGFS daemon. 

Therefore, no additional daemon of SCR is necessary anymore. 

 A failure model has been developed within this work package and been integrated 

into SCR to determine the optimal checkpointing frequency for any user code. 

2.2.2 SIONlib 

SIONlib [2] is a parallel I/O library that enables large-scale parallel applications to perform 

efficient parallel I/O to task local files. One major extension added to SIONlib in DEEP-ER is 

the integration of a buddy checkpointing functionality, which distributes task-local 

checkpoints across remote nodes so that recovery becomes possible without accessing 

checkpoints stored on the global but slow parallel filesystem. This feature has been 

integrated into the SCR framework within the DEEP-ER project so that the user can 

seamlessly switch from SCR-based buddy checkpointing to the adapted SIONlib-based 

buddy checkpointing when using SIONlib files. 

2.2.3 BeeGFS 

The BeeGFS [3] parallel filesystem is used in DEEP-ER for providing scalable I/O to the 

storage system for preserving application checkpoint data. One of its major features is the 

ability to cache files within so called Cache Domains which are constituted by the aggregated 

node-local storages of smaller groups of nodes. That way, checkpoints can be stored in the 
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first instance within these domains and can then be transferred by BeeGFS to the main 

storage system in background — and, of course, vice versa. 

2.2.4 OmpSs 

OmpSs [4] is a data-flow programming model based on user annotations that has been used 

as a key component for reflecting the heterogeneous DEEP/DEEP-ER hardware architecture 

also on application level. In DEEP-ER, OmpSs has been extended with lightweight task-

based resiliency that can handle soft errors — such as sporadic memory errors — by 

automatically checkpointing in-memory the inputs of each task. If a soft error is detected, the 

task is automatically rolled back and re-executed with the checkpointed inputs. This task-

based resiliency has in addition been extended to also support fault-tolerance for offloaded 

tasks (MPI kernels) in DEEP-ER. 

2.2.5 ParaStation MPI 

ParaStation MPI [5] is the MPI library that has been used and extended within DEEP-ER for 

providing error detection and recovery features for task-based resiliency. The DEEP 

offloading model as provided by OmpSs builds on these new features to support fault 

tolerance capabilities for offloaded tasks. This restricts the failure of a spawned MPI process 

to only its sibling MPI processes, avoiding a full rollback and restart of the whole application. 

2.3 The JUBE benchmarking environment 

The JUBE benchmarking environment [6] is a framework developed by JUELICH that allows 

for the definition, the automated execution and the detailed analysis of various benchmarking 

sets. Its employment in DEEP-ER has already been detailed in Deliverable 4.3 [7]. However, 

for the sake of completeness, its general usage and its interplay with the check_mk 

monitoring framework [8] should briefly be recapped here. 

JUBE is based on XML-coded benchmark description files (the so-called JUBE files) plus a 

set of command line tools that are used to trigger the benchmark runs, to parse the 

benchmark output, and to analyze the gained results. The code in Section B.1 of the 

appendix shows and example of a JUBE file that triggers the compilation and the subsequent 

execution of the so-called pario benchmark — a small tool used in this deliverable for 

performing some basic microbenchmarks (see Section 3.1.1). 

As one can see in the example, JUBE files are generally divided into different sections: 

 step sections describe the actual benchmarking steps as well as additional compilation, 

pre- and post-processing, and/or clean-up steps; 

 parametersets are used to generate parameter spaces for the benchmark runs; 

 patternsets are used to parse the benchmark output for the actual measurement data; 

 analyser sections describe how to scan through all files given inside the configuration; 

 and result sections finally specify how combined result tables should look like for further 

processing, for example, by means of a plotting tool. 
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Figure 1: Screenshot of check_mk’s web frontend 
 

One tool that has been used by us for plotting the results is check_mk, which is actually an 

extension to the Nagios monitoring system, but that can also be used as a standalone 

framework featuring a JavaScript based web user interface. In WP5, we have used 

check_mk this way for plotting and visualizing in particular some continuously produced 

results over a timeline and in an online manner (see Section 4.2.2). This progressive 

visualization of the gained benchmarking results over time especially helps to see if 

performance stayed constant or changed during the project. Figure 1 shows as an example 

for a case where a maintenance outage becomes noticeable as a gap in the timeline. 
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3 Basic microbenchmarks 

This section presents and discusses some basic performance results gained by applying 

simple benchmarking tools and methodologies as, for example, the notorious PingPong 

communication pattern or raw local storage I/O. In doing so, these results shall create a 

comparable basis for analysing and understanding the outcome of more complex 

benchmarking scenarios as they are presented in the later sections of this deliverable. For 

this reason, the selection of these microbenchmarks being presented here has strictly been 

oriented by their relevance and significance with respect to resiliency purposes. Therefore, 

for example, a focus has primarily been put on writing performance (rather than reading) 

because the frequent writing of checkpoints is much more crucial than the (hopefully seldom) 

reading of checkpoints after a restart. 

3.1 Raw I/O benchmarks 

For applying an effective and foremost efficient checkpointing strategy for resiliency, a fast 

and scalable I/O path to persistent storage devices is inevitable. Since the parallel filesystem 

commonly only provides a relatively small I/O bandwidth and is moreover prone to get highly 

contested by parallel processes and multiple jobs, storing checkpoints on node-local devices 

(and then, for example, moving the checkpoints to the global filesystem in background) is a 

common and well-known practice. In this subsection, the related simple I/O pattern, where 

each process of a parallel job writes its data into its own dedicated local file on a node, is to 

be analysed. In doing so, all presented performance results are gained on the DEEP-ER 

SDV by utilizing its NVMe devices as the local storage. 

3.1.1 The DEEP-ER WP5 PAR-I/O benchmark (pario) 

Based on this simple I/O pattern, as it is also being applied by the SCR-based N-Body mock-

up code that is used as a basic kernel benchmark in Section 4.2, a small and dedicated 

benchmarking tool named pario has been developed within WP5. This section summarizes 

the benchmarking methodology of this tool and presents the measured results. 

The pario tool is a simple MPI application that runs multiple processes in parallel — 

distributed across one or more nodes — and that lets each process write a certain amount of 

data into a node-local file. By clocking the elapsed time needed for this write operation on a 

per-process basis, the tool eventually determines and reports an averaged writing 

throughput. An illustrative excerpt of the tool’s source code can be found in the appendix A.1 

of this deliverable. Please note that the benchmark performs its measurements in an iterative 

manner (with a first iteration as a warm-up step and with reasonable pauses of several 

seconds between the steps) and averages the final result over these multiple iterations. 

As a first series of measurements, different values for the amount of data to be written within 

each iteration were tested by using only one single process. The gained results are plotted 

here in Figure 3 ( ). As one can see, a peak throughput (for the one process case) of at 

max ~1800 MB/s is reached with a file size of about 1 GByte. However, for larger file sizes 

the throughput drops again, which could be explained with I/O caches that then might be too 

small to take the whole amount of data at once. At this point it should be mentioned that, with 

respect to checkpointing, the maximum assumable file size per process is commonly limited 

by the amount of main memory divided by the number of processes used. For instance, 

when running 24 processes on each SDV node, each process will most likely not produce 
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more checkpointing data than 128 GB / 24 = ~6420 MB — at least if load and data is 

balanced appropriately between the ranks. Therefore, even if there are actually cache 

effects, the assumption of file sizes much smaller than the amount of available main memory 

is more than reasonable — all the more considering that smart applications would only dump 

those data into checkpoints that are essential for accomplishing a restart. 

 
Figure 2: pario – Throughput as a function of the data size when one process is writing to the local NVMe 

3.1.1.1 The Impact of existing files 

When doing the pario measurements, it turned out that it is very well important whether the 

data is written into an existing file or if a new file is being created. By default, the pario 

benchmark deletes any older files being left from previous benchmark runs before opening 

and writing into the new files. (This is the delete_old_files flag within the code of annex 

A.1, which is standardly set.) The reason for this approach is that the initial truncation to 

zero-length, which would otherwise happen implicitly within the open call in case of existing 

files, can impair the observed performance dramatically, as it can be recognized by 

comparing the two plots ( + ) in Figure 3. As a matter fact, the bottom line of this 

finding is that checkpointing performance can strongly depend on whether the checkpoints 

are written into new or overwritten into existing files. 

3.1.1.2 Writing in parallel into task-local files 

By means of a second series of measurements, the scalability of the node-local storages 

(this is the local NVMe attached to each SDV node) was the subject of investigation. For this 

purpose, the benchmark was run multiple times on a single node and with a fixed file size per 

process (here: 256 MB, which is also the checkpoint size per rank of the N-Body benchmark, 

see Section 4.2) but with an increasing number of processes. As all the processes in each 

run were then writing in parallel to the NVMe, the I/O throughput reported by pario 

corresponds to the aggregated writing performance. When doing so, it turned out that the 

measured performance exposes a very significant jitter that initially increases with the 

number of processes used (see the error bars in Figure 4 that where obtained by applying 10 
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iterations within a pario run — plus 1 initial warm-up step — with a pause of 10 seconds 

between each). 

 
 
Figure 3: pario – Throughput as a function of the data size when one process is writing to the local NVMe 
 
 

 
 
Figure 4: pario – Throughput as a function of the number of processes writing in parallel (np x 256 MB) 
into separate files on the node-local NVMe  
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Deeper investigations suggest that this jitter is most probably due to the contention for 

bandwidth between the concurrently writing processes. Figure 5 shows a further analysis that 

breaks down the measured times for the different MPI ranks in the case of 8 processes. As 

one can see, the jitter is almost equally distributed across the different ranks so that there is 

no single rank that could be denoted as a notorious latecomer. 

 
 
Figure 5: pario – Jitter distribution across the different MPI ranks for 8 processes (8 x 256 MB) 
 

 
 
Figure 6: pario – Running on multiple nodes but with only one process per node (256 MB local file size) 
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On the contrary, if only one process writes into the NVMe on a node, the writing performance 

is pretty steady and almost no jitter is observable. Moreover, since there should be no 

interdependencies between the distinct NVMes on the different nodes, when running pario 

with multiple processes but only one process per node, the measured total throughput should 

scale perfectly with the number of processes/nodes. A further series of measurements, which 

is plotted in Figure 6, has been applied in order to proof this obvious assumption. Hence, the 

aggregated throughput across multiple nodes can be modelled as: 

𝐵𝑤(𝑛) = 𝑛 ∗ 𝐵𝑤(1)  with  𝑛 = number of nodes 

3.1.2 A SIONlib-based derivative to the PAR-I/O benchmark (sario) 

When applying SIONlib together with SCR in DEEP-ER, all node-local processes do not 

write into separate checkpointing files but share one node-local SIONlib file. In order to 

gauge SIONlib’s performance also in such an SCR-integrated scenario on a comparable and 

low-level basis, we have extended the pario benchmark likewise by the respective SIONlib 

API calls. The resulting source code of this derived tool (named sario) can again be found in 

terms of an excerpt in the appendix of this deliverable (see annex A.2). 

Figure 7 shows the related benchmark results as measured on a single node of the SDV. 

When comparing the two presented plots ( + ), it seems as if SIONlib internally 

applies some writing serialisation, which results in a constant throughput without any notable 

jitter (see the very small interval bars in Figure 7). However, it is quite obvious that in this 

scenario SIONlib is not able to scale its writing performance with the number of local 

processes. 

 

 
 
Figure 7: POSIX-based I/O (each of the parallel process writes into its own local file) vs. SIONlib-based I/O 
(all the processes write into one single node-local file in parallel) for 256 MB file size per process 
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3.1.3 Comparison to the IOR benchmark as used by WP4 

The IOR (Interleaved Or Random) benchmarking tool, developed and maintained by LLNL 

[9], can be used for performance testing of parallel filesystems in HPC clusters. IOR makes 

internally use of MPI for synchronization, however, it provides interfaces to several I/O 

libraries (including MPI and HDF5) as well as to the plain POSIX I/O calls. In WP4, IOR is 

primarily being used for measuring the I/O performance of the BeeGFS global parallel 

filesystem and different test cases with different parameter sets have been defined in Section 

5.1 of Deliverable 4.3 [7]. However, for verifying the baseline I/O performance as measured 

and presented within the text at hand for the pario tool, supplementary measurements by 

applying IOR on the NVMe devices of the DEEP-ER SDV have been conducted. 

For comparing these results with those as determined by pario, it turned out to be important 

to select appropriate benchmarking parameters for IOR in order to gain reasonable and 

comparable results. This is because IOR features a rich set of options and adjustable 

parameters for controlling the actual benchmarking scenario and measurement methodology. 

So, for example, the file size, the number of repetitions, and the delay between the distinct 

measurements are adjustable. Moreover, it is also selectable whether existing files should be 

deleted or overwritten when starting a new measurement. 

Although this rich set of options actually allows for choosing a benchmark scenario that is 

quite similar to that of pario, an inherent difference between both still exits: pario uses the I/O 

calls as provided by the C Standard Library (e.g. fwrite), whereas IOR makes use of the 

common POSIX I/O system calls as they are inherited from the classical Unix API (e.g. 

write). Figure 8 shows the different throughput results as measured by both tools for writing 

files of varying sizes to the local NVMe when using only one process while keeping the other 

benchmarking parameters and options as close as possible between the different tools. 

 

 
Figure 8: pario – Comparison between pario and IOR results 
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However, as also shown in Figure 8, IOR features a parameter called “transfer size”, which is 

set by default to 256 kB ( ), and whose modification can impact the measured 

performance significantly, as shown ( ) when choosing the transfer size being equal to 

the total file size. The following source code snippet should illustrate the algorithmic 

differences between both tools and how the transfer size comes here into play for IOR: 

pario 

 
 #define DATA_BLOCK_SIZE (1024 * 1024) 

fp = fopen(path, "wb"); 
fwrite(data_blocks, DATA_BLOCK_SIZE, num_blocks, fp); 
fileSize = DATA_BLOCK_SIZE * num_blocks; 

 fclose(fp); 
 
 

IOR 

 
fd = open(fileName, flags); 
for(dataMoved=0; dataMoved < fileSize; dataMoved += transferSize) { 
 length = transferSize; 

while(length > 0) { 
   rc = write(fd, ptr, length); 
   length -= rc; 
   ptr += rc; 

}  
}  

 close(fd); 
 

 
As one can see, IOR applies multiple write calls (each with the transfer size as the current 
chunk size) whereas pario calls frwite just once. Although also pario applies some kind of a 

fragmentation by means of the Data Block Size, which is set to 1 MB by default, the variation 
of this parameter obviously has no impact onto the throughput performance of the frwite 

call, as the results shown in Figure 9 document. 
 

 
Figure 9: pario – Variation of the Data Block Size in the fwrite call as used by pario 
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3.1.4 Comparison to the partest benchmark as used by WP4 

The partest I/O benchmarking tool is part of the SIONlib installation and focusses on the 

evaluation of specific parameters for different I/O strategies such as MPI-IO, task-local files 

and SIONlib [7]. As a further reconciliation with tools and results of WP4, we have also 

applied the partest benchmark while using SIONlib files and have contrasted the related 

results with those as gained by the sario tool in Figure 10. As one can see, all deviations are 

still within the error margins. 

 

Figure 10: partest – Comparison between sario and partest (SIONlib) results 
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distributed redundancy approaches like buddy checkpointing come into play, the importance 

of communication performance even for resiliency strategies becomes obvious. 

3.2.1 The Intel MPI Benchmarks (IMB) 
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are detailed. In doing so, all presented performance results are gained on the DEEP-ER SDV 

by using the Extoll network. 
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offered by the MPI API, namely MPI_Send and MPI_Recv, for performing a message round-

trip between two processes, see Figure 11. The benchmark reports “Round-Trip Time / 2” as 

well as the related Throughput (aka Bandwidth) for ascending message sizes by measuring 

and averaging the time for multiple repetitions of this pattern for each message size. 

~ 

Process A 

 
MPI_Send() 

Process B 

 

~   t 
2 

 

(Round−Trip Time / 2) 
 
 
 

MPI_Recv() 

 

t (Round−Trip Time) 
MPI_Send() 

 

 

 

 

MPI_Recv() 
 

Figure 11: IMB PingPong – Communication pattern and measurement methodology 

In doing so, the time measured for zero-byte messages (just internal headers, no MPI 

payload) characterizes the Latency on MPI level that adds a fixed overhead to the inter-node 

communication time for every point-to-point message. In addition, the peak bandwidth, which 

can usually be observed if the message size is sufficiently large enough, can be understood 

as a parameter that describes the maximum capability of the interconnect to transfer as 

much data within a given timeframe as possible. When modelling the system, both 

parameters (zero-byte latency and peak bandwidth) can be used to approximate the transfer 

time of a n byte message by the following formula — with MTU as the Maximum 

Transmission Unit of the network: 

𝑡 = 𝐿𝑎𝑡𝑒𝑛𝑐𝑦 + (𝑛 −  𝑀𝑇𝑈) / 𝑃𝑒𝑎𝑘 𝐵𝑎𝑛𝑑𝑤𝑖𝑑𝑡ℎ  for 𝑛 ≥ 𝑀𝑇𝑈 

𝑡 = 𝐿𝑎𝑡𝑒𝑛𝑐𝑦  for 𝑛 < 𝑀𝑇𝑈 

 

The results actually measured on the SDV with Extoll by applying this benchmark are shown 

in Figure 12 and Figure 13 for round-trip time and throughput, respectively. In addition, by 

taking the measured zero-byte latency of 1.5 µs and the observed peak bandwidth of approx. 

4.5 GB/s, the modelled communication performance (with an assumed MTU of 4096 byte) is 

also plotted in both figures for comparison. As one can see, the measured and the predicted 

transfer times match quite well according to the simple model described above. 
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Figure 12: IMB PingPong – Measured and modelled round-trip times 

 

 
Figure 13: IMB PingPong – Measured and modelled data throughput 
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𝑅𝑇𝑇

2
≤ 𝑃𝑖𝑛𝑔 𝑇𝑖𝑚𝑒 ≤ 𝑅𝑇𝑇 (= Round-Trip Time according to the PingPong pattern). 

Transferred to the throughput, this correlation implies that the undisturbed unidirectional 

throughput as reported by PingPong is commonly higher than the bidirectional throughput as 

reported by PingPing where the send and the receive operations may interfere with each 

other. As shown in Figure 15, this usual characteristic holds also true on the DEEP-ER SDV. 

Process A Process B 
 

MPI_Isend(Req) MPI_Isend(Req) 
 

 

 

t  (Ping Time) 

 
 

MPI_Recv() 

MPI_Wait(Req) 

MPI_Recv() 

MPI_Wait(Req) 

 
Figure 14: IMB PingPing – Communication pattern and measurement methodology 

 
Figure 15: IMB PingPing – Measured results in comparison to PingPong 
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Figure 16: LinkTest – Comparison of Latency results as measured by IMB PingPong and LinkTest 

 

 

Figure 17: LinkTest – Comparison of Throughput results as measure by IMB PingPong and LinkTest  
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3.2.2 The DEEP-ER WP5 Buddy-CP Exchange Benchmark (cpex) 

The DEEP-ER WP5 Buddy-CP Exchange Benchmark (cpex) is a simple derivative of the 

pario benchmark that in addition tries to model the behaviour of buddy checkpointing. For 

doing so, cpex always runs two processes in parallel (usually to be started on different 

nodes), which initially perform the traditional local checkpoint writing operation, followed by 

an MPI-based exchange operation for the two checkpointing datasets (which is quite similar 

to the PingPing pattern of IMB, see Figure 18) plus the additional writing of the buddy 

checkpoints. Just like for pario, cpex finally reports the total throughput over all ranks, which 

is here governed by writing the four files (2x local plus 2x buddy) within the measured 

timeframe for this set of operations. 

 
 
Figure 18: cpex – I/O pattern of the synthetic buddy checkpoint exchange benchmark 

In a first instance, these three operations (write local checkpoint, exchange data, and write 

buddy checkpoint) are performed subsequently (see Figure 19a). However, in addition, cpex 

also supports different degrees for interleaving and overlapping these operations: While the 

local checkpoint is always written at a stretch, the checkpoint exchange and the writing of the 

buddy checkpoints can be conducted chunk-wise and thus in an alternating manner (see 

Figure 19b). Furthermore, by using threads, also the writing of the local checkpoints and the 

creating of the buddy checkpoints can be overlapped by cpex explicitly (see Figure 19c). 

3.2.2.1 Interleaving the receive and write operations for the buddy files 

When looking at the interleaved pattern of sending/receiving and writing of the buddy data 

according to Figure 19b, the question arises of which chunk size should be chosen for 

gaining optimal performance. Figure 20 shows the measured throughput for this part of the 

benchmark in dependency of the chunk size applied. As one can see, when increasing the 

number of chunks, the measured throughput initially increases likewise. This can be 

explained by the fact that for a smaller number of chunks — and hence for a larger chunk 

size — the received buddy data cannot beneficially be kept within the cache for the 

subsequent writing. 
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Figure 19: cpex – Timing diagram for the different supported modes of interleaving 

So, for instance, in the case of the scenario presented in Figure 20, the chunk sizes vary 

from 256 MB (for one chunk) down to 64 kB (for 4096 chunks). For keeping the received data 

beneficially within the cache, the cache should be at least twice as big as the chunk size for 

accommodating send and receive buffers at the same time — as it is governed by the 

underlying PingPing pattern that is also used in cpex (confer source code snippet in annex 

A.3). As the compute nodes of the SDV feature 2nd level caches of 30 MB, a chunk size 

smaller than 15 MB would be optimal. For the case of 256 MB file size, as shown in Figure 

20, the number of chunks should be greater than 17 — and in fact, starting with the number 

of 32 chunks, the presented throughput stays almost constant. However, for an even greater 

number of chunks, the throughput increasingly suffers from a likewise increasing overhead 

caused by the relatively large amount of small MPI messages that now have to be 

exchanged. 

3.2.2.2 Analysing the throughput for different file sizes 

According to these results, it is quite obvious to use pattern b) of Figure 19 instead of a) and 

to apply a sufficiently small chunk size for all further analysis in this regard. Therefore, all 

further results of cpex that are presented here, are measured with a chunk size of 1 MB —

 which, for example, for the local file size of 256 MB in Figure 20, is equivalent to 256 chunks 

for the buddy exchange in each direction. 



D5.4  Resiliency performance measurements 

28 

DEEP-ER - 610476  04.05.2017 

 
Figure 20: cpex – Throughput for data exchange plus writing of buddy files (256 MB local checkpoint size 
per process) in dependency of the number of chunks

 

Figure 21: cpex – Throughput in total and for the different operations 
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As one can see, the measured values in Figure 20 (for 256 chunks) and Figure 21 (for a file 

size of 256 MB) for the interleaved operations of data exchange and buddy file writing are 

almost the same. (Please mind the different scaling of the y-axes.) Furthermore, the 

measured local writing performance once again matches to that which has already been 

obtained by running the pario benchmark with two processes located on two distinct nodes. 

Finally, the reported total throughput is governed by the concatenation of the creation of the 

local and the buddy files in consideration that the number of eventually written data items 

doubles. 

3.2.2.3 Overlapping the writing of local file with the buddy file creation 

Finally, according to the pattern shown in Figure 19 c), the cpex benchmark also supports a 

threaded mode where the creation of the local checkpoint files and the exchange and writing 

of the buddy files can be overlapped. For doing so, the benchmark utilizes two OpenMP 

threads per process so that on each of the two nodes one thread is responsible for writing 

the local checkpoint whereas the second thread handles the data exchange and the writing 

of the buddy file in cooperation with its counterpart on the remote node. The respectively 

measured results are shown here in Figure 22. As one can see, the threaded mode ( ) 

clearly yields a better throughput performance than the serial mode ( ). 

 

 
Figure 22: cpex – Overlapped (threaded) processing for local and buddy files 
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4 Evaluations for SCR-based checkpointing 

In this section, the performance and the overhead of SCR-based checkpointing, as extended 

and improved by the work of WP5, is to be evaluated in detail. For doing so, this section 

starts with some simple microbenchmarks, which directly link to the basic results as 

presented in the previous Section 3. Afterwards, a synthetic application — the so-called N-

Body mock-up code — is introduced and extended by the SCR-related facilities as 

developed in DEEP-ER. Finally, the transferability of the performance results to real-world 

codes is studied by means of a selected DEEP-ER application serving as a representative 

example – please refer to D6.3 for a details application-centric analysis considering the 

whole set of DEEP-ER applications. 

The main feature of SCR, as already detailed in Deliverable 5.2 [11], is its capabilities for 

book-keeping of task-local checkpoint files including meta-data handling and transfer of 

checkpoint files between different stages of storage levels. The approach of SCR is that the 

checkpoint files are to be written by the user-application itself to file-paths provided by the 

library so that any file-based I/O method can be used. That way, the SCR library can take 

care for the correct storage location of checkpoint files in a hierarchical manner — for 

example, store x times to node local storage and every x+1 time to the parallel filesystem. In 

addition, SCR also features asynchronous I/O via background transfers by means of a 

special daemon process as well as the ability to distribute local checkpoints across remote 

nodes according to a buddy scheme, so that the impact of the global but slow parallel 

filesystem can further be reduced. Within DEEP-ER, especially the latter mechanism has 

been improved by integrating SCR with SIONlib and its new buddy checkpointing 

capabilities. 

4.1 Microbenchmark results 

For doing some basic microbenchmarks with SCR, we have extended the pario benchmark 

code of Section 3.1.1 by the required SCR function calls. The resulting source code named 

scrio is shown (in a simplified version) in Appendix A.4. All results presented below are 

gained on the DEEP-ER SDV utilizing the NVMe as local checkpoint storage. 

4.1.1 Overhead measurements 

When comparing the results of scrio with those of pario, the overhead as induced by SCR 

can be determined. Figure 23 shows the measured throughput for both benchmarks with an 

increasing file size and only one process writing to the local NVMe as the checkpointing 

location. (Please note that periodical flushes to the parallel filesystem, which SCR would 

usually conduct, have here explicitly been disabled.) As one can see, SCR actually adds a 

notable overhead that exhibits both: a constant time overhead (explaining the difference 

between pario and scrio for small file sizes) and a part that scales with the file size 

(explaining the difference between pario and scrio for large files sizes). By taking this 

constant time overhead, which is about 0.125 seconds, and the maximal achievable 

throughput rate of approx. 1400 MB/s into account, the effectively gainable throughput can 

quite accurately be modelled, as Figure 24 shows: 

𝐵𝑤𝑟𝑖𝑡𝑒 𝐶𝑃(𝑛) = 𝑛/(𝑡𝑜𝑣𝑒𝑟ℎ𝑒𝑎𝑑 + 𝑛/𝐵max ) 

However, the question remains of how the overhead of SCR is actually composed. One main 

difference between pario and its SCR-equipped counterpart scrio is that SCR writes 
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additional metadata information in so-called filemaps for keeping track of the different 

checkpoints stored in different iterations and potentially on different storage locations. 

Further investigations have here revealed that SCR stores those metadata by default within 

the node’s local /tmp folder — and hence not within the NVMe, even if this is the actual 

checkpointing location. In fact, for changing this default behaviour, SCR needs to be 

recompiled, but when doing so, the writing performance can significantly be increased, as 

Figure 25 demonstrates. 

 
 
Figure 23: scrio – Measured throughput for checkpoint/file writing with and without SCR 
 

 
 
Figure 24: scrio – Measured and modelled throughput for writing a checkpoint with SCR 
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As the required amount of metadata scales with the number of processes,1 but not with the 

size of the local checkpointing files, it is obvious that there has to be a further impact factor 

that limits the maximal gainable throughput in the SCR case. For doing further analysis in 

this direction, we have measured the time slices the different SCR functions consume. 

 
Figure 25: scrio – Comparing the impact of different storage locations 

 

Figure 26: scrio – Time slices for the different SCR functions 
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Figure 26 shows the measured times spent in the different SCR functions for different files 

sizes and here it becomes obvious that only the time for SCR_Start_checkpoint increases 

proportionally with the file size, whereas the other two just add a constant overhead that 

sums for small file sizes to: 

SCR_Start_checkpoint:  ~0.060 seconds 

SCR_Route_file:   ~0.015 seconds 

SCR_Complete_checkpoint: ~0.050 seconds 

Total:     ~0.125 seconds  

When looking into the SCR_Start_checkpoint function, it becomes obvious that the only 

operation within this function that may induce costs which increase with the file size is the 

removal of older checkpointing files. In fact, SCR features a sliding window mechanism 

acting as a cache for the files stemming from prior checkpointing iterations. In the default 

case, the size of this window is set to 2, but the user can specify bigger cache sizes by 

assigning other values explicitly to the SCR_CACHE_SIZE parameter. SCR will then delete the 

oldest checkpoint from the cache before saving another in order to keep the total count 

below this limit [12]. For proving the assumption that the removal of older checkpoint files 

impacts the performance of SCR, we have done further measurements with 

SCR_CACHE_SIZE set to a value bigger than the number of iterations performed by scrio — 

which are 10 by default — and the results as shown in Figure 27 confirm this correlation for a 

cache size of 12 checkpoints. Moreover, the measured times for SCR_Start_checkpoint 

are actually constant (~0.031 seconds) in this case for all file sizes. 

 

Figure 27: scrio – Preventing SCR from deleting older files by setting a sufficiently large SCR Cache 

SizeFinally, Figure 28 shows all three test cases in comparison: pario ( ), scrio with 

default settings ( ), and scrio with optimized settings ( ) which means metadata 

written to NVMe, and SCR_CACHE_SIZE set to 12. 
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Figure 28: scrio – Comparison between default and optimized settings and pario 

Last but not least, we have done measurements with SCR and a constant file size of 256 MB 

and a varying number of processes writing in parallel into the NVMe of a single node for two 

cases:  

1. Default settings: 

 metadata written to /tmp 

 SCR_CACHE_SIZE = 2 

 see Figure 29 
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Figure 29: scrio – Processes writing in parallel to the local NVMe with SCR support in the default case: 
metadata written to /tmp and a SCR Cache Size of 2 (local file size is 256 MB)

 

Figure 30: scrio – Processes writing in parallel to the local NVMe with SCR support in the optimized case: 
metadata written to NVMe and SCR Cache Size set to 12 (local file size is 256 MB)  
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4.1.2 SCR-based buddy checkpointing 

For gauging the performance of the SCR-native buddy checkpointing mechanism, we have 

used the so-called PARTNER scheme as the SCR_COPY_TYPE (see also [12]). In this mode, 

SCR copies the checkpointing files of each process right after the local writing (i.e. within the 

SCR_Complete_checkpoint function) via MPI communication to the local storage of a 

partner node. 

 
Figure 31: scrio – Throughput with SCR-based buddy checkpointing enabled 
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accurately by just taking in addition the PingPing communication (see Section3.2.1.2) into 

account: 

𝐵𝑏𝑢𝑑𝑑𝑦(𝑛) = 𝑛/ (0.125 +
𝑛

𝐵𝑤𝑟𝑖𝑡𝑒
+

𝑛

𝐵𝑟𝑒𝑎𝑑
+

𝑛

𝐵𝑃𝑖𝑛𝑔𝑃𝑖𝑛𝑔
+

𝑛

𝐵𝑤𝑟𝑖𝑡𝑒
) 

Figure 33 compares the measured and the modelled results for a PingPing throughput of 

~3000 MB/s, a read throughput of ~4000 MB/s and a write throughput of ~1400 MB/s. 

 
Figure 32: pario – Read throughput for reading a file directly after writing it to the NVMe 

 
Figure 33: scrio – Measured throughput in comparison to the modelled throughput 
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How important the in impact of the communication network onto the buddy checkpointing 

performance is, can be studied when the usual Extoll support is explicitly disabled and thus a 

fall-back to TCP/IP via Gigabit Ethernet is then used instead (see Figure 34). 

 

Figure 34: scrio – Communication via Extoll vs. TCP/IP for SCR-based buddy checkpointingUsing SCR 

together with SIONlib 
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Figure 35: SCR+SIONlib – Scalability depending on the number of processes 

 
Figure 36: SCR+SIONlib – Scalability depending on the checkpoint size 
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4.2 Results gained by the N-Body mock-up 

This section details the results that we have gained by applying a simple mock-up 

application: the so-called N-Body code. The N-Body problem is about the determination of 

the impact of forces between massive objects like astronomical bodies attracted to each 

other due to mutual gravitation. The goal of this simulation is to determine position and 

movement of all the bodies in a system at a certain time when starting from a known state. 

The gravitational force between two bodies is given by 𝐹 = 𝐺 ∗ 𝑚𝑎 ∗ 𝑚𝑏/𝑟2 and each body of 

the system will influence each other within the system. The resulting force per body then 

leads to an acceleration according to 𝐹 = 𝑚 ∗ 𝑎. Hence, the N-Body computation is done in 

terms of discrete time steps, where each step comprises at first the determination of all 

forces on all bodies, followed by a respective update of velocity and position for the next time 

step. For parallelizing this code, a partitioning scheme can be applied where each process is 

responsible for a certain set of bodies, which are then to be exchanged in a ring-like fashion 

so that all bodies visit as a copy all the other processes within a time step. That way, the 

impact of all the remote bodies onto the local ones can be calculated by each process for 

completing a time step. Checkpointing is here done with SCR according to this scheme: 

Every process checks at the end of every time step by calling SCR_Need_checkpoint 

whether a dump of the local body states in terms of position and velocity shall now be taken. 

4.2.1 SCR-based vs. SIONlib-based buddy checkpointing 

To have a clearer view on the benefits of using the SIONlib-based buddy checkpointing 

(which is used when setting SCR_COPY_TYPE=BUDDY) instead of the SCR built-in approach 

(SCR_COPY_TYPE=PARTNER), we compared both scenarios with each other directly for a given 

checkpoint size. In SCR, a partner checkpoint is created by reading in the full checkpoint at 

the local node, sending it to a partner node and at the same time retrieving a checkpoint from 

another partner node for writing it to the local storage. So, every node has a copy of its 

checkpoint on a remote partner node. The SIONlib buddy checkpointing uses a more direct 

way for obtaining the same result. Here, the sending, receiving and writing occurs at the 

same time in an interleaved way, eliminating the need to read in the own local checkpoint 

again. Our expectation was a decrease in checkpointing time, which was reached as can be 

seen in  

Table 1 and Figure 37. 
 

Table 1: SCR+SIONlib – Comparing SCR’s PARTNER with SIONlib’s BUDDY approach 

Nodes Task per node Redundancy Data size [MB] Runtime [s] 

2 8 PARTNER 512 23.91 

2 8 BUDDY 512 12.28 

4 8 PARTNER 1024 32.42 

4 8 BUDDY 1024 20.06 

8 8 PARTNER 2048 32.82 

8 8 BUDDY 2048 27.93 

16 8 PARTNER 4096 64.17 

16 8 BUDDY 4096 47.75 
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As one can also see in Table 1, the N-Body code is a weak scaling mock-up application 

where the data size of the problem scales with the number of processes/nodes used. 

However, at this point it should be mentioned that the here presented runtimes are all 

measured without any actual calculations applied on the data sets. That means that, for 

shortening the runtime of the benchmarks, the computation functions for forces and 

accelerations (plus the required communication for parallelization) have intentionally been 

commented out so that only the time slices spent for checkpointing are measured. Hence, 

Figure 37 actually displays the scaling behaviour of the both buddy algorithms (BUDDY = 

SIONlib-based, PARTNER = SCR-based) without any interference that otherwise may be 

caused by the parallelized N-Body algorithm. 

 

 

Figure 37: SCR+SIONlib – Comparing SCR’s PARTNER with SIONlib’s BUDDY approachLong-term 

measurements and visualization 

In this section, we present some long-term measurements that were done all along during 
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Section 2.3) has then been used to visualize the gained results. 

The two diagrams in Figure 38 juxtapose the measured throughput as obtained when once 

using POSIX I/O (i.e. task-local files) and once using SIONlib (i.e. one SIONlib file per node). 

Please note that the reported throughput is related to the application’s point of view, from 

where only the writing of the local checkpoint is being observed, whereas the communication 

and the writing of the buddy checkpoint happens in both cases transparently under the hood 

of SCR or SIONlib, respectively. As one can see in Figure 38, using SIONlib instead of 

POSIX with SCR-based buddy checkpointing (this is the PARTNER scheme) impairs the 

writing performance — what in turn correlates with the results already presented in 

Section 4.1.3. 
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On the other hand, when looking at the two diagrams in Figure 39, the SIONlib-intrinsic 

buddy checkpointing (this is the BUDDY scheme) obviously outperforms SCR’s PARTNTER 

scheme for buddy checkpointing due to a smarter strategy concerning the scheme of 

operation — an insight that has also been derived from the results of Figure 37. 

 
 
Figure 38: N-Body – Long-term measurements: POSIX I/O vs. SIONlib with SCR buddy checkpointing 

 
 
Figure 39: N-Body – Long-term measurements: SCR vs. SIONlib buddy checkpointing 
 

The basic difference between both approaches can be studied when comparing Figure 40 

and Figure 41: While in the SIONlib case, the processes just have to write the local and the 

remote checkpoint data, and additional read operation on the just written local checkpoint is 

needed in the SCR PARTNER case. In addition, there is a basic difference between the 

communication patterns of both approaches (see Figure 42 and Figure 43). While SIONlib 

gathers all data to be sent to remote nodes by means of node-internal communication, in the 

SCR case this is avoided, however, at the much higher expense of re-reading the data. 
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Figure 40: Buddy Checkpointing: SRC’s scheme of operation 
 
 

 

Figure 41: Buddy Checkpointing: SIONlib’s scheme of operation  
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Figure 42: Excerpt of a Vampir Trace for SCR’s buddy checkpointing

 

Figure 43: Excerpt of a Vampir Trace for SIONlib’s buddy checkpointing 
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4.3 Comparison to some application experiences 

In this section, we try to correlate some of our microbenchmark results with selected results 

from the applications’ point of view as they are reported in Deliverable 6.3. However, this 

section is intentionally kept quite small since a thorough analysis regarding the DEEP-ER 

application performance also with respect to the resiliency features is presented in D6.3.  

One aspect that has been studied by means of the xPic application from KU Leuven in D6.3 

is the impact of the hardware being used on the performance of buddy checkpointing. For 

doing so, in particular the benefits of the DEEP-ER-related hardware features of NVMe as 

node-local storage as well as Extoll as the inter-node communication network have been 

investigated. Figure 44 shows a comparison for the needed checkpoint writing time between 

Extoll and TCP/IP via Gigabit Ethernet when running xPic. The checkpoints here were written 

to the node-local NVMe on each node by using SCR and its PARTNER scheme for distributing 

the data also to the respective buddy nodes. In each of the recorded benchmark runs, the 

xPic application used 2 MPI processes per node and 12 threads per process. For each 

checkpoint, 2 files were written per MPI process (thus 4 files per node) and the total data size 

per checkpoint was 8 GB. (Please refer to D6.3 for a more detailed description of xPic, its 

characteristics and the parameters used for the benchmarks.) As one can see in Figure 44, 

the utilization of the fast Extoll interconnect implies a tremendous benefit for the buddy 

checkpointing performance. Such effects of the network selection on the buddy 

checkpointing performance have already been studied in this deliverable by means of the 

scrio microbenchmark in Section 4.1.2, see Figure 34 — however, for a better comparability, 

we have plotted the related results once again also in the current section in Figure 45. 

A further series of measurements done in D6.3 in the context of buddy-checkpointing-based 

resiliency for the xPic application is a study about the impact of the checkpointing location. 

For this purpose, Figure 46 compares the checkpoint writing time for xPic, when using 

POSIX I/O and writing 11 checkpoints in series, for the local HDD and the local NVMe as 

being the checkpoint location. As one can see, once again has the selection of the right 

hardware a huge impact on the checkpointing performance — at least for the cases, where 

only 1 or 2 nodes were being used. The question is: Why does this improvement vanish 

when using more nodes? Although that hasn’t yet been studied in detail, two factors have 

been identified in D6.3. for xPic that may impact the writing time: One is the size of the 

checkpoints and the other is the total number of files written per checkpoint. When looking at 

Figure 46, the 8 nodes case shows the same writing time for both NVMe and HDD of about 1 

second (dividing the value in the figure by 11 checkpoints). However, as each node writes 

two files (one small file of about 10 MB for the field information, and one big file of about 

1 GB for the particles information), it is possible that the observed writing times are due to 

the system calls for opening and closing these files. In addition, also the size of the 

checkpoint files, which decreases for an increasing node count due to the here considered 

strong scaling behaviour, may influence the writing performance with respect to the different 

devices. So, for instance, we have observed that especially the writing throughput for the 

HDD case becomes significantly impaired if the file size gets bigger than 4 GB — most 

probably due to some then missing cache effects (see Figure 32). However, as the 

checkpoint file size in the measured xPic cases was just about 8 GB in the 1 node case and 

4GB in the 2 nodes case, it seems not very likely that this is the actual root cause for the 

observed performance differences between the HDD and the NMVe usage in these two 

cases.  
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Figure 44: xPic with SCR buddy checkpointing – Extoll vs. TCP (Gigabit Ethernet) as interconnect (These 
results are adopted from Deliverable 6.3)

 
 
Figure 45: scrio – Communication via Extoll vs. TCP/IP for SCR-based buddy checkpointing (These 
results are identical to those of Figure 34) 
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Figure 46: xPic with SCR but without buddy checkpointing – HDD vs. NVMe (These results are adopted 
from Deliverable 6.3) 

 
 
Figure 47: scrio – Comparing the impact of different storage locations (without buddy checkpointing) 
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5 Evaluation for directive-based checkpointing 

5.1 Introduction 

There are several application-based checkpoint/restart libraries such as FTI and SCR. Both 

libraries provide multi-level checkpoint/restart with optimized I/O, as well as redundancy 

schemes. However, current approaches present a challenge to inexpert programmers 

because of the low-level API provided to perform checkpoint/restart. Furthermore, portability 

across different systems becomes a problem when applying checkpoint/restart techniques.  

On current solutions, the user is in charge of serializing the data when checkpointing, and 

de-serializing it when there is a restart. The user has also to modify the natural program flow 

in order to detect whether an execution is a restart from a previous checkpoint or whether it 

is a run from scratch, and then act consequently. Moreover, in some of the approaches, 

users must deal with I/O operations directly. In other words, there are many details to 

address that are unrelated to the application itself. 

The proliferation of several checkpoint/restart libraries with different interfaces hinders the 

portability between systems. Installation and tuning of the checkpoint/restart libraries are 

usually performed by expert system administrators in order to make the most of the storage 

hierarchy and to obtain the best performance. User’s options are therefore reduced to 

rewriting the code with the interface of this optimised library available in the target system. 

For instance, applications on Mont-Blanc 2 project are using the FTI interface, while 

applications developed on DEEP-ER are using the SCR interface. Hence, to take advantage 

of the optimizations done on FTI and SCR in Mont-Blanc and DEEP-ER respectively, 

applications have to be modified to use the checkpoint-restart interface that is optimized for 

the system they want to run. 

The above-mentioned problems do not arise in the directive-based approach presented in 

this Section because several of the user responsibilities are transferred to the compiler and 

an intermediate library. Since this solution adds extra abstraction layers, it is possible to 

support multiple backend libraries (such as FTI/SCR) with the same interface, thereby 

enhancing portability. In addition, users can specify the data in a simpler way, and the effort 

of serializing and de-serializing it is also passed to the intermediate library and compiler. 

Summarizing, this approach allows users to focus on the application itself, thus providing 

higher productivity and portability, together with an easy-to-use interface. More details about 

the design and implementation of this approach based on pragmas can be found in [13] and 

[14]. 

5.2 Applications 

Firstly, we provide a brief explanation of the applications and benchmarks used in this 

evaluation. 

BT-MZ: This is a pseudo-application from the NAS Parallel Benchmarks coded using 

OpenMP+MPI. It uses a block tri-diagonal solver to solve problems derived from CFD. 

Duct: A CFD application performing a Large Eddy Simulation (LES) of turbulent flow in 

square. This application is pure MPI. 
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GERShWIN: This is an application developed by INRIA in the context of DEEP-ER. It mainly 

consists of studying the human exposure to electromagnetic fields by means of solving a 

system of Maxwell equations. This application is implemented using MPI+OpenMP. 

N-Body: The classic N-body simulation of a dynamical system of particles (see also 

Section 4.2 and 6.2.1). This benchmark uses MPI+OpenMP. 

SPECFEM3D: A simulation of a seismic wave propagation using a Galerkin spectral element 

method. Implemented with MPI+OpenMP. 

Stream: The classic stream benchmark, part of the HPC Challenge Benchmarks, is a 

synthetic benchmark measuring sustainable bandwidth and the corresponding computation 

rate for simple vector kernel. It uses MPI+OpenMP. 

TurboRVB: Developed at SISSA, this application is used to understand high-temperature 

superconductivity by means of quantum Monte-Carlo simulations. This application, also 

developed in the context of DEEP-ER is a pure MPI code. 

5.3 Evaluation 

In this section, we benchmark the performance of our approach when compared with other 

popular approaches such as FTI or SCR themselves. The objective of the evaluation is to 

ensure that the additional abstraction layer introduced by the use of pragmas do not impact 

the performance or scalability of the underlying checkpoint/restart libraries.   

All our experiments consist of three versions: 

1. REF. This is the reference version. It is checkpoint-free and non-faulty. 

2. FTI/SCR. This version is an implementation performing application-level 

checkpoint/restart directly using the APIs provided by FTI or SCR respectively. 

3. CHK. In this version, the application-level checkpoint/restart is done using code 

annotations with pragmas.  

We mainly focus on the overhead introduced by the application-level checkpoint/restart 

compared to a checkpoint-free and non-faulty execution. The results are obtained by 

averaging the execution times of 5 different runs for each version. 

All the executions of the evaluation are conducted with 64 MPI processes. Depending on 

whether or not the original version of the benchmark/application has intra-node parallelism, 

the number of threads per process varies: those having intra-node parallelism were executed 

with 8 threads per process, while the others were executed with 1 thread per process. 

With respect to the execution time, all the runs took about 10 minutes. The checkpoint 

frequency is 1 checkpoint per minute, so that we perform 10 checkpoints per run. This 

frequency is expressed in terms of iterations. Hence, we carry out a checkpoint every 10% of 

the iterations has completed in each application. This high checkpoint frequency has been 

selected on purpose to stress the check-pointing mechanisms so it is easier to identify any 

potential overhead introduced by our pragma-based approach. 

All the faults are deterministically injected when the application has already done half of the 

work to ensure reproducible experiments. The faults are implemented with an exception on 

one of the MPI processes that cause the abortion of the whole application. 

 



D5.4  Resiliency performance measurements 

50 

DEEP-ER - 610476  04.05.2017 

  
Figure 48: Chart of the overhead introduced by FTI and CHK versions compared to REF version. 

 
Figure 49: Chart of the overhead introduced by SCR and CHK versions compared to REF version. 

Figure 48 and Figure 49 illustrate the overhead introduced by the application-level 

checkpoint/restart using both FTI/SCR and CHK versions when compared against the REF 

version. First of all, it is necessary to point out that the total overhead depends directly on the 

checkpoint frequency and the application working-set size and computational complexity. 

Since we have used the same checkpoint frequency (one checkpoint per minute) for all the 

applications without considering the relationship between the computational complexity and 

the size of the application state, there is a noticeable difference between the applications, so 

that those applications with less computational complexity or a larger data set are more 

affected by the checkpoints, which results in a bigger overhead. We have divided the 

performance into two charts: one comparing applications implemented using SCR natively 

against CHK and using SCR as backend library, shown in Figure 49, and the other 

comparing applications using FTI natively against CHK and using FTI as the underlying 

library, as shown in Figure 48.  

We can observe in Figure 48, that both FTI and CHK versions yield very similar results. In 

fact, the bigger difference is in SPECFEM3D benchmark where CHK is about 1% worse than 

native FTI. Likewise, in Figure 49 the same trend is repeated in three over four applications 

or benchmarks: CHK is slightly outperforming native SCR. After an in-depth investigation, we 

concluded that the drop in performance using native SCR is related to how this version 

decide whether or not to take a checkpoint: on CHK we simply evaluate the condition 

expression passed in the checkpoint clause whereas SCR uses a collective MPI 

communication. When using SCR directly, the application uses the call SCR Need 

checkpoint to decide whether or not a checkpoint has to be done. Inside this method, rank 0 

takes the decision and then broadcasts it to the rest of the processes using MPI. In contrast, 

CHK decides faster because its decision is based on the condition provided with the if 

clause. As all the processes receive the same condition, there is no need to broadcast 

because we already know they are going to take the same decision. Therefore, the 
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difference is the cost of the additional MPI broadcast.  

Table 2: Number of code lines required to perform application-level checkpoint/restart using FTI and CHK.

 

 
Table 3: Chart of the overhead introduced by SCR and CHK versions compared to REF version.

 

 

Once we have verified that the CHK approach do not introduce any significant overhead over 

FTI and SCR version, we focus on the evaluation of the programmability. To date, there is no 

standard metric for measuring how easy a mechanism or a tool is to use. We have therefore 

selected the number of lines of code needed to implement each of the different versions in 

order to make this measurement. The results are shown in Table 2 and Table 3 for FTI and 

SCR respectively (the source code of the three N-Body versions is presented on Annex C). 

These tables show the lines of code required to write application-level checkpoint/restart in 

FTI, SCR, and CHK. As can be observed in Table 2, our approach is able to drastically 

reduce the number of lines required to perform application-level checkpoint/restart. In 

average, the number of lines required by CHK becomes around an 18% of the lines required 

by FTI to provide exactly the same functionality. Moreover, in some applications, we can 

reduce in almost a 95% the number of lines used to checkpoint compared with FTI. The 

comparison with SCR shows even better results in terms of programmability. Table 3 shows 

that CHK is able to reduce the number of lines used to the very minimum, allowing 

expressing a checkpoint/restart mechanism in a single line while SCR needs 80 lines for the 

same purpose. The code lines needed by CHK to provide the same functionality than SCR 

represents, in average, only about a 6% than those required by SCR. In the light of the 

results, we can conclude that CHK provides much more programmability than current state-

of-the-art checkpoint/restart libraries. 

Finally, in the case of portability, this is enhanced with our solution. If a user has to move an 

application from a system using SCR to another system using FTI, there is no need to rewrite 

the code related to checkpoint/restart: CHK will work with the same code for both FTI and 

SCR backend libraries. Moreover, our design is extensible, so additional C/R backend 

libraries can be added as required. 

5.4 Conclusions & Future Work 

In this section, we have evaluated the performance of a new directive-based approach for 

providing application-level checkpoint/restart. Our proposal introduces a new family of 
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#pragma chk directives to ease application-based C/R. Using the adequate directives and 

clauses, the user can specify the data to be checkpointed in a persistent way. In the event of 

failure, the application is restarted and the stored data in the last checkpoint is loaded, 

thereby skipping all the work done previously and resuming the execution from the loaded 

state instead of from scratch. 

Our approach, based on user directives, simplifies the process of application-level 

checkpoint/restart. Our solution minimizes the changes in the source code to apply this 

technique; completely removes the serialization and deserialization process required by 

traditional approaches; and eliminates the need for modifying the natural program flow to 

handle application restarts. We leverage state-of-the-art checkpoint/restart libraries (SCR 

and FTI) to optimize I/O operations and provide redundancy schemes, thereby enhancing 

resiliency and performance. Moreover, our proposal enhances the portability of applications, 

because the implementation provides support for several underlying libraries without any 

changes in application code. It is worth noting that our approach is valid for OpenMP, MPI, 

hybrid MPI+OpenMP applications and other similar programming models like OmpSs. We 

have evaluated the performance of our proposal employing several benchmarks and two 

complex applications. Our results show no additional overhead compared with the direct use 

of state-of-the-art solutions such as FTI and SCR, but the most important point is that using 

our approach the number of code lines required to perform application-level 

checkpoint/restart are clearly reduced compared with FTI and SCR. 
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6 Evaluations for task-based checkpointing 

6.1 Evaluations on MPI level 

In this section, the extensions and the related design decisions made for ParaStation MPI 

within DEEP-ER WP5 are discussed and evaluated. Taken as a whole, those extensions 

were twofold: On the one hand, the process manager had to be made aware of the notion of 

process groups, as they are formed in terms of spawned MPI kernels. On the other hand, the 

lower-level communication layer had to be made capable of detecting and reporting broken 

network connections, as they may indicate dead peer processes within the offloaded tasks. 

By now, both of these extensions — the process group awareness as well as the connection 

guard feature — have finally left experimental stage and are now part of the common 

ParaStation release branch. 

6.1.1 Impact of the ParaStation MPI connection guard feature 

The lower-level communication layer of ParaStation MPI (called pscom) is especially 

designed for its employment in HPC systems. As such, a variety of interconnects and 

interfaces commonly used in this specific application field is supported by pscom. For doing 

so, the library exhibits a flexible architecture featuring plugins for all the different interfaces 

and protocols. Such plugins are loaded and selected at library runtime by means of a 

priority/fall-back scheme, which means that plugins promising faster communication than 

others are preferred while slower but more robust counterparts may still be used in case of 

an unsuccessful initialization of the former. As the lowest common denominator, socket-

based communication via TCP/IP protocol serves as a sort of pseudo-plugin, which is 

integrated into the library and always available. This is because the initial connection 

establishment of all the other plugins is based on this pseudo-plugin and its socket-related 

connect/accept scheme. That means that all connections are initially made via TCP/IP and 

that other plugins may then use these socket channels for exchanging further information 

required for establishing connections, for example, over InfiniBand or Extoll. 

 
 

Figure 50: IMB PingPong – Throughput comparison between Extoll and TCP/IP over Gigabit EthernetIf 
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eventually no higher prioritized plugin can be initialized successfully — be it due to failed or 

missing services or just because of lacking hardware support — a fall-back to TCP/IP-based 

communication even for the actual MPI payload is conducted. However, the fact that such a 

fall-back ought to be avoided on all circumstances becomes blatantly obvious when looking 

at the results as presented in Figure 50. This diagram shows the throughput measured with 

the IMB PingPong scheme (see also Figure 11) for Extoll and TCP/IP over Gigabit Ethernet. 

(Please mind the logarithmic scaling of the diagram in Figure 50.) 

Usually, these initial socket connections are directly closed after the initialization of a higher 

prioritized plugin. However, for providing fault-tolerance, these may also be kept intentionally 

open in order to enable an OS-assisted detection of broken links. In doing so, the still open 

socket connections are handed over to dedicated connection guard threads waiting in 

select calls for detecting TCP events, whereas the regular MPI communication between the 

processes is then normally conducted via the connections of a higher prioritized plugin like 

one of those for InfiniBand or Extoll. 

Such TCP events could either be the arrival of an end of file message, indicating the proper 

shutdown of a connection, or the occurrence of an error, for example, triggered by the 

absence of a TCP keep alive message. By queueing and forwarding such events from the 

connection guard threads to the main threads of the MPI processes, the latter can eventually 

analyse and transform the events into appropriate error codes for the application layer. Since 

the connection guard threads commonly block most of the time within the select function, 

their impact onto the regular MPI communication performance should practically be 

negligible. 

For proving this assumption, we have measured the impact of the pscom connection guard 

feature onto the communication performance over Extoll. For doing so, we have again used 

the PingPong and PingPing benchmarks from the Intel MPI Benchmarks (see also 

Section 3.2.1.1 and 3.2.1.2) for gauging the impact connection guard threads onto the Extoll 

latency. The two benchmarks have been run 10 times with their default setting for latency 

measurements (1000 repetitions and zero-byte messages) for each of the following 

scenarios: connection guard disabled, connection guard enabled, and connection guard 

enabled plus setting MPI_ERRORS_RETURN as the error handler. The results shown in Table 4 

confirm that the connection guard feature does not pose any noticeable performance impact. 

 
Table 4: IMB PingPong – Impact of the Connection Guard onto latencies 

Configuration 
 

Benchmark 

Connection 
Guard 

 
Error Handler 

PingPong time 

(standard deviation) 
 

PingPing time 

(standard deviation) 

Disabled MPI_ERRORS_ARE_FATAL 1.460 µs (0.0767) 

 
1.491 µs (0.0815) 

Enabled MPI_ERRORS_ARE_FATAL 1.460 µs (0.0873) 

 
1.489 µs (0.0793) 

Enabled MPI_ERRORS_RETURN 1.462 µs (0.0593) 

 
1.472 µs (0.0421) 
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6.1.2 Analysing the impact of re-spawning and re-connecting 

During the designing phase, two conceivable approaches were under active discussion 

within WP5 for realizing the fault-tolerant and robust offloading of MPI kernels under the 

hood of the OmpSs runtime. Since the MPI standard currently does not provide any 

considerable fault tolerance features, a way had to be found to integrate the needed 

resiliency within ParaStation MPI, while not moving too far beyond the standard. In doing so, 

two distinct approaches have been considered: MPI Error Handlers and Disconnected 

Process Groups. In this section, these two approaches shall briefly be summarized and 

finally evaluated by means of a mock-up application that has especially been developed for 

this purpose within WP5. 

6.1.2.1 Using MPI Error Handlers for resiliency 

Just by switching to the predefined MPI_ERRORS_RETURN handler, errors should no longer be 

fatal but become analysable by the application itself. However, it is still up to the MPI 

implementation — and of course it also depends on the kind of error — if the application can 

continue to communicate after an error occurs. When looking at ParaStation MPI, it is — as 

an outcome of DEEP-ER — by now possible (via the connection guard) to detect and to 

report broken connections between a pair of processes if one of them is trying to send or 

receive data to or from the remote one. 

With respect to the common DEEP-ER scenario, we are able to differentiate between remote 

(spawned) and local (parent) groups of processes as well as between communication within 

the local and with remote groups, respectively. Therefore, we could postulate that a process 

failure in one local group will trigger the ParaStation daemon (psid) to kill all the processes of 

this group (but only of this group), and that detecting one broken remote connection indicates 

that the whole remote process group died. Furthermore, if it can be ensured that every 

process in the surviving group gets signalled about the fault of the remote group, the 

surviving processes can then collectively strive for a re-spawn of the remote group. This can 

be done, for example, by letting all processes of the parent group explicitly wait for a return 

message from one of the child processes on a point-to-point basis — and this is exactly how 

we implemented it under the hood of OmpSs. 

6.1.2.2 Disconnected Process Groups 

After successfully calling MPI_Comm_spawn, the new and the old process groups are 

connected via the resulting inter-communicator and the effect of errors (i.e. process failures 

in the spawned group) onto the remote group is not defined by the standard. A subsequent 

call of MPI_Comm_disconnect may be used to make the two groups disconnected and thus 

independent again (see MPI-3.1, Sec. 10.5.4, "Releasing Connections", p. 397). According to 

this, MPI already offers a standard-compliant way for protecting different process groups 

from faults within remote groups of the same job allocation — and thus offers in this sense a 

certain (although quite small) degree of fault-tolerance. 

A conceivable scenario for using MPI_Comm_disconnect in the DEEP-ER environment could 

look as follows: (1) The OmpSs runtime uses ParaStation's spawning mechanism for 

creating further processes for some kind of a long-running OmpSs task. (2) After sending all 

needed input data, both parent and child group agree to disconnect for a period of execution 

where no data exchange between both groups is needed. (3) Finally, when the spawned 
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tasks are finished, both groups re-connect in order to send the results back to the parent 

group. 

The advantage of this approach is that during the execution of the offloaded (and commonly 

long-running) tasks, the processes of both groups are independent and a failure within the 

child group would not affect the parent group. However, this approach has eventually been 

waived in WP5 for being implemented in OmpSs in favour of the Error Handler solution. 

6.1.2.3 The WP5 coupled-code mock-up 

This mock-up code (called wp5cc) is intended to serve as a framework for studying and 

evaluating further MPI-related concepts and approaches regarding the relationship of 

spawned processes to their parents. In a nutshell, the code is divided into two parts: A very 

simplistic computational fluid dynamics code (CFD) and a very ordinary code that calculates 

the state of stresses in structures based on a finite element method (FEM) — see Figure 51. 

While CFD part solves the two-dimensional Navier–Stokes equation for incompressible 

laminar flow by means of a parallelized Jacobi solver (JOR), the FEM part is based on 

element stiffness matrices that are then solved by a parallelized version of the Gaussian 

elimination method. 

 

 

Figure 51: wp5cc – Coupled-code simulation of a flow passage containing barrier objectsThe coupling 

between both codes is strictly one-way — at least from the data flow's point of view: The 

CFD code serves as the parent processes that frequently (after each time step of the CFD 

simulation) send pressure values as input data to the child processes that process the FEM 

code. Although there is no need to send data back from the FEM code to the CFD 

processes, there is at least a demand for synchronization when the FEM processes are 

finished with their calculations for a time step. With respect to this synchronization 

mechanism, the program can be run in five different modes: 

a) MODE=0 — The FEM processes send back some kind of a token as soon as they are 

finished, which serves as a signal for the CFD processes to continue. However, this in 

turn means that the CFD processes might have to wait for this signal until they can send 

new input data to the FEM processes for the next time step. 

b) MODE=1 — This mode is on the CFD side more or less identical to the first mode because 

the CFD processes are here likewise waiting for a signal being sent back. However, in 

this mode, the FEM processes will not do so at all, but are just going to call MPI_Abort 

as soon as they are finished with a time step. Based on the MPI resiliency features as 
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implemented in WP5, the parent processes are now able to detect such a situation and 

can then strive to re-spawn a new set of children for the next time step. 

c) MODE=2 — During their computation phases, the CFD and the FEM codes are 

disconnected from each other (by calling MPI_Comm_disconnect) and hence form 

independent process groups. However, for reporting back that the FEM code has finished 

its cycle, the FEM processes call MPI_Comm_connect for re-connecting to the CFD code.  

For doing so, the CFD processes of course have to call likewise the MPI_Comm_accept 

function. Therefore, this mode can be used to determine the overhead of a 

disconnect/reconnect cycle. 

d) MODE=3 — After spawning, the parent and the child group of processes disconnect from 

each other (by calling MPI_Comm_disconnect) and the FEM processes just call 

MPI_Finalize as soon as they are finished with one cycle. On the other side, the CFD 

processes do not have to wait for a signal but directly spawn a new set of FEM processes 

for each time step. As one can see, in this mode, the number of currently active FEM 

processes may increase if the CFD processes are quicker with their calculations for a 

time step than the FEM procs. 

e) MODE=4 — This mode actually does not represent a reasonable use case from an 

application’s perspective but models a scenario where the connection between parents 

and children gets lost, while the child processes are still up and running.  For emulating 

this scenario, this mode is similar to that of MODE=1 but with the distinction that the child 

processes do not call MPI_Abort but rather send an oversized token message back to 

the parents (MPI_ERR_TRUNCATE). Subsequently, the child processes are going to wait 

until the very end of the application within a barrier call. 

For gauging the impact of these different modes, we have done measurements on the SDV 

(see also appendix B.3 for the respective JUBE file) according to the following scenario: The 

application was started with np CFD processes, spawning likewise np FEM processes. For 

each SDV node, only 16 CPUs were requested for the TORQUE allocation. That means that 

for np = {1..8}, all processes (CFD plus FEM) were started on one single node (and only one 

node was allocated via TORQUE for this), whereas for np = {16;32} one/two node(s) is/are 

fully populated by CFD processes while a second/two further node(s) is/are populated by the 

spawned FEM processes, respectively. 

Figure 52 shows the measured runtimes for the application solving a mid-sized problem 

(200x400 discrete cells for the flow passage and calculating 25 time steps). As one can see, 

in particular setting MODE=4 leads to relatively bad results, which are due to the overbooked 

situations stemming from the still running (and actively polling) child processes of the past 

time steps. So, for instance, even in the np=1 case, after 15 time steps all the 16 CPU slots 

are populated and every further time step will then add a newly spawned process to this 

overbooked allocation. 

However, when comparing the other four modes, no significant differences can be observed 

in Figure 52. Consequently, we have conducted a further series of measurements where only 

the overhead (resulting from communication, synchronization, process creation and clean-

up) for each of these four modes are captured — see Figure 53. Here, it becomes obvious 

that most probably the process creation and clean-up to be done in the MODE=3 

(MPI_Finalize) and all the more in the MODE=1 (MPI_Abort) cases add a significant 

overhead. However, since re-spawning as a reaction upon a true process fault should still 
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render the exceptional case, this does not actually contradict our design decision taken in 

favour of the Error Handler approach. 

 

 
 
Figure 52: wp5cc – Runtime measurements for the different modes of operation 
 

 
Figure 53: wp5cc – Overhead measurements for the different modes of operation 
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6.2 Evaluations on OmpSs level 

6.2.1 N-Body Benchmark 

One again we are using the N-Body scenario, as it has already been introduced in Section 

4.2, as a mock-up application for our evaluations — this time on OmpSs level. The N-Body 

code simulates the movement of a group of “bodies” (may be from particles to planets) given 

the forces driving their physical interaction. The dataset is usually distributed among compute 

nodes due to its size. At each time step, each process first calculates the interactions among 

its own bodies. Next, the bodies are exchanged in a ring fashion using a temporary buffer. 

Then, the interactions including the new bodies are computed again. This process is 

repeated until all bodies have visited all processes, what concludes a time step. 

We note that the code developed for this benchmark is not intended to be an efficient N-Body 

implementation. Instead, the purpose of this benchmark is to showcase the behaviour of the 

resilient offload capabilities both in favourable and unfavourable cases (a test case using a 

production application is analysed in Section 6.2.2). Figure 54 shows an OmpSs 

implementation in which all major tasks are offloaded to a booster within a single global task. 

We refer to this implementation as global. On the other hand, Figure 55 describes an 

implementation in which the different tasks are offloaded separately. We refer to this 

implementation as partial. While the former constitutes a good case for the resilient offload 

feature because of minimizing synchronization among boosters, the latter does the opposite, 

posing a bad-case scenario: booster processes have to exchange more often failure 

information, delaying the finalization of more tasks, and multiplying the output data flushes to 

their master processes. As introduced earlier, due to the inherent overhead of task 

offloading, the OmpSs offload feature is intended to be used along with coarse grain task 

decomposition. Hence, the N-Body global offload implementation would be the preferred 

method to offload this computation to booster nodes, whereas the partial offload 

implementation is artificially developed with the purpose of presenting a bad-case scenario. 

In our experiments, we execute 10 time steps of the N-Body simulation. 

 
Figure 54: Offloaded N-Body – global version 
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Figure 55: Offloaded N-Body – partial version. 

Figure 56 shows the execution time of different configurations of the two N-Body 

implementations (maximum Relative Standard Deviation: 0.9%). The interaction among 4 M 

particles is simulated using a single booster. The number after the Error key in the partial 

version states the task in which the error occurred, according to the order in which they 

appear in Figure 55. We follow the same naming convention in subsequent figures. 

 
Figure 56: N-Body using one booster (4 M particles) 

Figure 56 reveals that while in the Global case the protection mechanisms enabled by the 

use of the recover clause do not pose a noticeable performance impact; in Partial it 

introduces a 3.9% overhead. The Error cases include the overhead of MPI process 

respawning and data restoration, as well as that of the task reexecution. For example, Error 

#1 includes the reexecution of the most computationally intensive task plus the overhead of 

using the recovery clause in this implementation (i.e., it is roughly Partial Error-Free plus 

Global Error minus Global Error-Free). 
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We next present a performance evaluation at scale, including both weak and strong scaling 

on up to 32 master plus 32 booster nodes. Figure 57 shows our results for the global 

implementation (maximum RSD: 2.2%). As we can see in the figure, the resilient offload 

feature does not impact scalability on this test case. We find the highest Error-Free 

overhead (2.5%) at the largest number of nodes in the strong scaling case. The recovery 

time varies between 11% and 39%, being higher for the large node counts in strong scaling 

due to the relative impact of the recovery overhead with respect to the computational load. 

 
Figure 57: N-Body global scaling. Particles: weak-1 M/node; strong-4 M total. 

Experiencing more than a single fault in the less than 10 minutes these executions last is 

unlikely. If these faults occur at different points within the same group of offloaded tasks, the 

recovery process is the same as if a single failure happened. If, on the other hand, these are 

encountered during successive task executions, the application execution time may be easily 

inferred from the recovery times of the single-failure cases. Due to space constraints, we limit 

to present a study involving multiple successive failures for the FWI application in Section 

6.2.2 

The scaling results for the partial implementation are depicted in Figure 58 (maximum RSD: 

14.3%). As the figure shows, the overhead introduced by the offload fault-tolerance feature in 

this artificial test case is considerable, because of the reasons explained earlier in this 

section. While Error-Free executions pose an overhead under 4% up to 8 nodes, this 

reaches almost 20% on 16 nodes, and over 400% for higher node counts. The recovery 

times are similar to those of the global case. As we mentioned earlier, this is a purposely-

designed bad-case scenario and the OmpSs offload feature is not intended to execute fine-

grained tasks. 
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Figure 58: N-Body partial scaling. Particles: weak-1 M/node; strong-4 M total. 

6.2.2 Full Wave-form Inversion (FWI) Application 

The Full Wave Inversion application analyses the physical properties of the subsoil from 

seismic measurements. The area to be analysed is divided in “shots”, which are usually 

processed in a distributed fashion due to their size. Its structure using OmpSs offload 

semantics is depicted in Figure 59, and its implementation listed in pseudocode in Figure 60. 

An initial master process iterates over the different frequencies to explore. For each gradient, 

a number of shots are processed by a kernel function. Each of these is offloaded to a slave 

process. The slaves, after performing some pre-processing, split the computation of the 

kernel into several offloaded tasks (workers) and perform the required post-processing after 

waiting for their finalization. Several test post-processing kernel executions are required per 

shot after this process. 

 
Figure 59: FWI offloaded structure. 

We configure our experiments to use 4 workers per slave, processing up to 1 GB of data 

each. We vary the number of shots from 2 to 16, using up to 80 booster nodes. A single 

frequency, two gradients, and two tests are executed, leading to 6 kernel offloads to each 

slave during the execution. Nanos++ leverages the intra-node parallelism using the 16 CPU 

cores of the compute nodes. 

1

10

100

1000

10000

2 4 8 16 32 64 2 4 8 16 32 64

Weak Scaling Strong Scaling

Ti
m

e
 (

s)
 

Number of Nodes 

Original Error-Free Error #1 Error #2 Error #3



D5.4  Resiliency performance measurements 

63 

DEEP-ER - 610476  04.05.2017 

Figure 61 shows the execution time of FWI in four different cases (the maximum RSD is 

1.5%). In Error Worker, a failure appears in a worker process, whereas in Error Slave, it 

occurs in a slave. As we can see in the figure, the recovery feature does not noticeably 

impact the run time, being the maximum overhead a mere 0.56% (negative overheads just 

reflect variability and are indicative of the low performance impact). When a failure is 

detected, the task is re-executed. The added execution time corresponds to the respawning 

procedure plus the re-execution of the tasks involved in the failure, including the necessary 

data restoring movements. Figure 62 represents an extrapolation of the execution time for 

different number of errors in the 64-worker case. A failure in a worker increases the 

execution time 18.3%, whereas if the failing process is a slave, the execution time is 

increased 20.3%. In the unlikely case of experiencing 5 process disconnection failures in the 

roughly 2.2 hours of execution, the run time would be approximately doubled. 

 
Figure 60: FWI pseudocode. 
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Figure 61: FWI execution time in 4 configurations. 

 
Figure 62: Execution time extrapolation for a number of errors in the FWI 64-worker case. 
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7 Conclusion 

In this deliverable, we have presented the benchmark measurements that we have done 

during the later phases of WP5 for assessing the scalability and the applicability of the newly 

developed resiliency software layers. In doing so, we could show that leveraging the I/O-

related improvements of DEEP-ER actually helped to increase the checkpointing 

performance. Besides presenting and discussing basic performance figures, we have 

thoroughly evaluated in particular our achievements concerning the novel resiliency 

techniques that we have developed in the prior tasks of WP5. Here, especially the results of 

the conducted microbenchmarks served as insightful pointers for further optimizing the 

related software layers, but also the findings and insights gained by applying mock-up and 

real-world applications contributed to the success of this benchmarking task.  We have also 

extended the OmpSs Offload model with fault-tolerant support, demonstrating the viability of 

implementing effective and efficient fault tolerance using MPI techniques conforming to the 

current specifications.  
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9 Annex A: Source code excerpts 

A.1 Illustration of the WP5 pario benchmark (POSIX I/O) 

 for (iter = 0; iter < NUM_ITERATIONS + 1; iter++) { // first iteration is for warm-up 
  

data_blocks = malloc(NUM_DATA_BLOCKS * DATA_BLOCK_SIZE); 
  

snprintf(path, 256, PATH_TO_FILES "pario-%d-%d", iter, mpi_rank); 
 if (delete_old_files) unlink(path); 
  

MPI_Barrier(MPI_COMM_WORLD); 
 time_start = MPI_Wtime(); 
  

fp = fopen(path, "wb"); 
 fwrite(data_blocks, DATA_BLOCK_SIZE, num_blocks, fp); 
 fclose(fp); 
  

time_needed = MPI_Wtime() - time_start;  
 MPI_Allreduce(&time_needed, &time_max_world, 1, MPI_DOUBLE, MPI_MAX,  
                                                                   MPI_COMM_WORLD); 

free(data_blocks); 
 
 if (mpi_rank == 0) 
         printf(">>> Time for iteration: %.3f sec / Throughput: %.2f MB/s\n",  
         time_max_world, 
         mpi_size*(NUM_DATA_BLOCKS*(DATA_BLOCK_SIZE/(1024.0*1024.0)))/time_max_world); 

 
 sleep(ITERATION_DELAY); 
 } 
 

A.2 Illustration of the WP5 sario benchmark (pario + SIONlib) 

 for (iter = 0; iter < NUM_ITERATIONS + 1; iter++) { // first iteration is for warm-up 
  

data_blocks = malloc(NUM_DATA_BLOCKS * DATA_BLOCK_SIZE); 
  

snprintf(path, 256, PATH_TO_FILES "pario-%d-sion", iter); 
 if (delete_old_files && mpi_rank == 0) unlink(path); 
  

MPI_Barrier(MPI_COMM_WORLD); 
 time_start = MPI_Wtime(); 
  

sion_numFiles = 1; 
sion_gComm = MPI_COMM_WORLD; 
sion_lComm = &sion_gComm; 
sion_chunkSize = DATA_BLOCK_SIZE * num_blocks; 
sion_fsblkSize = -1; 
sion_globalRank = mpi_rank; 
sion_newName = NULL; 
sid = sion_paropen_mpi(path, "wb", &sion_numFiles, sion_gComm, sion_lComm,  
   &sion_chunkSize, &sion_fsblkSize, &sion_globalRank, NULL, &sion_newName); 
sion_fwrite(data_blocks, DATA_BLOCK_SIZE, num_blocks, sid); 
sion_parclose_mpi(sid); 
 
time_needed = MPI_Wtime() - time_start;  

 ... 
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A.3 Illustration of cpex benchmark (pario + buddy exchange) 

 
   MPI_Barrier(MPI_COMM_WORLD); 
 
   time_start = MPI_Wtime(); 
 
   #ifdef OVERLAP_THREADS 
   #pragma omp parallel sections private(fp, rc, saved_blocks) 
   #endif 
   { 
   #ifdef OVERLAP_THREADS 
   #pragma omp section 
   #endif 
   { 
 fp = fopen(path, "wb"); 

fwrite(data_blocks, DATA_BLOCK_SIZE, NUM_DATA_BLOCKS, fp); 
 fclose(fp); 
   } 
   #ifdef OVERLAP_THREADS 
   #pragma omp section 
   #endif 
   { 
 buddy_start = MPI_Wtime(); 
 

fopen(buddy_path, "wb"); 
    
 for (blocks = 0; blocks < NUM_DATA_BLOCKS; blocks++) { 
     

MPI_Sendrecv(data_blocks+blocks*DATA_BLOCK_SIZE, DATA_BLOCK_SIZE, 
   MPI_BYTE, (mpi_rank + 1) % 2, 0, 
   buddy_blocks, DATA_BLOCK_SIZE, 
   MPI_BYTE, (mpi_rank + 1) % 2, 0, 
   MPI_COMM_WORLD, MPI_STATUS_IGNORE); 

       
fwrite(data_blocks, DATA_BLOCK_SIZE, 1, fp); 

 } 
     

fclose(fp); 
 

 buddy_needed = MPI_Wtime() - buddy_start; 
   }} 
 
   time_needed = MPI_Wtime() - time_start; 
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A.4 Illustration of the WP5 scrio benchmark (pario + SCR) 

 
 for (iter = 0; iter < NUM_ITERATIONS + 1; iter++) { // first iteration is for warm-up 
  

data_blocks = malloc(NUM_DATA_BLOCKS * DATA_BLOCK_SIZE); 
  

MPI_Barrier(MPI_COMM_WORLD); 
 time_start = MPI_Wtime(); 
 
 SCR_Start_checkpoint(); 
 
 if(SCR_Route_file(name, path) != SCR_SUCCESS) { 
  assert(0); 
 } 
  

fp = fopen(path, "wb"); 
 fwrite(data_blocks, DATA_BLOCK_SIZE, num_blocks, fp); 
 fclose(fp); 
 

SCR_Complete_checkpoint(1); 
  

time_needed = MPI_Wtime() - time_start;  
 MPI_Allreduce(&time_needed, &time_max_world, 1, MPI_DOUBLE, MPI_MAX,  
                                                                   MPI_COMM_WORLD); 

free(data_blocks); 
 
 if (mpi_rank == 0) 
         printf(">>> Time for iteration: %.3f sec / Throughput: %.2f MB/s\n",  
         time_max_world, 
         mpi_size*(NUM_DATA_BLOCKS*(DATA_BLOCK_SIZE/(1024.0*1024.0)))/time_max_world); 

 
 sleep(ITERATION_DELAY); 
 } 
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10 Annex B: JUBE Files 

B.1 pario.xml 

<?xml version="1.0" encoding="UTF-8"?> 

<jube>  

   <benchmark name="pario" outpath="bench_run">  

   <comment>The DEEP-ER WP5 pario benchmark</comment>  

   <parameterset name="filenames">  

      <parameter name="path"   type="string">/nvme/tmp/clauss/pario/</parameter> 

      <parameter name="binary" type="string">pario</parameter>  

      <parameter name="source" type="string">pario.c</parameter>  

   </parameterset>  

   <parameterset name="constants"> 

      <parameter name="iterations" type="int">10</parameter> 

      <parameter name="delay"      type="int">10</parameter> 

   </parameterset> 

   <parameterset name="parameters"> 

      <parameter name="ranks" type="int">1,2,4,8,16,32,48</parameter> 

      <parameter name="size"  type="int">1,4,16,64,256,1024,4096,16384</parameter> 

   </parameterset> 

   <step name="pario"> 

      <use>filenames</use>       <use>constants</use> 

      <use>parameters</use>      <use>files</use> 

      <do>mpicc -o ${binary} ${source} -DNUM_ITERATIONS=${iterations} -

DNUM_DATA_BLOCKS=${size} -DITERATION_DELAY=${delay} -DPATH_TO_FILES="\"${path}\""</do> 

      <do>rm -rf ${path} ; mkdir -p ${path}</do> 

      <do>mpiexec -np ${ranks} ./${binary}</do> 

   </step> 

   <patternset name="pattern"> 

      <pattern name="throughput" unit="MB/s" type="float">Average throughput: $jube_pat_fp 

MB/s</pattern> 

   </patternset> 

   <analyser name="analyse"> 

      <use>pattern</use> 

      <analyse step="pario"> 

        <file>stdout</file> 

      </analyse> 

    </analyser> 

    <result> 

      <use>analyse</use> 

      <table name="result" style="pretty" sort="ranks"> 

        <column>ranks</column> 

        <column>size</column> 

        <column format=".2f">throughput</column> 

      </table> 

    </result> 

  </benchmark> 

</jube> 



D5.4  Resiliency performance measurements 

72 

DEEP-ER - 610476  04.05.2017 

B.2 nbody-jube-master.xml 

<?xml version="1.0" encoding="UTF-8"?> 
<jube> 
 
  <include-path><path>/usr/local/jube2/platform/deep</path></include-path> 
 
  <benchmark name="nbody" outpath="benchmarks"> 
 
    <fileset name="nbody_files_compile"> 
      <copy>scr.jube.conf.in</copy>   
      <copy>include</copy> 
      <copy>kernels</copy> 
      <copy>Makefile.in</copy> 
      <copy>main.c</copy> 
      <copy>common.c</copy> 
      <copy>nbody.c</copy> 
      <copy>log</copy>   
    </fileset> 
     
    <fileset name="nbody_files_run"> 
      <copy>scr.jube.conf.in</copy>     
      <copy>env_vars.sh.in</copy> 
    </fileset> 
     
    <parameterset name="nbody_parameter"> 
      <parameter name="default_particles">1048576</parameter> 
      <parameter name="timesteps">10</parameter> 
      <parameter name="iomode">PIO</parameter> 
      <parameter name="flushes">0</parameter> 
      <parameter name="redundancy">PARTNER</parameter> 
      <parameter name="storetype" tag="!beegfs">DEFAULT</parameter> 
      <parameter name="storetype" tag="beegfs">BEEGFS</parameter> 
      <parameter name="username" mode="python">os.environ['USER']</parameter>     
    </parameterset> 
 
    <parameterset init_with="platform.xml" name="systemParameter"> 
      <parameter name="modules">intel parastation</parameter> 
      <parameter name="nodes">2,4,8,16</parameter> 
      <parameter name="taskspernode">8</parameter> 
      <parameter name="iteration">1</parameter> 
      <parameter name="outlogfile">job.log</parameter> 
      <parameter name="errlogfile">job.err</parameter> 
      <parameter name="nodetype" >sdv</parameter> 
    </parameterset> 
     
    <parameterset name="nbody_derived"> 
      <parameter name="particles" mode="python" type="float"> 
        ${default_particles}*${taskspernode}*${nodes} 
      </parameter> 
      <parameter name="prefix">/sdv-work/deep06/checkpoints_jube</parameter> 
      <parameter name="storepath" tag="!beegfs">/nvme//tmp/$username</parameter> 
      <parameter name="storepath" tag="beegfs">/nvme/beeond/$username</parameter> 
    </parameterset> 
 
    <substituteset name="executesub" init_with="platform.xml"> 
      <sub source="#NOTIFY_EMAIL#" dest="a.galonska@fz-juelich.de" /> 
      <sub source="#NOTIFICATION#" dest="e"/> 
      <sub source="#TIME_LIMIT#" dest="00:30:00"/> 
      <sub source="#ENV#" dest="module purge; module load $modules; source env_vars.sh"/> 
      <sub source="#EXECUTABLE#" dest="compile/nbody" /> 
      <sub source="#ARGS_STARTER#" dest="$args_starter -x" /> 
      <sub source="#ARGS_EXECUTABLE#" dest="$particles $timesteps $iomode $prefix"/> 
    </substituteset> 
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<substituteset name="runsub"> 

      <iofile in="scr.jube.conf.in" out="scr.jube.conf" /> 
      <sub source="#IOMODE#" dest="$iomode" /> 
      <sub source="#FLUSHES#" dest="$flushes" /> 
      <sub source="#REDUNDANCY#" dest="$redundancy" /> 
      <sub source="#STORETYPE#" dest="$storetype"/> 
      <sub source="#STOREPATH#" dest="$storepath"/> 
      <iofile in="env_vars.sh.in" out="env_vars.sh" /> 
      <sub source="#SCR_CONF_FILE#" dest="scr.jube.conf"/> 
      <sub source="#SCR_PREFIX#" dest="$prefix"/> 
    </substituteset> 
    
    <step name="compile"> 
      <use from="nbody-specs.xml">compilesub</use>   
      <use>nbody_files_compile</use>  
      <do>(module load $modules; make -f Makefile_JUBE)</do> 
    </step> 
 
    <step depend="compile" name="execution" shared="shared"> 
      <use>nbody_parameter</use> 
      <use>nbody_derived</use> 
      <use>nbody_files_run</use> 
      <use>systemParameter</use> 
      <use>executesub</use> 
      <use>runsub</use> 
      <use from="platform.xml">executeset</use> 
      <use from="platform.xml">jobfiles</use> 
      <use from="platform.xml">chainfiles</use> 
      <do>$chainjob_script $shared_job_info $submit_script</do> 
      <do done_file="$done_file"/> 
    </step> 
 
    <analyzer name="analyze"> 
      <use from="nbody-specs.xml">pattern</use> 
      <analyse step="execution"> 
        <file>job.log</file> 
      </analyse> 
    </analyzer> 
 
    <result> 
      <use>analyze</use> 
      <table name="result" style="pretty"> 
        <column>nodes</column> 
        <column>taskspernode</column> 
        <column>redundancy</column> 
        <column>iomode</column> 
        <column>storetype</column> 
        <column>DataSize</column> 
        <column>scr_create_cp_avg</column>    
        <column>scr_create_cp_std</column>   
  <column>scr_time</column>             
      </table> 
    </result> 
  </benchmark> 
</jube> 
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B.3 wp5cc.xml 

 

<?xml version="1.0" encoding="UTF-8"?> 

<jube> 

  <benchmark name="wp5cc" outpath="bench_run"> 

    <comment>The JUBE file for the WP5CC benchmark</comment> 

    <!-- Configuration --> 

    <parameterset name="param_set"> 

        <!-- Create a parameterspace out of two template parameter --> 

        <parameter name="np" type="int">1,2,4,8,16,32</parameter> 

        <parameter name="mode" type="int">0,1,2,3</parameter> 

    </parameterset> 

    <fileset name="files"> 

        <copy>wp5cc</copy> 

        <copy>barriers.poly</copy> 

    </fileset> 

    <!-- Operation --> 

    <step name="run_wp5cc"> 

        <use>param_set</use> <!-- use existing parameterset --> 

        <use>files</use> <!-- copy the needed files --> 

        <do>WP5_MODE=$mode WP5_LOAD=0 WP5_VERBOSE=0 mpiexec -e WP5_MODE -e WP5_LOAD -e 

WP5_VERBOSE -np $np ./wp5cc barriers.poly</do> <!-- shell command --> 

    </step> 

    <!-- Analyse --> 

    <patternset name="pattern"> 

        <pattern name="number_pat" type="float">Total-Time: $jube_pat_fp</pattern> 

    </patternset>  

    <analyser name="analyse"> 

      <use>pattern</use> <!-- use existing patternset --> 

      <analyse step="run_wp5cc"> 

              <file>stdout</file> <!-- file which should be scanned --> 

      </analyse> 

    </analyser> 

    <!-- Create result table --> 

    <result> 

        <use>analyse</use> <!-- use existing analyser --> 

        <table name="result" style="pretty" sort="number"> 

             <column>mode</column> 

             <column>np</column> 

             <column>number_pat</column> 

        </table> 

    </result> 

  </benchmark> 

</jube>  
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11 Annex C: N-Body code using FTI, SCR and CHK approaches 

Note: Along the annex, code parts implementing checkpointing are highlighted in yellow. 

C.1   N-Body code using FTI for checkpointing and restart (1/2) 

 

 

  

int main (int argc, char** argv) 
{    
    int provided; 
    //MPI_Init( &argc, &argv ); 
    MPI_Init_thread(&argc, &argv, MPI_THREAD_MULTIPLE, &provided); 
    FTI_Init("config.fti", MPI\_COMM\_WORLD); 
    assert(MPI_THREAD_MULTIPLE == provided); 
     
    int rank, rank_size; 
    MPI_Comm_rank(MPI_COMM_WORLD, &rank); 
    //nanos_init_resilience(rank); 
    MPI_Comm_size(MPI_COMM_WORLD, &rank_size); 
     
    int num_particles = (argc <= 1 ? default_num_particles : 
            roundup(atoi(argv[1]), MIN_PARTICLES)) / rank_size; 
    assert(num_particles >= 4096); 
     

const int timesteps = argc <= 2 ? default_timesteps :  
                  atoi(argv[2]); 

    const int fault     = argc <= 3 ? -1 : atoi(argv[3]); 
    assert(timesteps > 0); 
     
    num_particles=num_particles/BLOCK_SIZE; 
     
 nbody_conf_t conf = {default_domain_size_x,  
   default_domain_size_y, default_domain_size_z, 
          default_mass_maximum, default_time_interval,  
   default_seed, default_name, timesteps, num_particles}; 
     
    nbody_t nbody = nbody_setup(&conf); 
     
    const double start = wall_time(); 
    solve_nbody_fault(nbody.local, nbody.remote, nbody.forces,  
         num_particles, timesteps, conf.time_interval, fault); 
    const double end = wall_time (); 
     
    if(rank == 0) { 
        printf("Total execution time: %g s.\n", end - start); 
    } 
     
    nbody_save_particles(&nbody, timesteps); 
     
    nbody_check(&nbody, timesteps); 
     
    nbody_free(&nbody); 
     
    FTI_Finalize(); 
    MPI_Finalize(); 
    return 0; 

} 



D5.4  Resiliency performance measurements 

76 

DEEP-ER - 610476  04.05.2017 

C.2      N-Body code using FTI for checkpointing and restart (2/2) 

 

 

  

void solve_nbody_fault(particles_block_t * __restrict__ local,  
      particles_block_t * __restrict__ tmp, 
                      force_block_t * __restrict__ forces, 
      const int n_blocks, const int timesteps, 
                      const float time_interval, const int fault){     
    int rank, rank_size; 
    MPI_Comm_rank(MPI_COMM_WORLD, &rank); 
    MPI_Comm_size(MPI_COMM_WORLD, &rank_size); 
     
    int t = 0, restarted_t = 0, initial_id = 0; 
    // Create a new FTI data type 
    FTIT_type ckptInfo;  
    // Initialize the new FTI data type 
    FTI_InitType(&ckptInfo, n_blocks*sizeof(particles_block_t)); 
    FTI_Protect(0, &t, sizeof(int), FTI_INTG); 
    FTI_Protect(1, local, 1, ckptInfo); 
     
    if( FTI_Status() ) { 
            FTI_Recover(); 
            if( restarted_t != t ) 
                restarted_t = t; 
    } else restarted_t = -1; 
 
    for (; t < timesteps; t++) { 
        #pragma omp task inout([n_blocks] local) 
        { 
            if(t%30==0 && restarted_t != 0 && t!=restarted_t) { 
                int res = FTI\_Checkpoint( initial\_id++, 4 ); 
                if( res != FTI\_DONE ) { 
                    printf( "FTI internal error." );  
                    MPI\_Abort( MPI\_COMM\_WORLD, -1 ); 
                } 
            } 
            if(t==fault)  
                MPI_Abort( MPI_COMM_WORLD, -1 ); 
        } 
        particles_block_t * remote = local; 
        for(int i=0; i < rank_size; i++){ 
            #pragma omp task in([n_blocks] local,[n_blocks] remote) \  
           inout([n_blocks] forces) 
            calculate_forces(forces, local, remote, n_blocks); 
            #pragma omp task in([n_blocks] remote) out([n_blocks] tmp) 
            exchange_particles(remote, tmp, n_blocks,  
         rank, rank_size, i, t); 
            remote=tmp; 
        } 
        #pragma omp task inout([n_blocks] local) inout([n_blocks] forces) 
        update_particles(n_blocks, local, forces, time_interval); 
        #pragma omp taskwait 
    } 
    #pragma omp taskwait 
} 
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C.3      N-Body code using SCR for checkpointing and restart (1/3) 

 

 

  

int main (int argc, char** argv) 
{    
    int provided; 
    //MPI_Init( &argc, &argv ); 
    MPI_Init_thread(&argc, &argv, MPI_THREAD_MULTIPLE, &provided); 
    SCR_Init(); 
    assert(MPI_THREAD_MULTIPLE == provided); 
     
    int rank, rank_size; 
    MPI_Comm_rank(MPI_COMM_WORLD, &rank); 
    //nanos_init_resilience(rank); 
    MPI_Comm_size(MPI_COMM_WORLD, &rank_size); 
     
    int num_particles = (argc <= 1 ? default_num_particles : 
            roundup(atoi(argv[1]), MIN_PARTICLES)) / rank_size; 
    assert(num_particles >= 4096); 
     

const int timesteps = argc <= 2 ? default_timesteps :  
                  atoi(argv[2]); 

    const int fault     = argc <= 3 ? -1 : atoi(argv[3]); 
    assert(timesteps > 0); 
     
    num_particles=num_particles/BLOCK_SIZE; 
     
 nbody_conf_t conf = {default_domain_size_x,  
   default_domain_size_y, default_domain_size_z, 
          default_mass_maximum, default_time_interval,  
   default_seed, default_name, timesteps, num_particles}; 
     
    nbody_t nbody = nbody_setup(&conf); 
     
    const double start = wall_time(); 
    solve_nbody_fault(nbody.local, nbody.remote, nbody.forces,  
         num_particles, timesteps, conf.time_interval, fault); 
    const double end = wall_time (); 
     
    if(rank == 0) { 
        printf("Total execution time: %g s.\n", end - start); 
    } 
     
    nbody_save_particles(&nbody, timesteps); 
     
    nbody_check(&nbody, timesteps); 
     
    nbody_free(&nbody); 
     
    SCR_Finalize(); 
    MPI_Finalize(); 
    return 0; 

} 
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C.4      N-Body code using SCR for checkpointing and restart (2/3)  

 

 

  

void solve_nbody_fault(particles_block_t * __restrict__ local,  
                       particles_block_t * __restrict__ tmp,  
       force_block_t * __restrict__ forces, 
                 const int n_blocks, const int timesteps, 
       const float time_interval, const int fault) 
{    
 int rank, rank_size; 
    MPI_Comm_rank(MPI_COMM_WORLD, &rank); 
    MPI_Comm_size(MPI_COMM_WORLD, &rank_size); 
     
    int t = 0, restarted_t = 0; 
    solve_nbody_rt(n_blocks, rank, local, &restarted_t); 
    if( restarted_t != t ) 
        t = restarted_t; 
    else restarted_t = -1; 
 
    for (; t < timesteps; t++) { 
        #pragma omp task inout([n_blocks] local) 
        { 
            if(t%30==0 && restarted_t!=0 && t!=restarted_t) { 
                solve_nbody_cp(n_blocks, rank, local, t); 
            } 
            if(t==fault) { 
                printf("CRASHING!\n"); 
                MPI_Abort( MPI_COMM_WORLD, -1 ); 
            } 
        } 
 
        particles_block_t * remote = local; 
        for(int i=0; i < rank_size; i++){ 
            #pragma omp task in([n_blocks] local,[n_blocks] remote)  
          inout([n_blocks] forces) 
            calculate_forces(forces, local, remote, n_blocks); 
 
            #pragma omp task in([n_blocks] remote) out([n_blocks] tmp) 
            exchange_particles(remote, tmp, n_blocks, rank, 
          rank_size, i, t); 
            remote=tmp; 
        } 
 
        #pragma omp task inout([n_blocks] local) inout([n_blocks] forces) 
        update_particles(n_blocks, local, forces, time_interval); 
        #pragma omp taskwait 
    } 
 
    #pragma omp taskwait 
} 
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C.5      N-Body code using SCR for checkpointing and restart (3/3) 
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C.6      N-Body code using CHK for checkpointing and restart (1/2) 

  

int main (int argc, char** argv) 
{    
    int provided; 
    //MPI_Init( &argc, &argv ); 
    MPI_Init_thread(&argc, &argv, MPI_THREAD_MULTIPLE, &provided); 
    assert(MPI_THREAD_MULTIPLE == provided); 
     
    int rank, rank_size; 
    MPI_Comm_rank(MPI_COMM_WORLD, &rank); 
    MPI_Comm_size(MPI_COMM_WORLD, &rank_size); 
     
    int num_particles = (argc <= 1 ? default_num_particles : 
            roundup(atoi(argv[1]), MIN_PARTICLES)) / rank_size; 
    assert(num_particles >= 4096); 
     

const int timesteps = argc <= 2 ? default_timesteps :  
                  atoi(argv[2]); 

    const int fault     = argc <= 3 ? -1 : atoi(argv[3]); 
    assert(timesteps > 0); 
     
    num_particles=num_particles/BLOCK_SIZE; 
     
 nbody_conf_t conf = {default_domain_size_x,  
   default_domain_size_y, default_domain_size_z, 
          default_mass_maximum, default_time_interval,  
   default_seed, default_name, timesteps, num_particles}; 
     
    nbody_t nbody = nbody_setup(&conf); 
     
    const double start = wall_time(); 
    solve_nbody_fault(nbody.local, nbody.remote, nbody.forces,  
         num_particles, timesteps, conf.time_interval, fault); 
    const double end = wall_time (); 
     
    if(rank == 0) { 
        printf("Total execution time: %g s.\n", end - start); 
    } 
     
    nbody_save_particles(&nbody, timesteps); 
     
    nbody_check(&nbody, timesteps); 
     
    nbody_free(&nbody); 
     
    MPI_Finalize(); 
    return 0; 

} 
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C.7      N-Body code using CHK for checkpointing and restart (2/2) 

 

 

 

  

void solve_nbody(particles_block_t * __restrict__ local,  
    particles_block_t * __restrict__ tmp, 
    force_block_t * __restrict__ forces, 
    const int n_blocks, const int timesteps, 
    const float time_interval) 
{ 
   int rank, rank_size; 
   MPI_Comm_rank(MPI_COMM_WORLD, &rank); 
   MPI_Comm_size(MPI_COMM_WORLD, &rank_size); 
    
   int t = 0; 
   #pragma chk load data([n_blocks] local, t) 
   for (t < timesteps; t++) { 
       #pragma omp task inout([n_blocks] local) 
       {    
           particles_block_t * remote = local; 
           for(int i=0; i < rank_size; i++){ 
               #pragma omp task in([n_blocks] local,[n_blocks] remote)  
          inout([n_blocks] forces) 
               calculate_forces(forces, local, remote, n_blocks); 
               #pragma omp task in([n_blocks] remote) out([n_blocks] tmp)  
               exchange_particles(remote, tmp, n_blocks, rank, 
        rank_size, i, t); 
               remote=tmp; 
           } 
           #pragma omp task inout([n_blocks] local) 
       inout([n_blocks] forces) 
           update_particles(n_blocks, local, forces, time_interval); 
           #pragma omp taskwait 
       } 
       if( t%10 == 0) { 
            #pragma omp taskwait 
            #pragma chk store data([n_blocks] local, t) 
       } 
   } 
   #pragma omp taskwait 

} 
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List of Acronyms and Abbreviations 

B 
BeeGFS The Fraunhofer Parallel Cluster Filesystem (previously acronym FhGFS). A 

high-performance parallel filesystem to be adapted to the extended DEEP 

Architecture and optimised for the DEEP-ER Prototype. 

BUDDY SCR redundancy scheme (SCR_COPY_TYPE) that utilizes SIONlib’s buddy 

checkpointing feature 

C 
check_mk Python-based monitoring framework used in DEEP-ER together with JUBE for 

visualizing long-term measurements 

cpex Benchmark tool developed within WP5 for measuring checkpoint exchange 

performance 

D 
DEEP Dynamical Exascale Entry Platform 

DEEP-ER DEEP Extended Reach: this project 

E 
Exascale Computer systems or Applications, which are able to run with a performance 

above 1018 Floating point operations per second 

G 
GFlop/s  Gigaflop, 109 Floating point operations per second 

GPFS General Parallel Filesystem. High-performance clustered filesystem developed 

by IBM. 

H 
HDF Hierarchical Data Format: A set of file formats and libraries designed to store 

and organize large amounts of numerical data 

HPC  High Performance Computing 

 

I 
IMB The Intel MPI Benchmark Suite – a set of MPI-related communication patterns 

used for gauging in particular network and/or MPI performance 

ITWM Institut für Techno- und Wirtschaftsmathematik. An Institute of the Fraunhofer 

Society 

I/O Input/Output. May describe the respective logical function of a computer 

system or a certain physical instantiation 

IOR IOR (Interleaved Or Random) benchmark program 

 

J 
JUBE Jülich Benchmarking Environment 

JUELICH  Forschungszentrum Jülich GmbH, Jülich, Germany 
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K 
KNC  Knights Corner, Code name of a processor based on the MIC architecture. Its 

commercial name is Intel® Xeon PhiTM. 

KNL  Knights Landing, second generation of Intel® Xeon PhiTM 

KULeuven Katholieke Universiteit Leuven, Belgium  

L 
LinkTest Parallel PingPong test between all possible MPI connections of a machine 

LLNL  Lawrence Livermore National Laboratory 

M 
MAUI Job Scheduler used on the DEEP-ER SDV system together with the TORQUE 

resource manager 

MTBF Mean Time Between Failures 

MPI  Message Passing Interface, API specification typically used in parallel 

programs that allows processes to communicate with one another by sending 

and receiving messages 

MPI-IO  MPI Input Output 

 

N 
N-Body A mock-up application code that solves the parallelized N-Body problem 

NAM Network Attached Memory, nodes connected by the DEEP-ER network to the 

DEEP-ER BN and CN providing shared memory buffers/caches, one of the 

extensions to the DEEP Architecture proposed by DEEP-ER 

NVM Non-Volatile Memory. Used to describe a physical technology or the use of 

such technology in a non-block-oriented way in a computer system 

NVMe  An interface standard to attach NVM to a computer system. Based on PCI 
Express it also standardizes high level HW interfaces like queues 

O 
OmpSs  BSC’s Superscalar (Ss) for OpenMP 

OpenMP Open Multi-Processing, Application programming interface that support 

multiplatform shared memory multiprocessing  

OS  Operating System 

P 
pario Benchmark tool developed within WP5 for measuring checkpoint write 

performance 

ParTec  ParTec Cluster Competence Center GmbH, Munich, Germany 

partest I/O benchmark tool that is part of a SIONlib installation 

PARTNER The simple SCR’s built-in redundancy scheme (SCR_COPY_TYPE) 

PCI  Peripheral Component Interconnect, Computer bus for attaching hardware 

devices in a computer 

PCIe  Peripheral Component Interconnect Express started as an option for a 

physical layer of PCI using high-performance serial communication. It is 

today’s standard interface for communication with add-on cards and on-board 
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devices, and makes inroads into coupling of host systems. PCI Express has 

taken over specifications of higher layers from the PCI baseline specification. 

PingPing Variation of the common PingPong pattern, where in incoming message is 

overlapped by an outgoing one, e.g. provided by the IMB benchmark suite 

PingPong Common communication benchmark pattern for measuring latency and 

throughput by the “roundtrip time divided by two” scheme 

POSIX Portable Operating System Interface 

R 
RAID  Redundant Array of Independent Discs 

S 
sario Benchmark tool developed within WP5 and derived from pario for measuring 

checkpoint write performance for SIONlib files 

SCR  Scalable Checkpoint/Restart. A library from LLNR 

scrio Benchmark tool developed within WP5 that adds the usage of the SCR 

features to the pario benchmarking scenario 

SDV The Software Development Vehicle of DEEP-ER – as small cluster located in 

Jülich and used for most of the measurements presented here 

SSD  Solid State Disk 

SIONlib Parallel I/O library developed by Forschungszentrum Jülich 

T 
TORQUE Resource Manager by Adaptive Computing that has also been used on the 

DEEP-ER system together with the MAUI scheduler 

X 
xPic Space weather application by KU Leuven 

 

 


