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THE POWER OF HETEROGENEITY
Prof. Dr. Dr. Thomas Lippert
Head of Jülich Supercomputing
Centre and Scientific Coordinator of
the DEEP-ER Project

Ever since the concept of the Cluster-Booster architecture was
born, we have been sure our ideas will have significant impact in
shaping the next generation of supercomputers and HPC system
and application software. As the results of our projects DEEP and
now DEEP-ER 1 clearly demonstrate, we had every reason to believe
in our concept and in the power of heterogeneity.
This brochure showcases the ambitious work undertaken
by our highly motivated team over the last 3.5 years. The
consortium took the Cluster-Booster 2 concept to the next level,
integrating innovative, exciting technologies into the latest
prototype and providing a framework in which the software and
application developers could progress.
A major innovation of the DEEP-ER prototype is its multi-level
memory system, which takes advantage of cutting-edge nonvolatile storage class memory and provides unrivalled I/O
performance. DEEP-ER embraces heterogeneity by integrating
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Dr. Estela Suarez
Project Manager DEEP-ER

cutting-edge manycore processor and network technology, and by
experimenting with compute near memory.
DEEP-ER’s software stack leverages the system innovations to the
maximum. With the BeeGFS parallel file system, the parallel I/O
library SIONlib and optimizations of collective MPI-IO operations
by the Exascale10 (short E10) initiative combined, DEEP-ER offers
a powerful I/O stack. Extensions of the scalable checkpoint/restart
(SCR) library enable application developers to make the most of the
DEEP-ER memory innovations by guaranteeing that applications can
save their state without sacrificing performance, and are sure to
restart safely after system failures.
Seven scientific European reference applications did shape the
hardware and software architecture of the DEEP-ER prototype in a
close co-design cycle. We have collected important use cases that
show how these real-world HPC applications benefit from the
DEEP-ER innovations.

It cannot be stressed enough that these remarkable results could
not have been achieved without DEEP-ER’s rigorous co-design
approach. Be it developers of hardware, system software or
applications, everyone teamed up to define requirements and
create innovative, highly efficient solutions. An extraordinary spirit
of collaboration ultimately made these interactions so successful.
As the coordinating partner, we would like to thank each and
every colleague involved in DEEP-ER for their excellent work. We
are very much looking forward to continuing the journey which
started with DEEP. During the summer of 2017, we will begin a
follow-up Horizon 2020 project in which the Cluster-Booster idea is
generalised to that of “Modular Supercomputing”.

1

2

 ww.deep-project.eu and www.deep-er.eu, co-funded by the European Commission in the 7th Framework
w
programme under Grant Agreement numbers 287530 and 610476, respectively.
The initial DEEP approach combines a standard HPC Cluster with the Booster – a unique Cluster of highthroughput manycore processors – and maps the different concurrency levels inherent in many application
codes to this heterogeneous architectural system.
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EMERGING TECHNOLOGIES FOR
CUTTING-EDGE SYSTEM DEVELOPMENT

DEEP-ER HARDWARE ARCHITECTURE

The DEEP-ER prototype validates key system innovations and significantly advances the
Cluster-Booster architecture. The system installed consists of 72 nodes with an aggregated
peak performance of approximately 200 TFlop/s. Its integrated high‑performance nonvolatile and network attached memory enables significant performance and software
enhancements for I/O and resiliency.
Booster

The DEEP-ER system advances the Cluster-Booster architecture by introducing
innovative memory solutions and cutting-edge CPU/Fabric technology.
Compared to the DEEP prototype, this new system provides:

Cluster

 a large increase in computation speed per node (3×)
 a significant boost in interconnect performance
 much more memory per node (6×)
 additional on-package memory with high bandwidth (4×)
 leading-edge interconnect performance.

LOW/MEDIUM
SCALABLE CODE

HIGHLY
SCALABLE CODE
DEEP-ER architecture diagramme
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EMERGING TECHNOLOGIES FOR CUTTING-EDGE SYSTEM DEVELOPMENT

Compute power
The DEEP-ER Booster derives its compute power from the 2nd
generation Intel® Xeon Phi™ manycore CPU, which contains 64
cores, handles operations on 512 bit vectors and matches compute
and memory performance by including 16 GByte of fast, on-package
memory in addition to 96 GByte of DDR4 memory per node.
Network performance
Cluster & Booster use the EXTOLL TOURMALET network, which
delivers 100 Gbit/s for each of six links and supports grid and torus
topologies. EXTOLL delivers low-latency messaging and enables
highly efficient RDMA to the network attached memory.
Novel memory technology
Additionally, the DEEP-ER prototype includes fast non-volatile
memory at the compute nodes. These PCI Express attached
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DEEP-ER HARDWARE ARCHITECTURE

Hans-Christian Hoppe
Intel, Director of the ExaCluster Lab at
Research Center Jülich

storage-class memory devices support the NVMe protocol
and deliver superior performance, speeding up parallel I/O
and the creation of application checkpoints. DEEP-ER introduces
the concept of “network attached memory” (NAM) nodes, which
are attached to the fabric and provide shared access to memory
pools for all nodes. The NAMs are able to independently run
complex compute operations, which the DEEP-ER SW stack uses to
accelerate the creation of checkpoints.
System integration
To integrate these innovations, Eurotech applies the special
packaging and direct liquid cooling technology of their Aurora
line. This delivers high system density and energy efficiency, while
providing unmatched flexibility in configuring peripheral devices.



 DEEP-ER combined cutting-edge compute, storage and
networking technology in novel ways to significantly
improve end-to-end performance and efficiency of HPC
systems for real-world applications. Its success is a testimony
to the underlying HW/SW co-design philosophy and to the
spirit of collaboration in the consortium.
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EMERGING TECHNOLOGIES FOR CUTTING-EDGE SYSTEM DEVELOPMENT

On-node non-volatile memory device
Each node in the DEEP-ER prototype includes an Intel® SSD DC
P3700 device of 400 GByte capacity, attached via a PCI Express gen3
×4 link. The device supports the NVMe protocol for leading performance, low latency and quality of service. Sequential read/write
performance reaches 2.8 and 1.9 GByte/s, and random read/write
performance is around 460,000 and 180,000 IOPS.

Network attached memory
Two NAMs are connected to the DEEP-ER prototype, providing
remote read/write access and improved resiliency. Each NAM
enables up to 48 nodes to store checkpoints and restart from them.
As an active device, the NAM will periodically retrieve checkpoint
data and concurrently generate the XOR parity which can be used
to recover from any single node failure.

SSD write endurance for these devices is ten drive writes per day
for five years. The DEEP-ER I/O software uses these devices as local
storage targets as well as for caching data that will be transferred
to the permanent storage servers while the application continues.
Also, checkpoint data is stored on these devices, with redundancy
being achieved by the “buddy” checkpointing scheme.

Access to the NAM is through the libNAM library, which has been
developed entirely within the project. It is based on the existing
EXTOLL RMA software stack. Checkpoint and restart features
are carried out by SIONlib. Each NAM provides two EXTOLL links.
Sequential read/write performance for both links peaks at 11.1
GByte/s and 10.2 GByte/s.
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DEEP-ER HARDWARE ARCHITECTURE

EXTOLL TOURMALET interconnect fabric
The EXTOLL TOURMALET fabric uniformly connects all nodes across
Cluster and Booster. The NIC supports PCIe gen3 x16 on the host
interface. The network interface provides six bi-directional links,
each yielding 100 Gbit/s per direction at an ultra-low MPI end-toend latency of 0.8µs. On top, it offers a hardware message rate of
more than 100 million messages/s, and highly efficient remote
memory access functionality. The network supports point-to-point
as well as multi-cast routing, each of which can be deterministic or
adaptive.
The EXTOLL network is a direct network, i.e. there are no central
switches. The required switch functionality is integrated in the NIC,
resulting in linear scaling of energy and cost. Any network topology
with a radix of 6 or less can be wired – in a co-design exercise with
the applications, DEEP-ER decided to use a 6×3×4 torus with wraparound in the X and Z directions. The Booster is connected to the
Cluster side using nine connections.
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EMERGING TECHNOLOGIES FOR CUTTING-EDGE SYSTEM DEVELOPMENT

DEEP-ER HARDWARE ARCHITECTURE
Technical specification
CLUSTER
16 dual-socket Intel® Xeon® E5-2680v3 nodes
128 GByte DRAM, 400 GByte NVM
BeeGFS Storage server with 57 TByte capacity

BOOSTER
72 Aurora Blade nodes with Intel® Xeon Phi™ 7210 CPU
16 GByte on-package memory, 96 GByte ULP DRAM
Aurora direct liquid cooling for all nodes and peripherals

SYSTEM
EXTOLL fabric using TOURMALET NICs with six links of 100Gbit/s each
Booster configured as 6x3x4 3D Grid

Solder side of the Booster node board, prominently
showing the mounting plate for the KNL CPU.

The innovative coldplate on top of the Booster node board
ensures direct liquid cooling of all board components.

DEEP-ER Aurora Booster
Eurotech combined the key DEEP-ER Booster technologies in a
single innovative architecture, the design of which was guided by
extreme energy efficiency and industry-leading density. Eurotech’s
“total liquid cooled” design ensures that all compute elements and
peripherals are liquid cooled, avoiding the need for any air circulation in the system.

In the DEEP-ER Booster, each node is connected to an Intel® SSD
P3700 storage device and an EXTOLL TOURMALET NIC.
A specially developed chassis controller manages the peripheral
card power state independently of the node CPU, enabling the
EXTOLL NICs to route packets while their nodes are switched off.

The DEEP-ER Booster designed by Eurotech uses their well-known
Aurora architecture, with an 18-node chassis as the main building
block. Each node hosts one Intel® Xeon Phi™ manycore CPU with
96 GByte of DDR4 RAM. From each node, two PCIe links are routed
to the peripheral devices through the chassis backplane.
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The system has been tested with inlet water temperatures up to
50˚ C. This enables highly efficient system operation using hot
water cooling.
Eurotech expects the Aurora DEEP-ER Booster to perform well on a
vast number of applications and intends to productize and market it
in the High Performance Computing segment and in some adjacent
markets, such as Big Data Analytics and AI.

Aggregate performance approx. 200 TFlop/s

Fabio Gallo
Vice President and General Manager HPC
Business Unit, Eurotech

The DEEP-ER project expands and
refines the modular computing
approach pioneered by DEEP and
represents a major step forward in
the development of Exascale-capable architectures in Europe.
The DEEP-ER prototype features high performance self-bootable
manycore CPUs, a high-speed EXTOLL network, NVMe solid
state devices, in a highly dense “hot liquid cooled” packaging of
industry-leading energy efficiency.
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CO-DESIGN: THE BACKBONE
OF DEEP-ER R&D EFFORTS

DEEP-ER CO-DESIGN

Interview with Prof. Dr. Norbert Eicker, Lead Architect of DEEP & DEEP-ER
and Lead of the DEEP-ER Design and Development Group (DDG)
Q: The term co-design is used differently by individual companies,
institutions and researchers in HPC. What does co-design actually
mean in the context of the DEEP and DEEP-ER projects?
Norbert: The way the series of DEEP projects has been laid out
from the beginning is pretty holistic: we are building prototypes
that bring to life a completely new architectural concept, also
integrating innovative hardware technologies; we develop the
full-fledged software stack, as well. The entire research and
development is guided by real-world HPC applications and their
requirements for the future. The resulting prototype is tested
with use cases of the very same applications. Co-design as we
understand it in the DEEP projects is essentially a tool for us to
make sure collaboration works across all these fields and all the
different teams of experts involved.

It also connects the individuals involved. Given how diverse the
groups are, we have to make sure the members talk to each other
and more importantly understand one another. This requires efforts
to forge a common understanding. Even though everyone involved
might be a computer specialist, in fact each group has its own way of
thinking and talking about technical issues.

Q: How does this co-design process you’ve just described work in
DEEP-ER’s day-to-day business?
Norbert: When you have a project the size of DEEP-ER
with way more than 80 people collaborating, it’s useful to have a
forum – a kind of institutionalised setting for collaboration – which
can forge this shared understanding and approach. To this end, we
have come up with the Design and Development Group, or DDG for
short. It works as a horizontal interface that cuts across the classic
Q: What is the key to make it work?
work packages you traditionally find in projects of this nature. We
Norbert: It is important to understand that co-design is an
hold bi-weekly calls in which we bring together key experts from
essential building block at each and every moment over the lifetime each area to focus on certain challenges that cannot be resolved
of a project. Also, it really connects all project disciplines – be it
within a single work package, or where different solutions might
co-design between hardware and software developers, or hardware impact on other work packages.
and application engineers or between the two system-software
teams, and of course also between system-software experts and
application developers.
Index
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CO-DESIGN: THE BACKBONE OF DEEP-ER R&D EFFORTS

It’s also important to bring the experts together for face-to-face
meetings to work on highly specific problems. We therefore
organised workshops and training sessions. These were a vital
forum for people to meet and debate with project colleagues – for
example to bring together application developers, application
support teams and software developers.
Q: Can you give us specific examples of how this translates into
actual development work?
Norbert: At the start of the project the hardware and software
teams came up with a questionnaire for the application developers,
before we began any design work. We asked things such as how
much memory the applications would need – to give a very simple
example of a hardware-related question. Or if there were any
special application behaviours we would need to consider when
designing the I/O and resiliency stack, as we wanted to learn which
strategies were already implemented in the applications. The
answers to these questions enabled us to begin carving out the
details on what the prototype and matching software stack would
need to look like.

Index

Q: You have been part of the DEEP projects since the very
beginning. What role has co-design played in the projects?
Norbert: In my opinion, the value of the co-design process for the
projects can’t be stressed enough. As I mentioned, in projects of
this size it is key to bring together the experts. When you are a
scientist, a researcher, or a member of a technical team, you tend to
focus very much on finding a solution for your own small piece of
the puzzle. But you always have to be able to see the bigger picture
and how your small piece fits into it; or how your design decision
might pose new challenges to other work packages.
Let me give an example: when the project started, network
attached memory was still a very new technology. We wanted to
experiment with it and see what it could potentially offer. Initially,
the priority obviously was to develop a board that we can actually
attach to the prototype system and to explore the technology
in itself. But at some point, you have to step back and see how
such a novel hardware technology might benefit application
developers. Here the co-design process was the perfect tool to find
a meaningful use case and explore how this piece of technology
could be made accessible to application developers. After all,
our goal is to help application developers to make use of new
technologies and techniques, provide them with the most suitable
interfaces and make their applications fit the future.

DEEP-ER CO-DESIGN

Thank you for speaking with us, Norbert!
Norbert Eicker is Professor for Parallel Hardware and Software
Systems at Bergische Universität Wuppertal and head of the Cluster
Computing research group at Jülich Supercomputing Centre.
Before joining JSC in 2004, Norbert was with ParTec from 2001,
working on the Cluster Middleware ParaStation. During his career
he has been involved in several research and development projects
including the ALiCE-cluster in Wuppertal, JULI and JSC’s general
purpose supercomputers JuRoPA and JURECA. Currently he is
the chief architect for the DEEP and DEEP-ER projects. Norbert
holds a PhD in Theoretical Particle Physics from the University of
Wuppertal.

 Examples of our co-design activities
have been collected here:
deep-er.eu/co-design
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HARNESSING THE POWER OF THE DEEP-ER
ARCHITECTURE FOR RESILIENCY

DEEP-ER SOFTWARE STACK

Reliability is a key challenge for Exascale systems that has to be addressed in a holistic and
comprehensive way. To that end, the original DEEP software stack has been enhanced with
resiliency features that make the most of the DEEP-ER hardware architecture.
 Enhanced OmpSs and ParaStation MPI with resiliency features
 Integrated SCR with BeeGFS, SIONlib, NAM, buddy
checkpointing and a failure model
 Developed new interface based on pragmas for
application-based checkpoint/restart

DEEP-ER applications
OmpSs
lightweight
task-based
resiliency

OmpSs resiliency for
offloaded tasks

OmpSs persistent
task-based resiliency

SCR
ParaStation MPI

RAM

Applicationbased scalable
checkpoint/
restart (SCR)

Resiliency abstraction layer

BeeGFS

NAM

NVM

The different fault-tolerance techniques developed in DEEP-ER can be combined to
improve the resiliency and efficiency of a system. They will help current applications
to survive on Exascale systems.
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Insights gained from the DEEP project
Programming for the heterogeneous architecture of DEEP-ER is a challenge for application developers. They need to model their code for
two different types of processors (Xeon and Xeon Phi) interconnected
with an EXTOLL network. In DEEP, we implemented two abstraction
layers to ease the exploitation of such heterogeneous clusters.
First, we extended ParaStation MPI into a Global MPI to allow for
the creation of new MPI processes at application runtime in a
dynamic and heterogeneity-aware manner. This way, MPI applications can easily offload further MPI kernels from Cluster to Booster
nodes and vice versa.
Second, OmpSs – a task-based, data-flow programming model
based on user annotations – was extended with two key features:
the dynamic allocation of nodes and the collective offload of
unmodified MPI kernels. This was necessary because many
HPC applications are developed for homogeneous clusters and
typically use a Single Program Multiple Data (SPMD) execution
model. Hence, per se, they cannot directly make the most of a
heterogeneous system like DEEP or DEEP-ER.

The first feature enables applications to dynamically allocate the
resources they require for each computational phase (e.g. data
pre-processing, main computation and data post-processing). The
second feature allows the offload of arbitrary computations (MPI
kernels) to dynamically allocated resources. The ability to offload
unmodified MPI kernels avoids the need to rewrite applications
from scratch, something that besides being time-consuming and
error-prone is not even feasible for large and complex applications.
With DEEP-ER further towards Exascale
To help to manage Exascale resiliency challenges, the original DEEP
software stack has been enhanced with several capabilities for
fault tolerance. These complement traditional application-based
checkpoint/restart techniques.
OmpSs has been extended with lightweight task-based resiliency
that can handle soft errors —such as sporadic memory errors— by
automatically checkpointing the inputs of each task in-memory.
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HARNESSING THE POWER OF THE DEEP-ER ARCHITECTURE FOR RESILIENCY
If a soft error is detected, the task is automatically rolled back and
re-executed with the stored inputs. The task-based resiliency has
been extended to also support offloaded tasks (MPI kernels). To
that end, ParaStation MPI and OmpSs have been enhanced to cope
with the predicted increase of failure rates and the heterogeneous
nature of the DEEP-ER system. ParaStation Global MPI has been
extended to implement error detection and recovery to provide
an efficient fault-tolerant solution that is compliant with the MPI
3.1 standard. The DEEP offloading model builds on these new
features to provide fault tolerance capabilities for offloaded tasks.
This restricts the failure of a spawned MPI process to only its sibling
MPI processes, avoiding the need for a full rollback and restart of
the whole application. The required extensions within ParaStation
Global MPI for realizing these features were two-fold: the process
manager had to be made aware of the notion of process groups
formed in terms of spawned MPI kernels, and the lower-level
communication layer had to be made capable of detecting and
reporting broken network connections which may indicate dead
peer processes within the offloaded tasks. Both of these extensions
– the process group awareness as well as the connection guard
feature – have finally left the experimental stage and are now part
of the common ParaStation release branch.
Interfacing architecture and applications
Two interfaces for application-based checkpoint/restart are
provided to deal with any other type of fatal error. The first
interface is based on the well-known SCR (scalable checkpoint
restart) library. SCR provides checkpoint/restart functionality to
any (C/Fortran) user code independent of the actual I/O technique
used. Meta-data handling and background file transfers are carried
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out transparently to the user. Only a handful of API calls must be
added to the code at prominent places to gain advantage from it.
SCR has been optimised in the project to make the most of the
advanced I/O software and hardware architecture developed in
DEEP-ER. It supports applications leveraging node-local parallel
I/O for maximum scalability, together with buddy checkpointing
for redundancy. Not only can intrinsic features be used for this
purpose; also, the SIONlib buddy checkpointing mechanism is
handled safely by SCR. Flushes and fetches between local NVM
and background parallel file system storage are carried out using
the asynchronous BeeGFS API.
Moreover, an analytical model has been developed to perform
what-if analysis based on some key application and system
characteristics (failure rate, checkpoint time, checkpoint frequency,
etc.). This analytical model has also been integrated into SCR to
calculate automatically the optimal checkpoint frequency for each
application. We have also investigated the use of network attached
memory (NAM) directly connected to the EXTOLL fabric to improve
the performance and resiliency of the DEEP-ER prototype. The FPGA
device on the NAM is used to calculate checksum data of several
checkpointing images. This is then stored in the NAM memory to
increase the reliability and minimise the bandwidth required to
save checkpoint images to the parallel file system.

DEEP-ER SOFTWARE STACK
leveraging the SCR or FTI libraries to do scalable and efficient I/O. In
this latter approach, the application developer only has to identify
the application state and annotate it with pragmas. The OmpSs
runtime system automatically takes care of the application reexecution and data serialization/deserialization based on the highlevel annotations provided by the user.
Dr. Vicenç Beltran
Senior Researcher,
Barcelona Supercomputing Center



 The development of the DEEP-ER resiliency features is a
prime example of how co-design really made a difference.
We have achieved impressive results that would not have
been possible without intensive collaboration across the
whole project.

The second interface is an extension of OmpSs that provides
support for persistent task-based resiliency. This interface is a
more user-friendly and portable way to provide applicationbased checkpoint/restart capabilities based on pragmas, but still
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ADDRESSING THE BOTTLENECK:
THE DEEP-ER I/O CONCEPT

DEEP-ER SOFTWARE STACK

As improvements of HPC compute speed have outgrown I/O performance, I/O becomes a bottleneck for a growing number of
applications. On the software side, we have addressed this issue in the DEEP-ER project by extending and integrating the BeeGFS parallel
file system as well as the SIONlib I/O library and Exascale10 optimizations of collective MPI-IO operations.
 Enabled asynchronous flushing to global file system
while computation continues
Simplified switching between global file system and local storage
Optimised performance of collective I/O operations

DEEP-ER applications

E-10

SIONlib

BeeGFS +
Extensions
Disks

NVMe

NAM

The DEEP-ER I/O stack covers important application I/O patterns and helps them to
exploit the memory innovations of the DEEP-ER system. It is also tightly connected
to the resiliency concepts of the project.
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The foundation of the I/O software stack is Fraunhofer’s BeeGFS
parallel file system. It offers a fast, reliable interface for applications
and I/O libraries to transfer data from compute nodes to global
storage. While BeeGFS generally offers high performance, in the
DEEP-ER system it has been extended to exploit the availability
of fast local storage: this part of the system allows for ideal
scaling because there is no global knowledge shared between the
local storage of different nodes. Using this DEEP-ER cache layer,
applications can flush data to the global file system asynchronously
while computation continues.

Many applications use collective I/O based on MPI-IO (like parallel
HDF5) to write their data, often to allow convenient access for
visualisation and post-processing. However, the resulting I/O
patterns do not show good scaling behaviour for many use cases.
In the DEEP-ER project this has been addressed by Exascale10
optimizations of collective MPI-IO operations. Furthermore,
collective I/O operations can now use the DEEP-ER fast local
storage as a cache for the global file system. Applications can take
advantage of these improvements without code changes, just by
adjusting the dynamic linking sequence.

To facilitate the integration into applications, developers can use
different interfaces. For task local I/O as common in writing checkpoints, SIONlib is used in the project. Applications can easily switch
between regular I/O with SIONlib to the global file system or the use
of local storage – if the latter is available. SIONlib has been extended
to allow for “buddy” checkpointing, which writes data into the local
storage of a different node to increase redundancy. Additionally, support for network attached memory (NAM) has been integrated into
SIONlib, with the NAM storing redundancy information.
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Dr. Kay Thust
Senior Researcher,
Jülich Supercomputing Centre



 The collaboration between the
members of the project has been
great. The discussions and different
views triggered so many ideas and
helped us to keep the big picture in
mind.

ADDRESSING THE BOTTLENECK: THE DEEP-ER I/O CONCEPT

DEEP-ER SOFTWARE STACK
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BeeGFS is a parallel cluster file system, developed with a strong
focus on performance and designed for easy installation and
management.
In the DEEP-ER project, the nodes of a cluster are divided into
cache domains. The common cluster storage is extended by several
non-coherent cache file systems, one for each domain. Two APIs
have been developed during the project. They allow application
developers to use the features of the new file system architecture
to increase the I/O performance of their own application,
leveraging the fast local storage in the DEEP-ER system as a cache
domain. The developer can, for example, influence stripe settings of
files and thereby adjust them to the I/O pattern of the application.
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SIONlib is a library for highly scalable task local I/O. Its interface
mostly resembles classical POSIX I/O. The library behind the
interface avoids the I/O patterns which limit scalability of standard
POSIX I/O implementations.
In the DEEP-ER project, the existing library has been extended
to support additional resiliency features. While local storage is
generally supported by SIONlib, this support now includes saving a
backup of the local data on another node (buddy checkpointing).
The network attached memory (NAM) can be used in a similar
way for buddy checkpointing, storing redundancy data and hence
allowing for recovery if local storage fails. In addition, the NAM
calculates the parity information required for data recovery.

In DEEP-ER, Exascale10 focused on improving collective MPI-IO
performance at scale. The collective I/O implementation in the
ROMIO middleware has been enhanced to support local NVM
storage devices attached to the compute nodes of the DEEP-ER
prototype. Local storage in this context is used to burst buffer for
writes, which is afterwards synchronised in the background without
any involvement of the application’s main thread.
The new NVM extensions are supported in ROMIO through
two different components (drivers), the Universal File System
driver and a dedicated BeeGFS driver. The former uses a custom
implementation for the caching functionalities while the latter
uses BeeGFS-enabled cache APIs to handle the data migration.
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DEEP-ER USE CASES

Seven European application codes from important scientific and
engineering fields were chosen to drive the DEEP-ER co-design
cycle. Their requirements significantly influenced the development
of the hardware prototype and the matching software stack. The
following seven use cases demonstrate how the applications make
the most of the DEEP-ER innovations.
Anke Kreuzer
Application Support Engineer,
Jülich Supercomputing Centre


 Working with so many excellent and motivated
partners from all over Europe was an outstanding
experience. Our porting and tuning research will
also be of great help for application developers
from outside the project.

 Background information on the seven HPC codes is available here:
deep-er.eu/apps
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Leveraging the unique Cluster-Booster architecture
The heterogeneous DEEP-ER architecture perfectly suits the needs of the xPic application from
KU Leuven. xPic is a particle in cell code for space weather simulations. It consists of a communicationintensive field solver and highly parallel particle solver. The application starts on the Booster Nodes
and offloads the field solver to the Cluster Nodes. Then both solvers run synchronously in parallel.
This division of work allows for a better distribution and efficient use of computational resources.
For each iteration, the particle solver needs the results of the field solver to be able to move the
particles within the fields. Also, the field solver needs the summed particle moments at the end of
each iteration to use them for the field calculation within the next iteration. So, in every iteration the
results of each solver are communicated to the other solver.
With this approach, each solver runs on the best suited hardware part and can gain the optimal
performance.
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Optimising for the 2nd generation Intel® Xeon PhiTM processor
When optimising its code for the Intel Xeon Phi processor, the GERShWIN application from Inria achieved
a promising speedup: in general, codes running on Xeon Phi should be able to use many cores and scale
well when the number of cores is increased. In the case of GERShWIN the multi-threaded version of the
code was taken as a baseline. As codes need to be vectorised to make efficient use of this CPU, the first
step was to rewrite the matrix/vector product operations.
This made it possible to expose to the compiler as many vectorisation opportunities as possible. In
addition, OpenMP SIMD directives were used to enforce vectorisation. These initial modifications already
resulted in a speedup of 1.3. In a second step, bad memory alignments were identified and resolved. After
these changes the speedup factor increased to 2.1.
Finally, the team explored the Xeon Phi option to leverage the on-package high-bandwidth memory
(MCDRAM). For accessing this memory, the numactl command was used to place all application data (for a
use case that requires less than 16 GByte memory) on the MCDRAM. The threaded and vectorised version
of GERShWIN using the MCDRAM yields a speed increase of factor 1.3 to 1.4 compared to using the DDR4
DRAM.
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Benefiting from the OmpSs programming model
The Full Waveform Inversion (FWI) code for enhancing oil exploration by BSC is built around OmpSs.
This makes it a perfect use case for exploiting all the different options this task-based programming
model offers: parallelisation, task management, resiliency and offloading of tasks to additional nodes.
First, with the instruction “#pragma omp task” code parts can be parallelised. Second, by adding the
“onto” clause, OmpSs executes the offload and executes the respective tasks on the specified target,
handling the data transfer and task orchestration transparently. The application FWI uses two nested
OmpSs offloads. After the pre-processing phase, the required Cluster Nodes are allocated and the
computation of a shot is managed in a master-slave fashion on this level. The slaves are created in a
second OmpSs offload to the Booster Nodes. Third, the different tasks within the workflow of the FWI
code are implemented as OmpSs tasks to allow the OmpSs scheduler to manage their execution. The
tasks will start as soon as they have their dependencies satisfied.
Last but not least, FWI makes use of the OmpSs resiliency features in the most straightforward way:
by adding the “recover” clause to the OmpSs tasks, all the required information is stored to be able to
restart this task.

The Power of Heterogeneity | A DEEP-ER Look | A DEEP-ER Impact | A DEEP-ER Connection | DEEP-ER Moments
DEEP-ER Hardware Architecture | DEEP-ER Co-Design | DEEP-ER Software Stack | DEEP-ER Use Cases

APPLICATION USE CASES: EXPLOITING THE FULL POTENTIAL OF DEEP-ER INNOVATIONS

Harnessing novel storage-class memory: NVMe Devices
An important DEEP-ER architecture innovation is the local non-volatile memory (NVMe) available
on each Cluster and Booster node. Based on SSD technology and offering 400 GByte, the NVMes are
directly connected with PCIe. This allows a higher bandwidth and makes the reading and writing time
much faster than with a normal HDD.
The beauty of this technology: only the paths to input and output files have to be changed to where
the NVMes are mounted.
The I/O within the data processing pipeline from ASTRON is local, and hence benefits greatly from the
use of the NVMes. Exploiting the NVMes, the achieved bandwidth for writing the correlator output to
disk is increased from 490 GByte/s (global BeeGFS) to 658 GByte/s (local NVMe).
Performance improvements like this will greatly optimise the overall performance of the data
processing pipeline.
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Tackling the bottleneck I/O with SIONlib
The TurboRVB application for high temperature superconductivity from CINECA is a perfect testbed for
the SIONlib library.
The library reduces the I/O time of an application in different ways. First, it potentially lowers the
data writing time for task local I/O and by reducing the number of files actually created and written.
Second, it can reduce the reading time.
These features make SIONlib perfect for all applications with task local I/O like TurboRVB, where each
process writes its own checkpoints. Each checkpoint consists of two files. At high parallelisation levels,
as can be expected in an Exascale environment, users might have to manage many thousands of
restart files.
SIONlib has been chosen to address this issue partly because it is known to be an efficient method
of implementing task-local I/O but also because it is relatively straightforward to apply the library
to existing C and FORTRAN programs by replacing the POSIX I/O operations with their SIONlib
equivalents. In TurboRVB SIONlib reduced the reading time of the restart files from 513 to 0.4 seconds,
which is a speedup factor of 1300.
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Increasing I/O performance with Exascale10
Exploiting Exascale10 (E10) offers two benefits to application developers: first, they can optimise their
use of collective MPI-IO operations. Second, E10 allows them to leverage the local fast storage provided
by NVMe devices. With respect to the first, Exascale10 is a parallel I/O mechanism that overcomes
current limitations of collective MPI-IO operations.

Making applications fault-tolerant: use of SCR
Scalable checkpoint restart (SCR) is a library for application checkpointing. The library supports multilevel checkpointing and redundancy (buddy checkpointing). The application developer lets SCR decide
whether a checkpoint is necessary or not. SCR caches the data for the checkpoints in the fast local
storage on the compute nodes. This ensures an ultra-fast way of scalable checkpoint/restart.

The MPIWRAP library provides wrappers for MPI_Init, MPI_Finalize, MPI_File_open and MPI_File_
close. The wrapper functions use a configuration file containing hints for the MPI-IO configuration.
Considering the second functionality, the library offers features to exploit the SSD cache, consequently
taking advantage of the NVMe devices, as for instance used by the QCD code Chroma from University
of Regensburg.

The SeisSol application from LRZ uses SCR to increase the code’s resiliency. Only a few SCR calls have to
be added – e.g.SCR_Initialize(…), SCR_Need_Checkpoint(…) or SCR_Need_Checkpoint(int *flag).

A highlight for all application developers: absolutely no code changes are needed to make use of
E10. With MPIWRAP, the user can dynamically change the information passed to the MPI-IO system
without having to modify the application. All the required information is collected in the configuration
file. Users just need to link the MPIWRAP library to the application. With this approach, the writing
time within Chroma could be reduced by up to 57%.
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The integration of SCR improved the checkpointing strategy and made the application robust against
hardware failures. Measurements show that the overhead produced by SCR is low. The restart
opportunity saves a considerable amount of time: making use of this resiliency technique, the
application can start from the last checkpoint. Without it, the run would have to start all over again.

The Power of Heterogeneity | A DEEP-ER Look | A DEEP-ER Impact | A DEEP-ER Connection | DEEP-ER Moments
DEEP-ER Hardware Architecture | DEEP-ER Co-Design | DEEP-ER Software Stack | DEEP-ER Use Cases

A
DEEP-ER
IMPACT

Index

The Power of Heterogeneity | A DEEP-ER Look | A DEEP-ER Impact | A DEEP-ER Connection | DEEP-ER Moments
DEEP-ER Waves | DEEP-ER Impact in Europe

DEEP-ER WAVES

DEEP-ER IMPACT

DEEP-ER has created far-reaching impact beyond its focus areas of high-performance I/O and system resiliency. Its prototype solutions
address a wide range of HPC topics such as scalability and end-to-end performance, energy efficiency and ease of programming. The
results cut across the complete HPC stack and amount to a fully integrated system prototype combining hardware with system software,
programming environments and highly tuned applications. Fully embracing the co-design approach has made this possible. It has led to
widespread innovation and substantially reinforced the position of European industry and academia in HPC.

The integration of non-volatile, fast local storage at the compute
nodes has resulted in substantial increases in application
performance and system throughput. Key elements here were
BeeGFS as the transparent file-system interface used by SIONlib and
Exascale10 to provide truly scalable I/O performance.
This success will accelerate the take-up of local storage in HPC and
Big Data systems. In combination with advances in storage class and
non-volatile memory as announced in the meantime by vendors,
this has the potential to create a breakthrough in supporting dataintensive science and engineering.
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DEEP-ER also realized a first proof of concept for the innovative
network attached memory (NAM) idea. While this prototype was
necessarily limited in scale, it will lead to successive implementations
(judging by interest of many of today’s leading memory players)
and has the potential to lead to a rethinking of memory and storage
architectures in HPC and data analytics.
Leading-edge European system development
The DEEP-ER prototype was designed and engineered to maximise
system density and energy efficiency, provide highly efficient
direct liquid cooling and high system reliability. The result is a new
generation in Eurotech’s line of Aurora systems, integrating the latest
generation of server (Intel® Xeon®) and manycore processors

(Intel® Xeon Phi™) into a blade-based system with a backplane
that supports up to two PCI Express extension cards per blade. All
components, including the EXTOLL TOURMALET network cards and
the NVM storage cards, are either directly liquid cooled by cold plates
or attached to the liquid cooling circuit.
The DEEP-ER prototype system achieves its density by an innovative,
space-efficient cold plate design and by integrating ultra-low profile
DIMMs with direct liquid cooling. These unique innovations will
create a sizeable competitive advantage for Eurotech, one of the
world-wide pioneers of direct liquid cooling for HPC.
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Hirokazu Kobyashi from Eurotech inspecting the chassis & peripheral cards controller
before power-up.

DEEP-ER for the first time uses the new, ASIC based network
controller designed and produced by EXTOLL in Europe. It has already
shown best-in-class messaging and remote access functionality
in DEEP, and TOURMALET delivers 100 Gbit/s bandwidth for each
of its six links. In effect, TOURMALET is the leading European
interconnect technology, and DEEP-ER constitutes a key proof point
for TOURMALET to greatly improve its market position.

Exascale10 by Seagate, SIONlib by Jülich and Jülich’s extensions
to LLNL’s SCR (all available as Open Source) have gained valuable
functionality and have been optimised for the I/O patterns
exhibited by the co-design applications. The integration with
BeeGFS into a coherent I/O and resiliency system SW stack provides
significant value above and beyond the sum of its parts to future
HPC and data analytics systems and end users.

Key elements of the DEEP-ER software stack adapted and extended
from DEEP are the ParaStation MPI library and the OmpSs taskbased programming model. The former now supports a clean and
automatic restart of applications in case of HW failures. The latter
can now restart failed tasks.

Proof of concept: DEEP-ER applications
Seven relevant, real-world European applications in important
scientific and engineering fields were the drivers of co-design in
DEEP-ER. Their unique requirements were thoroughly analysed,
the pre-existing code was modernised to significantly improve
performance and scalability, and adapted for efficient use of the
DEEP-ER I/O and resiliency interfaces as well as for the ClusterBooster partitioning.

Software innovation for scalable I/O and resiliency
The BeeGFS file system is at the core of DEEP-ER’s I/O software
stack. It provides a POSIX-compliant interface and has been
extended in DEEP-ER to make best use of the node-local fast
memory to minimise global storage accesses and further increase
I/O scalability. BeeGFS is distributed as Open Source by the
Fraunhofer Institute and commercially supported by its spin-off
company ThinkParQ. The results of DEEP-ER will enable BeeGFS to
quickly take advantage of future node-local memory technologies,
as well as strengthen its global market position.

The resulting applications will now enable faster and more energyand cost-effective scientific discovery and better engineering
solutions, benefiting European research and industry alike.
Even more importantly, the expertise generated in DEEP-ER
was distilled into a “best known methods” playbook for
modernising a wide range of applications, ultimately leading to a
profound beneficial effect on the entire HPC application ecosystem.

A coldplate custom-engineered by Eurotech attaches to the NVM memory devices.
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European HPC technology ecosystem
The three leading European HPC technology enterprises Eurotech,
EXTOLL and ParTec together with Intel were responsible for
designing, manufacturing and installing the integrated DEEP-ER
HW/SW prototype. The success of DEEP-ER is testimony to the
expertise of these companies in creating highly innovative HPC
solutions. DEEP-ER’s success will boost the market position of the
three companies and open up new opportunities.
The contributions from academic partners in managing the
complex DEEP-ER project and its co-design cycle, and in bringing in
cutting-edge hardware and software innovations were absolutely
critical for the ultimate success. The excellence shown here sets
these institutions (JSC, BSC) up as prime partners for the next
round of HPC research and demonstration projects in Europe.

The next step: DEEP-EST
The DEEP-EST project already stands on the shoulders of DEEP-ER
and generalises the Cluster-Booster approach to create a truly
Modular Supercomputing system. It combines three compute
modules with distinct architectures adapted to highly scalable and
general-purpose HPC codes, as well as data analytics and dataintensive applications.
This will make the Modular Supercomputing architecture able to
best support workloads that emerge from the confluence of HPC
and Big Data, bringing tangible benefits in system throughput and
energy efficiency to large computer centres.
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Logical view of the Modular Supercomputer architecture
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Since 2011, the family of DEEP projects – which started with DEEP, carried on with DEEP-ER and will soon be continued
with DEEP-EST – has secured a key position in the European HPC and Exascale community. We asked key players in the
field for their opinion on European Exascale efforts and the contribution of the DEEP projects.

Luis Carlos Busquets Pérez
DEEP-ER Project Officer,
European Commission



In the digital age High Performance Computing (HPC) is at the
core of major societal advances, bringing innovation, economic
growth and jobs. The European Commission recognises the need
for an EU-level policy in this field and has clearly demonstrated
it through major investments in HPC-research. With the DEEP
projects series, the consortium has vividly demonstrated how
successful innovation is created and world-class technologies are
developed when European research institutions and companies
fruitfully collaborate. We look forward to see the new ideas that
the team intends to develop when extending the Cluster-Booster
concept towards the Modular Supercomputing architecture.
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Jean Gonnord
Vice-chair for Research, ETP4HPC

  In order to establish an HPC industry in Europe that is globally
competitive, it is crucial to tightly align our efforts. Hence, in
ETP4HPC it is our main objective to define research priorities and
action plans for HPC technology provision on a European level.
Via their project partners, DEEP and DEEP-ER have been actively
contributing to the work of our organisation. The Strategic
Research Agenda, which we at ETP4HPC propose for promoting
next-generation supercomputing in Europe, in turn has influenced greatly the research and development undertaken by the
DEEP projects family. We are looking forward to a continued
fruitful collaboration.

Stéphane Requena
Board of Directors,
PRACE

  Within PRACE our mission is to provide a competitive research
infrastructure in the field of HPC to world-class scientists
in Europe. In a context of major stakes expected by the
Exascale era in energy efficiency, complexity of architectures
and programmability, it is essential for us to keep an eye on
future developments regarding platforms, technologies and
applications. Innovative European platforms like the DEEP-ER
prototype look very promising and we are delighted to establish
a partnership between PRACE-4IP and DEEP-ER – the first of this
kind. This partnership not only allows us to evaluate in detail
the potential of the project’s innovations in HPC. We could also
provide our users access to brand-new technologies and help
them prepare for the future of supercomputing.
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Represented by the Jülich Supercomputing Centre
(JSC); project coordinator and responsible for I/O
software, installation and application optimisation

Spanish national supercomputing centre, leading OmpSsrelated tasks with a focus on resiliency techniques as
well as optimising an oil exploration code

Designs, manufactures and sells integrated digital
technology platforms worldwide; leads the system
prototyping effort

German SME further developing its ParaStation Cluster
Suite and extending its resiliency features. ParaStation
forms the basis of the DEEP-ER software environment

Industry partner, involved in hardware development and responsible for the integration of the
prototype

Fraunhofer Institute for Industrial Mathematics contributes
and further develops the parallel file system BeeGFS which
forms the basis of the DEEP-ER I/O stack

Represented by the Computer Architecture Group,
responsible for the integration of the EXTOLL interconnect and the development of the network attached
memory

Seagate is the world’s leading provider of data storage
devices. In DEEP-ER, Seagate focuses on parallel I/O
enhancements (with Exascale10) to improve application
performance
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German national supercomputing centre, adapting
an earthquake source dynamics code to the DEEP-ER
platform and responsible for dissemination

Represented by the Centre for mathematical Plasma
Astrophysics (CmPA) and involved as an application
partner with a space weather forecast code

Represented by the Department of Physics, which
optimised a Lattice QCD code for the DEEP-ER
architecture

National supercomputing centre in Italy, involved
as an application partner with a high temperature
superconductivity code

French national research institution, involved with
their centre in Sophia Antipolis and working on an
application that researches human exposure to
electromagnetic fields

ASTRON (Netherlands Institute for Radio
Astronomy) develops and optimises an
application code that creates sky images from
radio telescope data

 For more information on our project partners view:
deep-er.eu/partners
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Team spirit. This is what ultimately delivers success. Scientific excellence and world-class engineering are vital
to a project as ambitious as DEEP-ER. But when a project brings together more than 70 people from 14 different
partners from all over the globe, the drive for collaboration and the exceptional dedication of the entire team are
vital to making the project thrive.
In this section, we hand the floor to the team and capture some of that spirit.

Dr. Estela Suarez
Jülich Supercomputing Centre


 It has been amazing to see how the HPC
experts involved in DEEP-ER became first
colleagues and later friends, supporting
each other and working together to achieve
the project goals. This team spirit cuts
across institutional or national frontiers,
and is a perfect example of what Europe
can achieve through true collaboration.

Dr. Jorge Amaya
KU Leuven
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 In space plasma physics our goal is to model simultaneously multiple physical
scales, from the movement of small atomic particles to the dynamics of the
plasma environment around planets, stars or galaxies. DEEP-ER provides the
tools to harness the power of Exascale computing, which will lead us to new and
exciting discoveries in space science.
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Cristina Manzano
Jülich Supercomputing Centre


 The I/O challenges of this project would have been
impossible to resolve without the amazing work of
our awesome international team. I believe not just
the DEEP-ER project benefited from the exchange of
ideas: we all learnt a great deal, and are now better
prepared to face future challenges.

Juri Schmidt
Heidelberg University
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 Bringing computation closer to data: our proposed network attached
memory (NAM) significantly reduces network-wide data movement,
improving performance and power characteristics. Within the DEEP‑ER
project we are proud to provide a research vehicle for application
developers to explore the capabilities of the NAM.
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Ina Schmitz
ParTec


 Working behind the scenes of a project in which so many
experts from all over Europe come together was an
invaluable experience. I am honoured to have been a part
of this journey.

Frank Kautz
Fraunhofer ITWM
Dr. Raphaël Léger
Inria



  Working in DEEP-ER surrounded by such committed
and skilful colleagues has been an exciting
and inspiring experience. This has been a more
than valuable opportunity to keep learning
and collaborate intensively with hardware and
software experts about cutting-edge HPC tools and
technologies.
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 In the DEEP-ER project we introduced cache domains
to extend the common I/O architecture and reduce
the I/O workload on the global BeeGFS storage. We
especially valued the co-design with the application and
middleware developers. This really helped us to create a
powerful API to use the cache domains efficiently. Now
everyone can benefit from a faster I/O layer.
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