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1 Introduction
The main objective of WP5 was the definition and implementation of the system software stack
required to operate a Modular Supercomputer by adding new features to those software stacks used
on today’s monolithic supercomputers. Deliverable D5.1 [6] presented a detailed analysis of the
corresponding requirements to set the stage for all further work in WP5. The rough design sketch
of the software stack was extended with more details in Deliverable D5.2 [7], reflecting the design
of the hardware modules. An update to D5.2 took the new GPGPU-centric programming model
for the ESB into account. While Deliverable D5.3 [8] described prototype implementations of all
software components, Deliverable D5.4 [9] presented the complete software implementation ready
for deployment on the DEEP-EST system.
This document now puts a focus on the latest developments within the WP5 software stack for the
full range of functionality required regarding interconnect management, network bridging, resource
management, job scheduling, and system monitoring. These developments matured the software
stack further while deploying it on the DEEP-EST hardware.
To mitigate delays in the deployment of the NAM hardware, a software emulation was created (cf.
Chapter 5). This enabled the deployment and testing of dependent software components from WP5
and WP6. As part of WP5, the Fabri³-Manager was extended to handle hardware-based as well
as software-based NAMs, and the integration with Slurm and the Resource Management was put
into operation. In WP6, the above-mentioned software emulation enabled the further development
and testing of the NAM extensions within ParaStation MPI. Additional work in WP5 dealt with the
implementation of a software workaround for a PCIe layer issue enabling full functionality of the Fabri³.
The issue is described in detail in Deliverable D4.5 [13].
In Chapter 3 we describe how a fine-tuning within the low-level pscom library could further enhance
the achievable throughput performance of the inter-module network bridging via MPI. To optimise
applications’ communication characteristics, developers are now offered a tool to collect statistical
information based on the connection type (e.g., gateway vs. intra-module connections).
Concerning the resource management (Chapter 4), the user interfaces for resource allocation (especially of bridge nodes and GPUs), optional user-defined routing, and per-job energy monitoring have
been polished, documented, and deployed. The scheduler support for coupled workflows (Chapter 1)
in the MSA context was extended by a run-time interface, allowing applications to signal to the scheduler the readiness of prior (data-producing) workflow parts to hand over to later (data-consuming)
parts. This way an efficient usage of the heterogeneous resources becomes possible. Similarly, the
job submission policy for alternative modules allows the scheduler to flexibly allocate resources for
jobs, based on users’ specifications and supported by an internal conversion model, thereby also
increasing efficiency. The NAM Slurm plugin outlined in D5.4, which allows users to manage both
transient and persistent NAM regions, has now been fully implemented and deployed.
Last but not least, the Data Center Data Base (DCDB) framework, a scalable and modular monitoring
solution for sensor data, has been in operation on the DEEP-EST prototype for several months.
In Chapter 6, its deployment status and integration with various data sources is reported in detail.
With a proactive cooling control loop for the secondary water inlet temperature of the DEEP-EST
system, implemented using the data analytics component Wintermute, a true Operational Data
Analytics (ODA) use case is demonstrated.
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2 Interconnect Management
The interconnect management software suite for Fabri³ has been extended to match the deployed
hardware. In D5.1, D5.2 and D5.3 the requirements, specification and architecture of the software
suite were reported. First implementation details were reported in D5.4. All major features and
components are implemented and are put to work. The management suite has been extended to
allow configuration of the NAMs that were added to Fabri³. Details of this component are described in
section Section 2.1. As the deployment of the final NAM hardware is delayed, a software emulation
of the NAM was implementation and deployed. Details of this component are described in section
Section 2.2.1. While deploying and testing Fabri³ in the ESB, a until now never seen incompatibility
was discovered. This is discussed in Section 2.3.

2.1 Fabri³-Manager
The main architecture and functionality of the Fabri³-Manager was described in Deliverable 5.4,
Section 2.1 [9]. The Fabri³’s main components are the Fabri³ Controller, the Fabri³ boards and the
NAM/GCE boards. An overview of the relevant components and their connections is given in Fig. 1.
USB

FTDI

PIC

Fabri3
Controller

FTDI

Fabri3
Board

NAM

EXTOLL
Fabric

PIC

Powerboard

Fabri3
Board

FTDI

PIC

Fabri3
Board

NAM

PIC

Fabri3
Board

Figure 1: Logical view of Fabri³, its components and the connections which are important for Fabri³Manager.
The Fabri³ Controller is a Mini ITX board, running CentOS 8, which is connected via USB to the other
boards in Fabri³. The controller is where all software configuring and managing the Fabri³ runs. Each
Fabri³ board, on the other hand, houses four EXTOLL Tourmalet NICs and a PIC micro controller
which connects the internal I²C buses on the board to the Fabri³ controller via USB.
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Endpoint

HTTP Method

Function

/powercontrol/off
/nams/<serialnumber>/rf/<addr>

PUT

Turn power off

GET

Read from NAM (identified by its serial number) registerfile at address

/nams/<serialnumber>/rf/<addr>

PUT

Write to NAM (identified by its serial
number) registerfile at address

Table 1: Additional Fabri³-Manager RestAPI Endpoints
As the installed Fabri³ hardware grew, the Manager gained additional functionality. The first Fabri³
prototypes managed by Fabri³-Manager were powered by standard ATX power supply units. For
deployment in Jülich, the Fabri³ uses other power supply units: Compuware CPR-1621-6M1. To
control those units, a PCB was added to Fabri³ tasked with connecting to the Fabri³ Controller board
via USB. The Fabri³ Controller is powered independently of the Fabri³ boards. When starting up, the
Fabri³-Manager switches on the power supply units first—to turn on the power supply unit, the power
supply’s pin PWR_ON has to be pulled to ground. The power board, as presented in Deliverable 4.5 [13],
contains a FTDI 4222 USB to I²C converter. Connected via I²C is a port expander that triggers the
PWR_ON Pins of all power supplies. After power is on and stabilised, the Fabri³-Manager initialises the
other components of Fabri³. To control the power state of the Fabri³, the Manager also gained new a
REST API endpoint.
The other addition to Fabri³’s hardware is the NAM/GCE board. This board has two main connections
to the Fabri³: EXTOLL links for the NAM/GCE to the EXTOLL network and a USB connection via an
FTDI 4222 USB to I²C converter to the Fabri³ Controller for configuration. On start up, the Fabri³Manager checks if one or more NAM/GCE boards are present: if so, the Fabri³-Manager starts and
initialises the NAM/GCE boards. Initialising the NAM/GCE boards means writing the configuration to
the clock generator of those boards and de-asserting the reset. To access the NAM/GCE for further
configuration at run time, the Fabri³-Manager exposes the internal register file of the NAM/GCE via
the REST API, just like the register file of the TOURMALET ASICs of Fabri³.
All access to the Fabri³-Manager is done via its REST API. For deployment and debugging it is
extremely useful to have direct access to this REST API on the shell, as it allows to fine control
Fabri³’s internal state. A command-line tool for accessing the of the REST API for Fabri³-Manager
has been deployed to the Fabri³ Controller. This tool exposes all REST API endpoints described in
Deliverable 5.4, Section 2.1, and the new endpoints from above (all new endpoints are listed in Table 1)
to shell users in an expressive and coherent way. With fabri3-ctrl, simple shell scripts can utilise
all functionality that is exposed by Fabri³-Manager. It allows for easy reconfiguration of a deployed
Fabri³: this includes reading TOURMALET’s register files, enabling/disabling links, reprogramming
PCIe retimers and general low-level access to the components in Fabri³. All functionality described
above and in Section 2.1 of Deliverable 5.4 is currently deployed on the DEEP-EST prototype.
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2.2 NAM and GCE Management
Access to the NAM is organised in allocations, i.e., compact chunks of memory in the NAM identified
by a 64 bit integer, the Allocation ID. An allocation should only be accessible if a process has attached
itself to the allocation. Two libraries have been created to encapsulate access to the NAM: libNAM
and libNAM_management.

libNAM is used by processes to attach to and detach from allocations, as well as for data transfers.
Data transfer is done via the EXTOLL network and therefore libNAM has a dependency on the
EXTOLL software stack.

libNAM_management is used for management of allocations, including create, free and query operations. Design target was to avoid any dependency on the EXTOLL software stack, since it is used
where EXTOLL is not available, e.g., in Slurm.
The relevant partition of the NAM hardware to configure allocations is the Allocation Access Table (AAT), which is exposed via I²C to the Fabri³-Controller, and is accessible via the REST API of
the Fabri³-Manager. This table maps EXTOLL NodeIDs and VPIDs to memory regions which can be
accessed by the process which uses the corresponding NodeID and VPID.
To translate from the concept of allocations and attachments to AAT entries a new software was
introduced: the NAM-Manager. The NAM-Manager lives on the Fabri³-Controller, as does the Fabri³Manager. It enumerates the NAMs, allows for creation of allocations on a NAM and manages the
attachment of processes to an allocation. All functionality of the NAM-Manager is exposed via a
REST API: libNAM and libNAM_management utilise this API for all management-related tasks. The
REST API has endpoints to query NAMs connected to the Manager, query their capacity and free
space, create/free allocations, query allocations, as well as attach and detach processes to and from
allocations.
For easier development, a command-line tool called nam-ctrl was developed which allows access to
these endpoints from within a shell. The interaction of the REST APIs mentioned above is summarised
in Fig. 2. The NAM-Manager itself accesses the AAT on the connected NAMs via the REST API
endpoints of Fabri³-Manager, as described above.
Fabri3Manager

RESTAPI

NAM
Manager

fabri3-ctrl

RESTAPI

nam-ctrl

libnammangement

EMP
Suite

Figure 2: Overview of the Fabri³ and NAM REST APIs and their clients.
The GCE management will be done accordingly. A GCE-Manager will take care of processes
registering to the GCE and configure the GCE. Its deployment, however, is delayed due to the higher
priority of the NAM and the ESB.
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2.2.1 NAM Software Emulation
To speed up software development and be independent from progress in hardware deployment, a
software implementation of the NAM was developed and deployed. The SWNAM is a small daemon
running on a node with EXTOLL, which exposes a small REST API that simulates the AAT of a real
NAM.
This daemon exposes a HTTP interface which allows register access like the hardware NAM. The
interface allows to create an entry in the AAT, query the AAT and delete an entry in the AAT. For the
SWNAM, an allocation is identified by its start address and its length. An AAT entry contains the start
address, the size and the EXTOLL VPID and NodeID of the process attached to an allocation. When
an AAT entry is created first the SWNAM checks if there is already another entry that references
the same allocation. If not, new memory is allocated and registered with EXTOLL. As soon as the
memory is registered with EXTOLL, the process that attached itself to the allocation can write to and
read from the memory via EXTOLL. If the allocation already exists, it is reused.
The SWNAMs AAT entries are only written by the NAM-Manager. The SWNAM mimics the functionality of the hardware NAM, so that the NAM-Manager needs minimal modification to support
the hardware NAM. For the processes, attaching to an allocation on a NAM via NAM-Manager and
reading/writing to the allocation via EXTOLL, it is transparent if SWNAM is used. Of course the
SWNAM is not as energy and rack space efficient as the dedicated NAM. The data stored in the
SWNAM is not persistent. Furthermore, performance characteristics are different.
Thanks to SWNAM, the whole software stack of libNAM, libNAM_management and NAM-Manager
was tested without availability of the hardware NAM. Also, all software on top of libNAM and
libNAM_management can be developed and tested—this includes, for example, Slurm and MPI.

2.3 ESB PCIe Transaction Layer Problem: Software Workaround
While testing Fabri³ on the ESB a peculiar problem manifested: some low-level EXTOLL RMA
benchmarks did suddenly stop functioning after a message size of 48 bytes, with the node running
the test sometimes crashing. This behaviour could not be reproduced on the DAM, but on an ESB-like
node in Mannheim using a Tourmalet PCIe card. Further testing showed that there are two ways
of triggering the problem: with VELO, a message larger than 32 bytes is enough. With RMA, the
Tourmalet needs to read from main memory with at least one of two properties for the problem to
appear: either the total size does not have quad word granularity (a quad word is 8 bytes), or the start
address is not quad word-aligned. RMA messages only trigger the problem if they are bigger than
48 bytes. A more detailed description of the error can be found in [13].
When verifying the data actually written by RMA to main memory after a problematic message, it
seems that there is data corruption. The data corruption has been shown in tests which set the source
and target memory areas to unique and known values. Sending enough compromised messages
crashes the node.
The main difference between ESB and DAM nodes is that the former contain an Intel mainboard
(SW2600BPB), while the latter utilise a Supermicro board (X11DPU). As the main CPU PCIe root
complex is the same, as is the Tourmalet, the main suspect is the mainboard which is different
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between the two machines. The mainboard might influence the PCIe root complex configuration
via the BIOS. One ESB node (located in Mannheim for testing purposes) was updated to the most
current BIOS version, which did not change the observed symptoms. Unfortunately, no root cause
could be found until now.
This behaviour has not been encountered yet in other contexts. EXTOLL’s Tourmalet NIC is successfully deployed on many Intel CPU/board combinations, none of them showing the described
symptoms. In fact, the observed error did occur for the first time in the ESB. The observed error is
independent of whether a Fabri³ or a Tourmalet NIC is used.
As the triggering circumstances of the error are well known, a software workaround in libRMA could
be developed and deployed with a patch to ParaStation MPI. The main idea is to avoid messages
which trigger the problem, resulting in the following behavior:
VELO: only send messages smaller than 32 bytes;
RMA: modify unaligned messages to be aligned.
The VELO workaround can only be deployed with help of the calling layer: it has to only use messages
smaller than 32 bytes. The RMA workaround, on the other hand, can be hidden in libRMA: when
libRMA sees a problem-causing message, it has to modify it in order to start at a quad word boundary
and to be of quad word granularity. This means that up to 14 additional bytes have to be transferred.
Also, this implies that the modified transfer has to be done to a local buffer first, and must then be
copied to the correct location. The local copy operation has to copy only the original size, not the
additional bytes that have been added to avoid the error.
The layer calling libRMA expects EXTOLL notifications to see if a RMA transaction is finished. With
the workaround described above, a message that would trigger the problem will generate notifications
with the wrong local address and the wrong size. To not break assumptions by calling layers, libRMA
modifies the notification to contain the expected local address and size.
To generate diagnostic data about the workaround, libRMA keeps track on how many times RMA transactions have been called with critical parameters. libRMA also prints these records when a process
using libRMA exits if the corresponding environment variable (EXTOLL_RMA2_PCI_FIX_STATISTICS)
is set.
For testing the workaround, ParaStation MPI has been modified to use VELO messages of at most
32 bytes and libRMA with the workaround is used. Testing was done with the OSU benchmarks.
The OSU benchmarks have been modified to force unaligned memory regions only, which trigger
the workaround. Unmodified OSU benchmarks use aligned memory only, which trigger neither the
workaround nor the error. This makes the performance impact of the workaround visible. Fig. 3 plots
the resulting bandwidth with and without workaround. When using only the workaround, bandwidth
nearly halves. Fig. 4 shows the latency when using the workaround vs. not using the workaround.
For small messages (smaller than 16 KiB, see Fig. 4 left), the latency is nearly the same. Messages
32 bytes and smaller only use VELO (not shown in the diagram), the latency is in both cases the
same. For bigger messages (Fig. 4 right) the latency gets bigger when using the workaround, until it
is nearly double for the maximum size in the benchmark. The workaround does fix data corruption
and the node crashing but is no substitute for finding the underlying problem.
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Figure 3: Impact of the software workaround on MPI throughput between two processes. The figure
compares the case in which the workaround was never applied to the case in which the
workaround had to be applied to every iteration of the benchmark.
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Figure 4: Impact of the software workaround on MPI latency between two processes. The figures
compare the performance for the usage of the workaround in every iteration and in none of
the iterations.
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3 Inter-Module Network Bridging
This section deals with the bridging of network traffic in the DEEP-EST prototype system. There
are two types of bridges required in the system (cf. Fig. 5): (1) an MPI bridge connecting the
EXTOLL fabric with the InfiniBand fabric, which enables MPI communication among DAM/ESB
nodes and nodes located in the CM. And (2) IP bridges connecting the SSSM relying on 40 Gbit/s
Ethernet with the CM/ESB modules that rely on InfiniBand and EXTOLL as high-performance network,
respectively.

InfiniBand
CM

GFPS

MPI + IP
Bridge

EXTOLL
ESB

40 Gb/s ETH
SSSM

IP
Bridge

ETH
Switch/Router
IP Bridge

ETH + EXTOLL
DAM
Figure 5: An overview of the bridging architecture within the DEEP-EST prototype system. The MPI
gateway provides efficient communication across the three compute modules while the IP
bridges support the connectivity to the SSSM.
The IP bridge has already been discussed in detail as part of Deliverable D5.3 [8]: the analysis
conducted there revealed that already two pairs of traffic streams saturate the bandwidth capacity provided by the gateway node, i. e., this results in a throughput of 40 Gbit/s corresponding to
the bandwidth provided by the Ethernet link. The remainder of this section focuses on the MPI
bridge and the parameters that have an impact on the throughput. Finally, this section details how
ParaStation MPI supports application developers in tuning and optimising their codes with a histogram generation feature, which provides a valuable tool for conducting statistical analyses of the
applications’ communication behaviour.

3.1 MPI Traffic
The modularity awareness of ParaStation MPI enables the efficient transmission of MPI traffic across
different modules in MSA systems. The gateway solution does not impose any restrictions on the
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underlying communication hardware, i. e., it supports both homogeneous and heterogeneous network
landscapes in MSA systems.
As described in the previous deliverables [6, 7, 8, 9], the main logic of the gateway protocol is
implemented as part of the ParaStation pscom library, i. e., the low-level communication library
realising point-to-point communication among the MPI ranks. The modular software architecture of
pscom enables the realisation of the gateway protocol in terms of two components (cf. Fig. 6): (1) the
pscom gateway daemon (psgwd) running on the gateway nodes directly on top of pscom; and (2) the
gateway plugin enabling transparent inter-module communication for MPI processes running on the
computing nodes.
Application

psmpi

psmpi

psgwd

pscom

GW

Application

transparent communication
via a virtual GW connection

pscom

IB

IB

GW

pscom

EXTOLL

EXTOLL

GW

EXTOLL

InfiniBand

Figure 6: A schematic overview of the MPI bridging solution. This relies on the gateway concept and
is implemented on top of the low-level pscom communication interface.
Although the DEEP-EST prototype only requires the bridging of MPI traffic between the InfiniBand
and the EXTOLL networks, the gateway protocol is designed to be generic enough so that it can
translate between any pair of network types supported by pscom. Therefore, the gateway plugin
provides virtual connections as ordinary connections to the upper software layers. However, these
virtual connections are actually based on two underlying physical connections, namely the connection
from one node in one network to a gateway node and from this gateway node to a node in the second
network.
To transmit an MPI message via the gateway, the gateway plugin encapsulates the user message
into an envelope containing the required information for forwarding it at the psgwd daemon. At the
destination, the user message is extracted from the envelope by the gateway plugin and passed to
the upper layers of the communication stack.

3.1.1 Optimisations
The gateway protocol implements various optimisations to increase the throughput of data transfers
via gateway connections. Firstly, the user may specify a Maximum Transmission Unit (MTU) for
messages being transmitted via the gateway by means of the PSP_GW_MTU environment variable.
Setting this variable results in a fragmentation of longer MPI messages into smaller chunks and
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thereby exploits a pipelining effect: while the psgwd receives message fragments on the incoming
link of the gateway connection, it may already forward preceding fragments on the outgoing link.
A detailed analysis of the pipelining effect of this fragmentation on the gateway performance was
presented in Deliverable D5.4 [9].
Secondly, support for rendezvous communication on the underlying pscom connections helps to
reduce the number of intermediate copy operations on the gateway path. If the fragment size exceeds
a certain threshold, the sender only informs the receiver about pending data transfers via a short
control message. The receiver, in turn, delays the actual data transfer until the final receive buffer is
known, i. e., this is the case once the user application has posted the matching MPI_Recv call. The
data can be retrieved via efficient RMA operations, further reducing the CPU load of the involved
computing nodes.
Whether rendezvous communication is actually more beneficial than traditional eager data transfers
via pre-allocated communication buffers, is highly dependent on the underlying hardware, the involved
network technologies, and communication patterns. Therefore, different runtime parameters enable
the user to influence the gateway behaviour with respect to the transfer of messages. Besides defining
a global MTU for the gateway path, the threshold for rendezvous communication can be individually
defined per link. Although users are able to adapt these thresholds via the PSP_RENDEZVOUS_<CONTYPE>
environment variables during runtime, it is recommended to rely on the pre-defined values. Optimal
parameters are highly system-dependent and should be tuned by the system operators.

3.1.2 Tuning for the DEEP-EST Prototype
The pscom plugin enabling communication via the EXTOLL network provides two communication
modes: (1) short transfers that rely on two-sided communication primitives; and (2) rendezvous
transfers using RMA read operations. The former provides extremely low latencies for small messages
up to a few tens of bytes. For longer messages these transfers become inefficient and the complete
messages are delivered using the rendezvous protocol.
The pscom plugin for InfiniBand communication, in turn, relies on pre-defined communication buffers
for short messages which provide good throughput for data transfers of up to a few tens of KiB
depending on the underlying hardware. The amount and size of these communication buffers can be
configured at runtime and compile time, respectively. Figure 7 illustrates the impact of the buffer size
on the throughput of the link from the CM to the gateway. Based on these results, a buffer size of
64 KiB promises good performance while having a reasonable memory footprint, i. e., the memory
footprint per connection is proportional to the number of pre-defined communication buffers multiplied
with their size.
An analysis of the buffer count on the gateway throughput reveals significant differences for data
transfers larger than 64 KiB (cf. Fig. 8). Apparently, the optimal value of this parameter is highly dependent on the communication pattern of the application. Therefore, this parameter can be influenced
during runtime by the environment variables PSP_OPENIB_SENDQ_SIZE and PSP_OPENIB_RECVQ_SIZE for
the send buffers and receive buffers, respectively. Concluding from these results, 16 send buffers
already suffice to achieve a reasonable throughput on the InfiniBand link. On the receiving side
a greater amount of communication buffers tend to increase the performance, i. e., we see best
performance for 128 pre-allocated receive buffers throughout the whole message range. However,
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Figure 7: The throughput on the EDR InfiniBand link for different sizes of the pre-allocated communication buffers. Both the sender and the receiver use 16 buffers respectively.
when setting these parameters one should keep in mind their impact on the memory footprint, e. g.,
128 receive buffers with a size of 64 KiB each consume 8 MiB of memory per connection that are
made unavailable to the application.
Taking all the above-discussed aspects into consideration, Figure 9 presents a comparison of the
MPI gateway performance on the DEEP-EST prototype with the individual connections on this
communication path. The EXTOLL link constitutes the bottleneck on the gateway path. Although
both links, i. e., InfiniBand (
) and EXTOLL (
) provide a throughput of 100 Gbit/s, they use
a different line encoding explaining the performance difference, i. e., EXTOLL is using an 8b/10b
encoding while InfiniBand relies on a 64b/66b line code. This corresponds to a difference of around
20 % with respect to the effective throughput which matches our results obtained on the DEEPEST prototoype. The comparison includes the performance figures of the initial version of the
gateway implementation without support for rendezvous communication on the underlying pscom
connections (
). Apparently, this approach resulted in a huge discrepancy between the inter-module
and the intra-module communication performance.
In contrast, the current implementation of the gateway protocol achieves the performance limit
imposed by the EXTOLL link on the gateway path. With proper tuning of the different parameters
discussed above, the two curves almost match perfectly throughout the considered range of message
sizes. This results in an overall improvement of the gateway throughput by a factor of 4.5 as compared
to the initial version of the gateway protocol.
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Figure 8: Analysis of the throughput of the InfiniBand link between the CM and the gateway depending
on the amount of pre-allocated communication buffers (i.e., the Sendq size). The individual
curves correspond to the number receive buffers respectively.
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Figure 9: A comparison of the gateway performance with the performance of the individual links of
the gateway connection, i.e., the InfiniBand link from the CM to the gateway node and the
EXTOLL connection from the gateway node to the DAM.

3.2 Statistical Analysis
An analysis of the communication characteristics of a parallel application is an important aspect of
performance optimisation. ParaStation MPI already provides means for analysing the data transfers
going through the communication middleware. In contrast to approaches relying on an instrumentation
of the application code, these means provided by ParaStation MPI are much more lightweight
promising a better performance and ease of use. By setting the PSP_HISTOGRAM environment variable
to 1, it offers the possibility to collect statistical information and to produce a report on the number
of messages and their distribution with respect to their length. The user may influence the output
by setting further environment variables: PSP_HISTOGRAM_MIN and PSP_HISTOGRAM_MAX set the lower
and upper limit regarding the considered message sizes respectively. With PSP_HISTOGRAM_SHIFT the
bucket width of the histogram can be configured as well.
Until now, this feature simply recorded all messages sent by all processes of the MPI communication
session, thus only supporting a general analysis of the application characteristics. However, an
estimate of the inter-module communication can be very helpful in the MSA context, especially if the
MSA-aware communication middleware has to bridge between different network types. Therefore,
the capabilities for statistical evaluation within ParaStation MPI have been enhanced: now, users may
limit the analysis to a specific connection type, e. g., focusing on the gateway connection between the
DAM and the CM of the DEEP-EST prototype.
Figure 10 provides an example illustrating the histogram feature of ParaStation MPI by considering
the Allreduce Benchmark from the Intel MPI Benchmarks [16] suite. The benchmark was executed
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on one CM node and one DAM node running 16 processes each. The two nodes were connected
through a single gateway node. The figure shows a comparison of the standard Allreduce algorithm
with its MSA-aware equivalent and their respective influence on the messages being passed through
the communication middleware.
When including all connections in the analysis (cf. the top plot in Fig. 10), one cannot clearly state
that the MSA-aware algorithm has a positive effect on the communication performance. In contrast,
breaking down the analysis to the individual connection types being involved (cf. the bottom plots in
Fig. 10), provides further insights into the communication behaviour.
Already the standard algorithm (
) requires less data exchange through the gateway. This is
expected behaviour as there are far more shared-memory connections involved than gateway
connections in this particular setup. However, there is still a significant amount of data going through
the gateway, especially with respect to many short messages which will likely suffer from increased
latencies. In contrast, when comparing the results for the MSA-aware algorithm (
), one can see
an important reduction of the inter-module communication. This, in turn, results in an improvement of
the application performance in terms of a lower Allreduce latency (cf. Fig. 11).
This example illustrates how ParaStation MPI supports application developers to tune and optimise
their codes to MSA systems, and how the tools for statistical analysis provided by the communication
middleware facilitate an analysis of an application’s communication behaviour. By limiting the scope
of the analysis to certain connection types, one can directly estimate the effect of code changes
on, e. g., the inter-module communication that will often be a limiting factor with respect to overall
performance.
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Figure 10: Histogram of the message lengths required for the Allreduce operation across one CM
node and one DAM node running 16 processes each. The top histogram shows the
messages for all connections while the bottom left and the bottom right histogram limit the
analysis to the shared-memory and the gateway connections respectively.
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Figure 11: A comparison of the Allreduce performance for enabled and disabled MSA-aware collective
communication operations.
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4 Resource Management
4.1 Handling of Heterogeneous Resources
4.1.1 Summary of the Requirements
As briefly described in D5.1 [6] and revisited in D5.2 [7], most applications will transition more and
more into using different types of accelerators for different tasks inside their work-flow and thus
become more and more heterogeneous.The Resource Management System needs to be capable of
managing these kinds of resources (including hardware accelerators, memory classes and capacities,
and storage systems) and provide them to the jobs.
In the DEEP-EST prototype architecture, the accelerator nodes (called Extreme Scale Booster (ESB)
nodes) and data analytics nodes of the DAM are connected via gateway nodes to the regular compute
nodes (called Cluster nodes) (cf. Chapter 3). These gateway nodes manage the data transfer between
Cluster and Booster nodes and the Resource Management System has to manage them as a kind of
global resource.

4.1.2 Resource Allocator
In the current version, Slurm supports the ability to handle heterogeneous jobs. From a user’s
perspective, this is implemented by using a colon notation for salloc, sbatch and srun. With each of
the commands a user can request multiple sets of resources at once, separated by a colon, forming
all together a so-called pack job allocation. At the same time (in case of srun and sbatch) or later on
(in case of salloc), different executables can be started forming multiple jobs inside the pack job
allocation that might share a common MPI_COMM_WORLD. This feature supports the execution of
jobs following the Multiple-Program Multiple-Data (MPMD) programming model [28]. As part of this
project, the ParaStation Management Daemon’s plugin psslurm has been extended to provide full
support for this Slurm feature.
Slurm does not provide any support for the allocation of dynamically determined global resources
such as the gateway nodes. This comprises the startup of additional daemons (e.g., the required
gateway daemon) on these nodes. Therefore, the resource management system had to be extended
accordingly: for this purpose, we implemented a new plugin to the ParaStation Management Daemon
called psgw utilising several existing capabilities like the ability to collect information from started
processes, manage nodes without user access, extend prologue and epilogue mechanism to this
nodes and pass environment variables to the compute processes. In the long run it would be desirable
to bring at least parts of the functionality into Slurm itself but we determined that adding such support
into Slurm is not feasible in this project. For more details, see D5.3 [8].
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Usage
Whenever a user wants to start a heterogeneous job that use cluster nodes and booster nodes and
that requires inter-module communication, an additional mechanism is required for the allocation of
gateway nodes. These gateway nodes are needed for the connection of processes running on the
cluster nodes with processes running on the booster nodes (cf. Chapter 3). We provide according
support by means of a new Slurm SPANK plugin, adding some options to the frontend commands
salloc, sbatch and srun. The logic of this SPANK plugin is kept rather simple. It mainly sets a
couple of environment variables leaving all complex logic to the ParaStation Management Daemon.
The user may influence its behaviour by using several options provided by the plugin via the frontend
commands:

--gw_num=number
--gw_env=string
--gw_file=path
--gw_plugin=string
--gw_cleanup
--gw_quiet
--gw_psgwd_per_node=n
--gw_binary=path
--gw_debug
--gw_inherit

Number of gateway nodes
Additional gateway environment variables
Path to the gateway routing file
Name of the route plugin
Automatically cleanup the route file
Suppress reporting gateway startup errors in file
Number of psgwd per gateway to start
Debug psgwd
Set PSP_DEBUG for the psgwd
Inherit LD_LIBRARY_PATH and PSP_* from current environment

The only mandatory option is --gw_num to request gateway nodes for a pack job, i. e., the following
command is sufficient to start a simple interactive pack job using two gateway nodes:

srun --gw_num=2 -N 2 -C cluster ./hello_cluster : -N 4 -C booster ./hello_booster
This leads to the allocation and the setup of the required gateway nodes. A routing file is generated
and stored in the user’s home directory or at the location specified by the --gw_file option. This
routing file needs to be available for each process since it is then used by the MPI layer to set
up the connections to the gateway nodes and thus between processes running on the cluster and
booster nodes. The option --gw_plugin influences the generation of the routing file by selecting the
routing plugin used. By means of routing plugins, site administrators can provide different routing
strategies satisfying the needs of different communication patterns. The routing file is automatically
removed when the allocation is revoked and the option --gw_cleanup was given, while by default
it is kept in place for debugging purposes by advanced users or administrators. For load balancing
reasons, users can request to get more than one psgwd started per gateway node by specifying
--gw_psgwd_per_node. The remaining options are for debugging purposes.

4.1.3 Process Manager
Once the scheduler decides to run a heterogeneous job as described in the previous section,
the process manager has to setup the infrastructure by starting the required gateway daemons.
Subsequently, it starts the processes on both the compute nodes and the booster nodes and provides
the necessary information for inter-module communication.
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Technical Overview
In the prologue phase of the pack job, before the actual processes are started, the psgw plugin
of the ParaStation Management daemon running on the mother superior node (first node of the
job allocation) requests gateway nodes from the master ParaStation Management daemon. If the
request is successful, a ParaStation Gateway Daemon called psgwd is started for the pack job on
each allocated gateway node. The addresses and ports on which the gateway daemons are listening
for requests are forwarded to the route script. This script generates the routing file, considering the
options given by the user (see “Usage” in Section 4.1.2).
The resulting routing file may look like this:

192.168.12.77:40158
192.168.12.77:40158
192.168.12.78:40889
192.168.12.78:40889

cluster015
cluster016
cluster015
cluster016

booster003
booster003
booster010
booster010

The routing file above shows that the Cluster nodes cluster[015-016] use the gateway with address
192.168.12.77 and port 40158 to talk to the booster003 node. For the Booster node booster010
the gateway with address 192.168.12.78 and port 40889 is used. The technical details can be found
in D5.4 [9].
Beside the technical documentation in this document and its predecessors we provided user documentation in the Project Wiki for the DEEP-EST prototype.

4.2 GPU Request Support
Support has been added to ParaStation Management for the new select/cons-tres selection plugin
of Slurm adding user options for requesting GPUs via the new concept of Trackable Resources (TRES).
Users can request GPUs per Job, per Node, per Socket or per Task using the following options:

-G, --gpus=n
--gpu-bind=...
--gpu-freq=...
--gpus-per-node=n
--gpus-per-socket=n
--gpus-per-task=n
--mem-per-gpu=n

Number of GPUs required for the job
Task-to-GPU binding options
Frequency and voltage of GPUs
Number of GPUs required per allocated node
Number of GPUs required per allocated socket
Number of GPUs required per spawned task
Real memory required per allocated GPU

All these options are only meant to select nodes for the job that have the appropriate configuration,
not to reconfigure the nodes themselves.
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4.3 Energy Monitoring
ParaStation Management is enabled to collect the energy consumption data provided by the Megware
Hardware (Energy and Power). The data is collected by polling on each node and transferred to
the mother superior node which aggregates and reports it to the Slurm Control Daemon. The user
then can inspect the data with the usual Slurm tools such as sacct. More fine granular energy
measurements per job, module and sub job in a pack can be done via DCDB (see Chapter 6).

4.4 Global Resource Management
4.4.1 Network Attached Memory (NAM)
As discussed in D5.2 [7] one can imagine multiple use cases for the Network Attached Storage
provided by the EXTOLL network in this project. From the resource management’s point of view we
have to distinguish two types of usage scenarios:
1. NAM allocations persistent over job boundaries,
2. NAM allocations valid only inside the scope of a job or pack job.
Both types can be managed by using the Burst Buffer mechanism supported by Slurm together with
the new plugin described in detail in Section 5.4. This means that in order to support the NAM, from
the process management perspective it is only needed to pass the environment set up by the Burst
Buffer plugin to the user processes so as to provide to the MPI layer all information needed to access
the allocated NAM regions. This is an out-of-the-box functionality of ParaStation Management and
thus no adjustments were needed here.

4.4.2 Global Collective Engine
In the project team, we finally decided that GCE needs not to be managed by Slurm or ParaStation,
too. If a user tries to use the GCE and there are no resources left, by default the MPI layer will just
fall back to using conventional software-implemented collective operations, so the jobs will perhaps
become slower but never fail (see section 2.2.2 in D6.4 [10] on how this can be controlled). Of course
it would be a nice feature to be able to guarantee GCE resources to a user (e.g., for reproducible
benchmarking purposes). However, due to the delayed availability of the EXTOLL Fabri³ providing
the GCE and the resulting lack of testing options we had to decide that the non-trivial implementation
of this function falls outside the timeline of the project.
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5 Job Scheduler
5.1 Efficient support for coupled workflows using DEEP-EST features
A workflow consists of multiple jobs with dependencies among them. Later jobs in the chain have
to wait until their required data is generated by earlier jobs before they can start their execution.
Slurm provides a dependency-based approach for workflows, where a chain of jobs can be submitted.
However, in this case data has to be written to the file system by the producer job first and then read
by the consumer job. This can become a bottleneck for larger volumes of data on any system, since
two comparatively slow I/O transfers are required before the consumer step can start.
On the other hand, Slurm allocates the resources for all sub-jobs simultaneously. Using this feature
for workflows can waste resources, since the allocated resources for the dependent sub-jobs can not
be used until the required data has been produced. For this reason we provide a --delay switch for
the Slurm sbatch command. Using this new switch, a user can specify the amount of time by which
the corresponding sub-job has to be delayed after the start of the allocation of the first sub-job of
the workflow. Based on this information, we create reservations in the system and each sub-job is
assigned to that reservation, hence guaranteeing the start time for their allocation. This mechanism
provides an overlap of execution between producer and consumer jobs, where data can be transferred
directly (e.g., by sending it over the high-performance fabric) without the need to store it onto the file
system and then retrieve it again.
As discussed in detail in D5.4 [9], expecting the end-user to come up with accurate delay values is
unrealistic. So we developed a helper library where the application running in a sub-job can request
the Slurm scheduler to move the reservations of the remaining jobs in its workflow earlier in time,
provided that the required resources are available at the requested times. This addresses the problem
of user-provided, inefficient delay values to some extent.
We also reported in D5.4 the development of another helper library to improve the dependency
chain-based workflow mechanism already provided by Slurm, which allows users to submit a chain of
jobs with dependency type afterok. This causes the dependent job to be considered for allocation
only after the job on which it depends has finished successfully. When an application running in the
current sub-job of the workflow decides that the data required by its dependent job is ready, it changes
the dependency type of that job to type after. This makes the dependent job eligible for allocation
provided that the resources are available, in which case the job starts and can communicate directly
with the producer job to get the data. The library providing this mechanism has also been developed
and integrated successfully with the Slurm installation on the DEEP-EST prototype.
The delay-based workflows, and the two helper libraries are available for all users of the DEEP-EST
prototype. Information on interfaces and usage are contained in the Wiki pages for the system.
To evaluate our workflow approach, we updated the Slurm simulator [4] to include delay-based
workflows and the helper libraries. Trace generation was updated to include the delay values and the
times at which the helper library functions are to be called. Our evaluation shows some promising
results for delay-based workflows compared to original heterogeneous jobs supported by Slurm. The
evaluation is discussed in detail in Deliverable D2.3.
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5.2 Supporting job submission to alternative modules
By using the --module-list extension for the Slurm sbatch command developed within WP5, users
can submit batch jobs to multiple modules. This extension accepts two modules, a primary module,
submitted with higher priority, and an alternative module that receives a lower priority in the job queue.
In the example below the job is submitted to two modules: the primary module is dp-cn, while the
secondary module is dp-dam.

sbatch --module-list=dp-cn,dp-dam job.batch
The parameters for the alternative module are automatically calculated by using an internal conversion
model. The module-list mechanism is an alternative to --partition, which does not apply any
conversion model, and submits the job to multiple partitions but with the same configuration. Available
conversion models are:
• CM to DAM: number of requested nodes / 2, number of tasks per node * 2 (CPU cores ratio)
• ESB to CM: same number of nodes, time limit * 10 (due to GPU vs. CPU performance), number
of tasks per node / 3 (CPU cores ratio)
• DAM to CM: number of nodes * 2 (due to available memory), time limit * 10 (due to GPU vs.
CPU performance), number of tasks per node / 2 (CPU cores ratio)
• DAM to ESB: number of nodes * 4 (due to available memory), time limit / 4 (due to using more
nodes), number of tasks per node / 6 (CPU cores ratio)
At submission time it is recommended to specify the number of nodes, the number of tasks per node,
the number of CPUs per task, and the number of GPUs per node.
The module-list mechanism is currently not compatible with other dependencies specified with the
--dependency clause, and also with other partitions specified with --partition.
The module-list feature was deployed in the DEEP-EST prototype system and we encouraged users
to use it.

5.3 Supporting Processor Frequency Management and Module
Prioritisation
The Energy-Aware for Multi-Cluster policy (EAMC-policy ), another Slurm extension developed within
the project, allows per-job automatic selection of the processor frequency, and prioritisation of the
most efficient hardware architecture based on the energy models produced by WP2. It is integrated
with the Slurm partition system and the module-list policy described above, and it uses an energy
interface developed in WP2 to access the energy model data. It uses a configurable multi-objective
function that combines energy and runtime to establish the most efficient job configuration in the case
the application can run on multiple modules.
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While the policy was tested in simulated environments using the Slurm Simulator, the lack of software
infrastructure delayed the testing and deployment in the real system. In particular the system lacks
the following:
• An integration with DCDB, which collects metrics for the running jobs.
• The extension of the batch submission and DCDB systems to use unique identifiers for jobs
with the same energy and performance behaviour.
• The integration of the WP2 energy models for the different modules.
• A Slurm plugin to change CPU frequencies is not available on the system.
As a consequence, EAMC will not be available on the DEEP-EST system.

5.4 Efficient Scheduling and Management of Network Attached
Resources
The Network Attached Memory (NAM) and Global Collectives Engine (GCE) hardware devices are
physically attached to the EXTOLL Fabri³ network and offer services to all other nodes connected to
the same network:
• The NAM provides access to high-bandwidth persistent storage through a bespoke API and
via the one-sided communication mechanisms of the MPI standard (version 2 and later). It
leverages lower-level EXTOLL Fabri³ protocols which facilitate zero-copy RMA transactions
between arbitrary nodes on the network and the NAM device itself. The storage space of
each NAM device can be subdivided into arbitrary-size allocations, which belong to a single
user and have a user-specified name. Access is only allowed for the owner, and names are
disambiguated by user and job id.1
The NAM hardware implementation is described in detail in [13], and Chapter 2 of this document
contains a discussion of the system software layers for NAM management and use. To enable
the development and testing of the system software, the Slurm plugin described here and the
integration with ParaStation MPI, a SW implementation of the NAM was developed by partner
EXTOLL. This is described in Section 2.2.1 of this Deliverable.
• The GCE accelerates a subset of MPI collective operations by orchestrating the necessary data
exchanges between all participating nodes and MPI processes and also executing any required
arithmetic operations for reductions. The GCE can directly use the low-level EXTOLL Fabri³
protocol without any SW overhead and overlap data transfer with application computation, and it
is expected that the acceleration of supported MPI collective operations will lead to applications
using a higher percentage of the main CPU or GPGPU cycles as a result. This effect will be
most pronounced if an application uses the relatively new non-blocking collective operations
introduced with version 3 of the MPI standard [26].
Use of the GCE is totally transparent to the application and its developer—if use of GCE acceleration is enabled using the special process environment variable PSP_LIBGCE, the adapted
1

Per convention, persistent allocations are mapped to job id 0.

DEEP-EST - 754304

29

31.03.2021

D5.5

Software Support Report
ParaStation MPI implementation will initiate processing of supported collective MPI operations.
Details can be found in Deliverable D6.4 [10].

Considering that use of the GCE is a binary decision, that the GCE concept envisages such acceleration devices to be accessible to all EXTOLL-connected nodes in the ESB partition, and that jobs will
run correctly even without GCEs available, it was decided to not introduce any special mechanisms
to manage GCE resources in Slurm. In order to use GCE acceleration, users have to submit jobs
for execution on EXTOLL-connected nodes in the ESB (by requesting the correct partition), and set
the process environment variables in the batch script to instruct ParaStation MPI to indeed use GCE
acceleration.
In contrast to that, the storage capacity of the NAMs installed in an MSA system is a limited resource,
and jobs can fail if NAM allocations required by a job cannot be created or do not exist. Moreover,
such failures would occur when a job actually starts to run, which can be a long time after it has been
submitted. To achieve basic user friendliness, Slurm should be aware about any NAM allocations a
job may request, and should check whether these exist (as persistent allocations) or can be allocated
for the job before Slurm lets it start. Such extensions to Slurm are usually implemented as Slurm
plugins, which limits the amount of changes to the Slurm source code itself and ensures a certain
degree of portability between Slurm versions.
After detailed discussions with WP1 and WP6, and with the developers of the NAM management
library at partner EXTOLL, it was decided to code a Slurm plugin which provides users with an
interface to perform the following:
• Request one or several transient NAM allocations to be created for the duration of a job, with
specified names and sizes.
• Request one or several persistent NAM allocations to be created, again with specified names
and sizes. These allocations will continue to exist after a job has terminated.
• Request one or several existing persistent partitions to be deleted at the end of a job, identified
by their given names.
• Require existence of one or several existing persistent partitions for the execution of a job.
The architecture and implementation of said plugin is discussed in Section 5.4.1, and instructions on
its actual use are given in Section 5.4.2.

5.4.1 NAM Plugin for Slurm – Architecture and Implementation
There are two very different classes of plugins: the “Slurm Plug-in architecture for Node and job
Kontrol” (SPANK ) plugins as mentioned in D5.4 [9], which use a very generic interface defined in
Slurm’s spank.h file, do not require any other access to Slurm source code, and in particular do not
require Slurm to be recompiled. They interact with Slurm at well-defined points in the lifetime of a job
and are used, for instance, to re-nice the priorities of jobs or job steps.
The second class is represented by “conventional” plugins, which are more entwined with the main
Slurm source code, and can perform more complex tasks which are not feasible using a SPANK
plugin. Conventional plugins also implement callbacks issued by the Slurm core, yet the list and
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definition of these callbacks differs across conventional plugins: moreover, command-line or batch
script option handling, as well as checking and reaction to errors, and modification of core Slurm
data structures are part of the main Slurm source code itself, and are sometimes co-mingled in
non-intuitive ways.
As reported in D5.4, there is, in the second class, the group of burst-buffer plugins, which manage preand post-staging of files from storage servers onto storage devices accessible to a job. Slurm 19.05
contains two implementations in this group—a generic one using standard file systems, and a
datawarp one for the Cray Datawarp burst buffer.
Since the functionality required for the NAM plugin is quite similar to the one of the burst buffer plugins,
which have to manage job-local allocations on scarce storage devices, it was decided to base the
NAM plugin implementation on the burst-buffer code, in effect deriving a third implementation in the
group of burst-buffer plugins.
The interfaces of the NAM plugin are as follows:
• Callback routines invoked by the slurmctld at specific stages of a job’s lifetime.
• The NAM management library libnam_management.so which provides a set of functions to
query the list of installed NAMs and their capacity, to create transient or persistent allocations
for a given user and job with a user-specified name, and to query existing allocations given an
opaque allocation-id returned at allocations. Of course, existing allocations can be destroyed
via the NAM management interface. Details about the NAM management stack can be found in
Deliverable D5.3 [8].
• Command-line argument --nam for the Slurm sbatch and srun commands, and show namstat
for the scontrol command.
• NAM commands specified as #NAM comment lines in batch scripts to be submitted with the
sbatch command.
• The NAM_ALLOCATIONS_FOR_JOB process environment variable, which contains the list of NAM
allocation names allocated or required by the job separated by the : character, to be picked up
by the ParaStation MPI implementation.
Introducing the command-line arguments did require additions to several source files in the Slurm
tree, as listed in Table 2.
The NAM plugin keeps a vector of NAM allocations for each job which has specified at least one NAM
command, and one for the persistent NAM allocations known to the plugin. To populate these vectors,
the plugin examines any --nam command line argument, and also parses the contents of the job
batch script for NAM commands contained therein. NAM commands (see the following subsection for
details) are parsed at job validation time and syntax errors are flagged, leading to an abort of the
srun or sbatch command trying to submit the job, and the output of an error message. A number of
semantic checks (like for duplicate allocation names) are also performed.
Actual creation of transient NAM allocations (and checks for persistent allocations) happens when
Slurm is about to start the job (in the bb_p_job_begin() callback). This avoids keeping NAM
allocations open for extended periods of time, while a job is waiting to be considered for execution by
Slurm. Any problem with a transient or persistent allocation leads to an error being returned, which is
intercepted by the node scheduling routine of Slurm: this currently puts an sbatch-submitted job on
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HOLD, to be released by the user once the allocation resource problem is resolved. We are working to
implement a more user-friendly mechanism, which would push the job back to be re-scheduled after
a period of time, and only eventually cause it to end up in the HOLD state. Jobs submitted by the srun
command are terminated in case of allocation problems, and the command itself returns with an error
message.
The NAM plugin does not cache any state information about the NAM system—instead, it always
queries the NAM management library for such data, avoiding the danger of acting on stale and
incorrect information. This increases the number of calls to NAM management API routines, yet the
associated overhead is expected to be limited, since interactions with the NAM management system
occur only at job startup and teardown.
All transient allocations are destroyed as part of the job termination callback, and any persistent
allocation required to be destroyed is also deallocated at this step. The same holds true if a job is
cancelled.
The code for the NAM plugin is contained in the source files (for Slurm 19.05) indicated by Table 2.
New files have been created for the NAM plugin. The Slurm build system has been extended by three
options of the configure script:
(1) --enable-nam tells the build system to compile the NAM plugin (required).
(2) --with-libnam= indicates the root directory for the libnam_management installation; the build
system expects this in the ./lib or ./lib64 subdirectory, and the associated nam_management.h
file in the ./include subdirectory.
(3) --enable-nam-mockup enables the use of the NAM management stub library contained in the
plugin source tree—this has proven very useful for development and testing of the plugin on a
local system.
One of the two options (2) or (3) has to be provided in addition to option (1). To enable loading of the
NAM plugin, the line

BurstBufferType=burst_buffer/deep_est_nam
has to be present in the Slurm configuration file (usually the slurm.conf file in the ./etc subdirectory
of the Slurm installation tree).
The NAM plugin instrumentation outputs extensive debugging information (levels debug, debug2,
and debug3), which is contained in the slurmctld log and can be triggered via repetitions of the -v
command line option of slurmctld.

5.4.2 NAM Plugin for Slurm – Usage
End-users of the DEEP-EST prototype have two NAM systems at their disposal, each with a storage
capacity of 8 TBytes each (4 × 2 TByte NVMe M.2 devices). To use the NAMs in ParaStation MPI
via the Slurm NAM plugin, the following steps apply:
1. Decide on the number and sizes of NAM allocations to be used by a job, and about the name
for each allocation.
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File

Description

Status

README-NAM.txt
src/plugins/burst_buffer/deep_est_nam/
/Makefile.am
/burst_buffer_deep_est_nam.c
/NAM-management-include/nam_management.h
/NAM-management-include/NAMDUMMY.txt
/nam_management_dummy.c
auxdir/x_ac_libnamv2.m4
configure.ac
src/plugins/burst_buffer/Makefile.am
src/common/slurm_opt.c
src/srun/libsrun/opt.c
slurm/slurm_errno.h
src/common/slurm_errno.c
src/slurmctld/node_scheduler.c
src/sbatch/opt.c
src/scontrol/scontrol.c

plugin description

new

plugin directory

new

plugin Makefile template

new

plugin source

new

mockup management includes

new

mockup management config

new

mockup management source

new

plugin build rules

new

includes plugin rules

modified

includes plugin build

modified

plugin option handling

modified

plugin option handling

modified

plugin error codes

modified

plugin error messages

modified

plugin error handling

modified

plugin option handling

modified

plugin status query

modified

Table 2: Source code and build files for the Slurm NAM plugin.
2. Decide which of the allocations have to be persistent (i.e., are not to be destroyed at the end of
a job).
3. For each such allocation, add a NAM command to the batch script for submission with the
sbatch Slurm command, or pass it on via the --nam = option of the srun or sbatch Slurm
commands.
4. If any persistent allocations are to be used:
4.a Create the required allocations by adding the create_persistent option.
4.b Or use an existing persistent NAM allocation with the use_persistent option.
4.c Or use an existing persistent NAM allocation and remove it at job termination with the
destroy_persistent option.
5. Submit the job with the Slurm srun or sbatch commands.
6. In the ParaStation MPI code, use an info argument to the MPI window allocation call(s) to
select which NAM allocation to use (in case of multiple allocations).
It is not possible for end-users to place an allocation onto a specific NAM—the general guidance is
to list the largest allocations first. While the Fabri³ network does define a 3D grid or torus topology,
measurements have shown that detrimental performance effects caused by non-local communication
are small [27].
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Users planning to utilise the low-level libnam API can still use the Slurm NAM plugin to allocate
and manage NAM allocations. In that case, it is important not to interfere with Slurm by manually
allocating or deallocating NAM resources using the NAM management command-line interface.
A NAM command for the Slurm plugin is defined using the following grammar formulation:
<nam_command>

:=
|
|
<nam_creation_command> :=
<nam_use_command>
:=
<nam_destroy_command> :=
<allocation_size>
:=
<allocation_name>
:=

<nam_creation_command>
<nam_use_command>
<nam_destroy_command>
[create_persistent] name=<allocation_name> size=<allocation_size>
use_persistent name=<allocation_name>
destroy_persistent name=<allocation_name>
{1-9}{0-9}*[K|KB|M|MB|G|GB|T|TB]
{a-z,A-Z}{a-z,A-Z,_,-,.}*

The allocation names are alphanumerical and in plain English, with the special characters ‘-’, ‘:’ and
‘.’ allowed; sizes are non-negative integer numbers in Bytes with letters indicating binary Kilo-, Mega-,
Giga- and TeraBytes. The fields in a NAM command can be in arbitrary order.
NAM commands can be passed to Slurm in two ways:
• A single command can be passed as the value for the --nam option to the Slurm commands
srun and sbatch; some examples are

srun --nam="name=Hugo size=80GB" foo.sh
sbatch --nam="use_persistent name=Herbert" bar.sh
• Multiple commands can be passed as comment lines starting with #NAM in a job batch script
to the Slurm sbatch command; such lines have to be part of the first uninterrupted block of
comment lines, and they cannot have continuation lines. If a NAM command is also specified
via the --nam argument, this command is prepended to the NAM commands in the batch file.
Thus, if the batch file simple.sh starts like the following:

#!/bin/bash
#SBATCH --job-name=1-NAM
#SBATCH --nodes=1
#SBATCH --output=1-NAM_%j.log
#NAM name=Hugo size=1024K
#NAM name=Herbert size=10T

# Job name
# Run on a single node
# Standard output and error log

the command sbatch --nam="use_persistent name=Hatschi" simple.sh will allocate two
transient allocations and use one persistent allocation.
In case of syntax errors or simple semantic problems (like duplicate allocation names), the sbatch
and srun commands will abort with an error code and output an error message, and no job will be
submitted. Actual creation and checking of NAM allocations will happen much later in the job lifecycle,
when Slurm is about to execute a job. Should it not be possible to create a transient or persistent
allocation, or should a required persistent allocation not be available, the job will be put on HOLD if it
has been started with the sbatch command, or it will be cancelled and the srun command will return

DEEP-EST - 754304

34

31.03.2021

D5.5

Software Support Report

with an error message. Jobs on HOLD can be re-started by the user using the scontrol release
command, or cancelled via the scancel command.
Users can inspect the state of the NAM plugin with the scontrol show namstat command as in the
following:
• Adding the job sub-command and a valid numerical job id like in

scontrol show namstat job 4711
will print all details on the specified job.
• Adding the user sub-command and a numerical user id like in

scontrol show namstat user 1000
will print all details on the known jobs of that user; the same will be achieved by specifying a
job id of 0.
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6 System Monitoring and RAS Plane
In this chapter we describe the status of DCDB [17], the solution to holistic sensor monitoring
developed by BAdW-LRZ for the DEEP-EST prototype, where it is fully deployed and operational
since October 2020. Section 6.1 provides details about the current deployment configuration, the
available data sources and the set of features that is exposed to users. In Section 6.2 we then discuss
the Operational Data Analytics (ODA) features made available by the Wintermute framework on the
prototype, in particular regarding proactive and automatic control of inlet water temperatures based
on predicted CPU and GPU states. Section 6.3 concludes this chapter, outlining the direction of
future efforts in the project.

6.1 DCDB Deployment Status
Since October 2020, DCDB is deployed and operational on the DEEP-EST prototype, supplying
continuous monitoring data that can be queried by users and administrators alike. The overall
deployment configuration follows what was already discussed in D5.4 [9], with one DCDB Pusher
running in each compute node and collecting in-band monitoring data, and with one DCDB Collect
Agent and Apache Cassandra instance running in each of the three management nodes in the
prototype. However, a few changes were done, aiming to reduce the number of active software
components and simplify maintenance efforts. These are summarised in Fig. 12: in particular, we
use a single DCDB Pusher daemon for infrastructure-level data, deployed on the DAM’s management
node, as opposed to using one distinct Pusher for each module of the prototype. Following a similar
rationale, we use a single DCDB Grafana Server to support data visualisation, which is deployed on
the CM’s management node. A Grafana dashboard example from the current DCDB configuration,
visualising monitoring data associated with a CM compute node, is shown in Fig. 13.

DEEP-EST Prototype

The current monitoring configuration supplies a total of more than 60 000 sensors, covering the
entirety of the DEEP-EST prototype, each sampled every 10 s. Upon initial deployment, the time-tolive for all sensors (i.e., the period of time after which data is erased from the database) was configured
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Figure 12: Deployment configuration for DCDB on the DEEP-EST prototype as of March 2021.
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Figure 13: A Grafana dashboard for a DEEP-EST CM compute node, visualising various types of
monitoring data as an instance of the HPL benchmark [18] was running.
to 30 days due to storage space restrictions. Meanwhile, the storage capacity of the management
nodes has been increased significantly and we consequently also increased the time-to-live to 1 year.
The 10 s sampling interval provides a good compromise between the data’s capability to describe
user applications and system behaviour, and computational overhead. We observed, in fact, a median
runtime overhead of 1.2 % on CM nodes, and 0.9 % on ESB and DAM nodes, against single-node HPL
benchmark [18] runs, which is expected to translate to a negligible impact on production applications
due to the compute-bound nature of this benchmark. Even though development activities are mostly
complete, after the initial roll-out of the DCDB infrastructure in October 2020 numerous improvements
to the underlying code were implemented in order to resolve bugs or reduce the resource footprint of
components. All DCDB tools required to query data are installed and configured on the front-end
nodes of the prototype, and the associated documentation is available to users.

6.1.1 Available Data Sources
The data sources that are exposed by the current DCDB configuration are as described in D5.4;
in addition to those, we integrated the collection of performance counters related to the Mellanox
InfiniBand network interface available on CM and ESB nodes, as well as utilisation metrics for GPUs
on the ESB and DAM. In general, each Pusher exposes several hundreds of sensors for a given
compute node, according to its specific architecture. Compute nodes in the DEEP-EST prototype
use the following Pusher plugins:
• Perfevents: collects CPU performance counters, characterising a node’s behaviour in terms of
instructions, floating point operations and cache usage, among other metrics.
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• ProcFS: collects a variety of metrics from the vmstat, meminfo and stat files from the proc
virtual file system, allowing to characterise virtual memory usage, as well as resource utilisation
in general.
• SysFS: collects a variety of metrics from the sysfs virtual file system; among these, the most
relevant are energy and power consumption at the node level (only on CM and ESB nodes) as
well as at the CPU and DRAM levels, CPU temperature and thermal throttling event counters,
and finally InfiniBand performance counters (CM and ESB).
• NVML: collects metrics such as power consumption, temperature, frequency and utilisation of
NVIDIA GPUs using the associated NVML library (only on DAM and ESB nodes).
In addition to this data, a Pusher running on one of the prototype’s management servers collects
out-of-band energy measurements (via the REST plugin) as well as sensors from the warm-water
cooling system on the CM and ESB modules (via the SNMP plugin). The REST plugin is also tasked
with collecting out-of-band energy and power measurements for DAM compute nodes, as in-band
meters are not available for them, unlike for CM and ESB nodes.

6.1.2 BeeGFS Data Integration
Before the roll-out of DCDB, the BeeGFS distributed file system maintained in the context of Task 6.5
supplied its own monitoring infrastructure to gain insight on file system usage and performance.
This relied on dedicated beegfs-mon daemons that would collect relevant monitoring data at regular
intervals, and store it in an InfluxDB [22] instance. After the deployment of DCDB, it was deemed
appropriate to integrate the two monitoring solutions, in order to grant uniform access to all of the
data available on the prototype.
InfluxDB clients use the dedicated LINE protocol [23] to transmit data to be stored in data base
instances: it is a simple, text-based protocol that adheres to the RESTful standard. In order to
reach the goal above, we thus integrated the interfaces of the LINE protocol in the RESTful API
exposed by DCDB Collect Agents: the data that is received with this method is then stored in the
Apache Cassandra data base like all other DCDB monitoring data. This way, beegfs-mon daemons
are completely unaware of DCDB’s presence, and transmit their monitoring data as if they were
communicating with a normal InfluxDB instance. Adding compatibility with InfluxDB’s LINE protocol
could also prove useful in future for integration of other data sources as InfluxDB is widely supported
by many IoT devices.
The stored BeeGFS monitoring data provides detailed information over file system and metadata
activity, both on a per-node and per-user basis.

6.1.3 Sensor Data Aggregation
On top of the monitoring features supplied by the DCDB setup, Wintermute is extensively used on
the DEEP-EST prototype to enhance the quality and usefulness of data. In particular, dedicated
Wintermute plugins are used to provide aggregation of monitoring data at three levels:
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• Smoothing over time: for all sensors in the system, Wintermute computes aggregates at
5-minute and 1-hour intervals. These can be used to reduce the amount of returned data
for queries covering very long time spans. Smoothed sensors are used automatically by our
Grafana front-end in order to reduce load (and thus improve reactivity) when querying a large
number of sensors over a long time span. The associated Smoothing plugin is deployed in the
DCDB Collect Agents running in the management nodes of the prototype.
• Aggregation across components: aggregated sensors are supplied at different levels of
the system (e.g., sum of CPU core-level performance counters of a certain kind in compute
nodes), in order to provide a higher-level view of the data. This is handled by Aggregator
plugins deployed in the DCDB Pushers running in compute nodes. Aggregation of data across
compute nodes (e.g., to estimate the energy consumption of the CM as a whole) is performed
either in the Pusher used to collect infrastructure data or, where appropriate, in the Collect
Agents themselves, which have access to system-wide data.
• Job-level aggregation: for all user jobs running on the prototype, Wintermute computes a
series of aggregates (i.e., sum, median and average) over time for certain sensors from the
associated compute nodes, allowing to characterise the behaviour of jobs extensively. Aggregation is integrated transparently with Slurm, and users can query the available aggregated
sensors starting from a job, job pack or job array ID. The aggregates are computed at 30s
intervals, and they are handled by Job Aggregator plugins running in the DCDB Collect Agents
at our disposal.
Unlike ordinary sensors, aggregates computed via the Smoothing and Job Aggregator plugins are not
subject to any time-to-live policy and are stored for the lifetime of the DEEP-EST prototype. This was
deemed acceptable, as the amount of storage space required for them is negligible in comparison
with ordinary fine-grained sensor data.

6.1.4 Health Checking Mechanisms
Among the efforts planned for Task 5.6 in the DEEP-EST project, was the development of safety
mechanisms to ensure the correct operation of both the prototype and the monitoring infrastructure
over time. For this reason, we developed and rolled out on the prototype an Health Checker
Wintermute plugin: this has the role of checking for a series of arbitrary conditions on its input sensor
data (e.g., if readings are above, below or equal to a certain threshold, or if there is no data available
at all) and, if such conditions are satisfied, it raises alarms accordingly. The alarms are raised by
passing a descriptive string to an arbitrary shell command (which is part of the plugin’s configuration),
which is then executed.
In our current DCDB configuration, we deployed one instance of the Health Checker plugin in the
DCDB Collect Agent of the CM management node, which checks periodically for the temperatures of
CPUs and GPUs in the CM and ESB modules: if any of these crosses a certain threshold (associated
with thermal throttling) an alarm is raised by sending a notification e-mail. This safety measure
ensures the correct operation of the warm-water cooling system in the CM and ESB at all times,
and complements the control algorithm described in Section 6.2. As of March 31st , 2021, the alarm
conditions of the Health Checker plugin were never triggered.
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Figure 14: Temperature histograms for CPUs on the CM, as well as CPUs and GPUs on the ESB.
Continuous lines represent fitted PDFs.

6.2 Cooling Control via Wintermute
The DCDB features described so far fall under the category of traditional monitoring. In addition to
this, we devised a true Operational Data Analytics (ODA) use case for DEEP-EST using Wintermute,
in order to highlight its capabilities for online control of components. As such, we implemented
a proactive control loop for the secondary inlet water temperature of the individual CM and ESB
racks, aiming to optimise energy efficiency by keeping inlet temperatures as high as possible at
all times. High inlet temperatures, in fact, imply a restricted flow of cold water from the building
infrastructure, and hence reduced load on water pumps and other machinery. Moreover, high inlet
and return temperatures allow for better re-use of waste heat, for example by employing adsorption
chilling or by using the warm water for other processes (e.g., heating up office spaces in winter). The
prototype racks operate in different conditions due to the heterogeneity of the underlying compute
node architectures, motivating the use of a granular control strategy.

6.2.1 Data Exploration
We start with a general exploration of data, showing the temperature distributions for the CPUs
and GPUs of the CM and ESB. In Fig. 14, in particular, we show the CPU temperature histograms
for the dual-socket CM nodes, as well as those associated with the CPU and GPU available in
ESB nodes—each histogram is computed by combining data from all nodes in a module, while
using a variety of secondary inlet water temperatures ranging from 35 °C to 45 °C. The data covers
several days of production operation, with compute nodes loaded both with synthetic benchmarks
and ordinary user applications. The first clear observation is that CM and ESB compute nodes exhibit
very different thermal properties: while the temperatures of CPUs and GPUs on the ESB peak at
roughly 60 °C and 50 °C respectively, those of the CPUs on the CM reach 80 °C. Given that the
cooling system being used is the same for both rack types, this difference is to be attributed to the
fact that the 12-core CM CPUs have a Thermal Design Power (TDP) of 165 W, as opposed to the
85 W of the 8-core ESB CPUs, and hence produce more heat. The ESB GPUs, on the other hand,
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Figure 15: A diagram representing the overall flow of the cooling control algorithm implemented for
the DEEP-EST prototype.
exhibit the best thermal results despite having the highest TDP rating, at 250 W—this is likely simply
due to the design of the heat sinks and the water pipes of the GPUs that allow for more water flow
and higher cooling capacity. It can also be seen that the two CPUs in CM nodes exhibit different
thermal behaviours despite being identical: their two distributions have very similar shapes, but they
appear to be shifted on the temperature axis. This is due to the fact that the cooling circuit inside CM
compute nodes is not parallel, but rather serial, leading the second CPU in the circuit (identified as
Socket 0) to receive water at a higher temperature than the first, and hence dissipate less heat. In
general, the diverse thermal behaviours of CM and ESB compute nodes provide a strong motivation
for the implementation of a rack-level cooling control system, thus allowing to exploit the high thermal
efficiency of certain architectures and use inlet water at a higher temperature.

6.2.2 Cooling Control Algorithm
We now discuss the full pipeline used to control secondary inlet water temperatures (or set temperatures) in the CM and ESB racks, which comprises several Wintermute plugins deployed to different
components. At a high level, the pipeline relies on machine learning predictions of CPU and GPU
temperatures, in order to perform proactive tuning of a rack’s set temperature with the aim of keeping
it as high as possible. An overview of the full pipeline, which is based on a previous work [24], is
shown in Fig. 15; in detail, it relies on the following Wintermute plugins:
1. CS Signatures, Pusher: this plugin transforms data coming from a variety of sensors (e.g.,
CPU and network performance counters) into a signature, which is a small set of coefficients
able to describe a component’s status. The plugin relies on the Correlation-wise Smoothing
(CS) method [25], which exploits correlations between sensors to build image-like, interpretable
signatures. We apply this plugin to the data of each individual CPU and GPU in the CM and
ESB modules.
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2. Regressor, Pusher: this plugin performs machine learning-based regression of sensors
via Random Forest models (see D5.4). Here, we use it to predict the maximum expected
temperature in the next 60 s for each CPU or GPU in the CM and ESB, taking as input the
signatures computed via the CS method.
3. Cooling Control, Collect Agent: this plugin tunes the set temperature of a rack cooling unit
according to the predicted CPU and GPU temperatures, and applies them using the SNMP
protocol. We use one operator of the plugin per CM and ESB rack.
The cooling control plugin itself operates by updating a rack’s set temperature 𝑇 regularly, trying to
keep it as high as possible within a predefined range [𝑇𝑚𝑖𝑛 , 𝑇𝑚𝑎𝑥 ]. The algorithm works as in the
following: it fetches the most recent predicted temperature readings for all components 𝑖 in rack 𝑟, in
a time window defined by the 𝑊 parameter. If all returned readings for a given component 𝑖 (e.g.,
𝑖 , then it is considered as hot. At the same time, if at
a CPU) exceed a configurable threshold 𝑇ℎ𝑜𝑡
𝑖 , the algorithm enters an emergency
least one of the readings exceeds a second threshold 𝑇𝑐𝑟𝑖𝑡
state and lowers the set temperature to 𝑇𝑚𝑖𝑛 in order to prevent overheating, returning thereafter. If
this emergency condition does not occur, the algorithm proceeds by computing the fraction 𝑃ℎ𝑜𝑡 of
components in 𝑟 that are running hot. This value is compared to the parameter 𝑃𝑡ℎ , which defines
the fraction of components in a rack that are allowed to run hot at a given time; if 𝑃ℎ𝑜𝑡 is higher
than 𝑃𝑡ℎ the new set temperature 𝑇 will be lowered by a proportional amount; conversely, it will
be higher if 𝑃ℎ𝑜𝑡 does not reach 𝑃𝑡ℎ . The updated set temperature 𝑇 is then transmitted via the
SNMP protocol to the rack cooling unit, where it is applied. The algorithm can exploit the presence
of memory-bound and network-bound workloads in a rack, which tend to produce much less heat
than compute-intensive ones, as well as the presence of idle nodes. Moreover, using predicted CPU
and GPU temperatures allows to prevent overheating of nodes, as opposed to reacting to it when
using current temperatures, provided that the control algorithm operates at a high-enough granularity
(e.g., minutes). In D5.4 [9] we also demonstrated that the Regressor plugin does not introduce any
additional overhead on top of standard monitoring, even at very fine time scales—hence, introducing
this ODA pipeline does not have any adverse effects on node performance.

6.2.3 Operational Results
We now present some operational results obtained with our cooling control pipeline on the DEEP-EST
prototype. All the results we present were obtained by loading the CM and ESB modules both with
user applications and HPC proxy applications [21] for several days, in order to obtain a diverse
and realistic workload. Moreover, thanks to a collaboration with WP1, we also employ the GPUaccelerated version of the signal correlator application developed by ASTRON, which was particularly
useful for the tests as its high optimization level allowed us to approach the TDP of the GPUs in the
ESB, thus generating significant heat load. On the prototype, the control algorithm is configured to
use a 𝑇𝑚𝑖𝑛 and 𝑇𝑚𝑎𝑥 respectively equal to 35 °C and 45 °C, while 𝑃𝑡ℎ is set to 0.2 and 𝑊 is 0 (only
the most recent prediction is used). Both the CPU and GPU temperature prediction models and the
𝑖 settings.
control algorithm run every 60 s. We experiment with different 𝑇ℎ𝑜𝑡
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Figure 16: Histograms of set temperature values for the CM and ESB rack cooling units when using
𝑖 values.
our control algorithm with different 𝑇ℎ𝑜𝑡
General Overview
We start with a general overview of the results. In Fig. 16 we show the set temperature histograms
throughout our experiments for both the CM and ESB racks; due to the high amount of heat that can
be produced by the associated CPUs, the cooling control algorithm’s behaviour changes significantly
𝑖 values on the CM: in the 78 °C case, due to the CPUs rarely reaching this
when using different 𝑇ℎ𝑜𝑡
temperature in production operation, the algorithm never chooses set temperatures below 45 °C.
𝑖 yields slightly more dynamic results, with the algorithm choosing 45 °C as
Choosing 73 °C as 𝑇ℎ𝑜𝑡
set temperature most of the time, but occasionally descending to lower values when demanding
workloads are being executed; this particular setting seems to represent the sweet spot for CM CPUs,
𝑖 results in
and it was therefore chosen for our production configuration. Finally, using 68 °C as 𝑇ℎ𝑜𝑡
the cooling control algorithm being very sensible to CPU behaviour, and all possible set temperature
values are used uniformly. On the other hand, results obtained on the ESB (in this case, rack 2) reflect
𝑖 for the
the high thermal efficiency of its CPUs and GPUs: both when using 78 °C or 73 °C as 𝑇ℎ𝑜𝑡
CPUs, and 63 °C or 58 °C for the GPUs, the cooling control algorithm rarely chooses set temperature
𝑖 thresholds (i.e., 68 °C for the CPUs and
values below 45 °C. Only when using extremely low 𝑇ℎ𝑜𝑡
53 °C for the GPUs) the algorithm is observed to descend to lower values. This suggests that it would
𝑖
be possible to run the ESB at much higher 𝑇𝑚𝑎𝑥 values, such as 50 °C or 55 °C. Moreover, all 𝑇ℎ𝑜𝑡
values we use are at least 20 °C below the thermal throttling threshold, providing ample headroom.
Due to its high sensitivity to cooling control parameters in terms of thermal behaviour, in the following
we focus on the CM module to further characterise the algorithm’s operation.

Cluster Module Analysis
We now focus on the CM due to its more dynamic thermal behaviour as opposed to the ESB.
Figure 17 shows the interaction between the cooling control pipeline and the underlying compute
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Figure 17: Interaction between the CM rack’s set and CPU temperatures when enacting control with
𝑖 values, indicated by dashed horizontal lines.
different 𝑇ℎ𝑜𝑡
node hardware—in particular, we show the cooling unit’s set temperature, as applied by the control
algorithm, as well as the minimum, maximum and 8th decile of CPU temperatures in the rack, as
predicted by our machine learning model. The 8th CPU temperature decile is directly connected to
𝑖 , it implies that at least 𝑃
the 𝑃𝑡ℎ parameter, which is set to 0.2: if the former is higher than 𝑇ℎ𝑜𝑡
𝑡ℎ
CPUs are in a hot state, and hence the set temperature must be lowered. The opposite applies when
𝑖 . We present results for the experiments using 68 °C, 73 °C or 78 °C
the 8th decile is lower than 𝑇ℎ𝑜𝑡
𝑖
as 𝑇ℎ𝑜𝑡 on CM CPUs.
It can be seen that all metrics interact in a very organic way: peaks in the 8th decile and maximum of
predicted CPU temperatures are accompanied by decreases in set temperature, which in turn leads
to a gradual CPU temperature decrease; the higher is the CPU temperature peak with respect to
𝑖 , the quicker is the decrease in set temperature. Since 68 °C is a relatively low 𝑇 𝑖 threshold,
𝑇ℎ𝑜𝑡
ℎ𝑜𝑡
𝑖
the set temperature is unstable and tends to oscillate between 35 °C and 45 °C. Using 73 °C as 𝑇ℎ𝑜𝑡
results in a much more stable behaviour, with the set temperature decreasing only when very high
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𝑖 leads to the set temperature being fixed
CPU temperatures are reached. Finally, using 78 °C as 𝑇ℎ𝑜𝑡
at 45 °C, suggesting that this setting is too high. In all experiments, however, the difference between
the 8th decile and maximum of predicted CPU temperatures remains roughly constant over time
and amounts to less than 10 °C, which is within the boundaries of normal manufacturing variation.
𝑖
Moreover, maximum CPU temperatures never reach the 𝑇𝑐𝑟𝑖𝑡
threshold of 98 °C, which makes the
idea of using 𝑇𝑚𝑎𝑥 temperatures above 45 °C promising. Finally, it can be seen in Fig. 17 that the
time series of minimum CPU temperatures (i.e., corresponding to idle states) is noisy, with values
that are much higher than the base set temperature. This artefact is to be expected from our model’s
architecture, as it was trained to predict the maximum potential CPU temperature in the upcoming
minute.

6.3 Future Work
Future efforts will concentrate on maintenance of the current DCDB and Wintermute configuration on
the DEEP-EST prototype, ensuring its correct operation over time. We also plan to draw significant
long-term operational conclusions, particularly regarding our cooling control pipeline on the CM and
ESB modules and its impact on energy efficiency, system operation and user experience, in order to
draw useful data points for future large-scale platforms.
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7 Summary
This deliverable focuses on the recent developments in WP5 that have been made to improve and
extend the DEEP-EST system software stack since its presentation in D5.4. The main new features
and advancements to further mature the system software with respect to interconnect management,
network bridging, resource management, job scheduling, and system monitoring are:

Extensions to the Fabri³ management suite. The software of the Fabri³ management suite has
been further adapted for its deployment on the target hardware. Initial implementation details have
already been reported in D5.4. In the meantime, all important functions and components have been
implemented and put into operation for further testing. In this context, an important enhancement
is the newly implemented ability to configure the NAMs via the management suite. However, due
to delays in the deployment of the final NAM hardware, a software emulation of the NAM has been
additionally implemented as a software development vehicle enabling independence of the actual
hardware. Thanks to this software NAM, the whole software stack of libNAM, libNAM_management,
and NAM Manager could already be tested together with the respective Slurm and MPI integration,
and without the need of an actual hardware NAM being available. In addition, an unexpected
incompatibility between Fabri³ and the ESB has by now been circumvented with a software solution,
so that there should currently be no more obstacles for using also the hardware NAM.

Gateway performance tuning for the DEEP-EST prototype. The developed plugin of the pscom
library for forwarding MPI communication via the gateway between the CN/ESB modules has been
optimised by pipelining and extended by rendezvous capabilities exploiting the RMA semantics of
EXTOLL, as already outlined in D5.4. Nevertheless, further optimisation steps were subsequently
taken, focusing on fine-tuning of those parameters that have an impact on the gateway’s throughput
performance. With proper tuning of these different parameters, an overall improvement of the gateway
throughput by a factor of 4.5 was finally achieved compared to the initial version of the gateway
protocol. Moreover, a tuning at the application level is enabled by a histogram generation feature
provided by ParaStation MPI. Now, application developers may conduct statistical analyses of their
applications’ communication behaviour to further improve the utilisation of the resources offered by
MSA systems.

Advanced management of global and heterogeneous resources. The extension of ParaStation
Management to handle global and heterogeneous resources such as gateway nodes and GPUs
along workflows is an important aspect to support modularity. Since its initial implementation, this
feature has matured significantly through its deployment, constant use, further development, and
documentation. This, for example, also includes the ability to handle user-defined routing schemes
as well as the implemented mechanism to collect and forward energy consumption data on a per-job
basis.
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Improved scheduling support for workflows, modularity, and the NAM. Regarding scheduling
support for data-coupled workflows in the MSA context, a runtime interface has been developed
where the application running in a sub-job can request the Slurm scheduler to move the reservations
of the remaining workflow parts earlier in time if the required resources are available. The evaluation
of this mechanism by using the adapted Slurm simulator showed some promising results in terms
of a more efficient resource utilisation, accompanied by the advantage of a direct data forwarding
between the individual steps of the workflows. The libraries developed for this purpose are available
to all users of the DEEP-EST system and related information about the interfaces and their usage is
presented in the project’s Wiki pages.
Similarly, the job submission policy for alternative modules increases the overall efficiency by a more
flexible allocation and selection of resources. For this purpose, the user can provide the scheduler
with additional information about priorities via the job specification concerning the partitions. This
scheduling feature has also been made available to the users on the DEEP-EST system—and users
have been encouraged to leverage it accordingly.
A new Slurm plugin has been developed in the project for the management of the NAM as a global
resource. This plugin is based on the plugin for burst buffer management and has already been
sketched in D5.4. It has now been fully implemented and is deployed on the DEEP-EST system. By
leveraging this plugin, the users may now request and subsequently use NAM allocations on the
prototype system. Its implementation was done in close coordination with the recent developments
regarding the NAM Manager, on the one hand, and the integration into ParaStation MPI and its
respective interface extensions, on the other hand, featuring a seamless interplay between these
different layers of the DEEP-EST system software stack.

Operationally stable employment of the DCDB framework. As a scalable and modular monitoring
solution for sensor data, DCDB has already been in use on the DEEP-EST system for several months.
The proactive cooling control loop for the secondary water inlet temperature of the system that has
been implemented with the data analytics component Wintermute constitutes a real use case for
Operational Data Analytics (ODA). The stability and reliability advanced during the project and DCDB
will continue to be leveraged to draw even long-term operational conclusions for future large-scale
platforms.

Deployment status on the DEEP-EST prototype. All important system software components and
functions developed in WP5 are now deployed on the DEEP-EST system and available for being
leveraged and further tested by the users. Due to constant support and continued development,
the entire system software stack has matured significantly during the last months. However, as
deployment of some hardware components have been delayed, it is likely that the software stack will
continue to evolve and even further mature in the future. This will provide users with a state-of-the-art
MSA prototype towards Exascale computing.
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List of Acronyms and Abbreviations
A
API

Application Programming Interface

ASIC

Application Specific Integrated Circuit, Integrated circuit customised for
a particular use

ASTRON

Netherlands Institute for Radio Astronomy, Netherlands

B
BADW-LRZ

Leibniz-Rechenzentrum der Bayerischen Akademie der Wissenschaften. Computing Centre, Garching, Germany

BAR

Base Address Region: a memory region/address region exported by a
PCIe device in the physical address space of the PCIe subsystem

BDA

Big Data Analytics

BDEC

Big Data and Extreme-Scale Computing

BeeGFS

The Fraunhofer Parallel Cluster File System (previously acronym
FhGFS). A high-performance parallel file system

BeeOND

BeeGFS-on-demand, parallel storage based on BeeGFS

BIC

Booster Interface Card (gateway nodes in DEEP)

BN

Booster Node (functional entity)

BoP

Board of Partners for the DEEP EST project

BSC

Barcelona Supercomputing Centre, Spain

BSCW

Repository used in the DEEP EST project to share all project documentation

C
CA

Consortium Agreement

Cassandra

The Apache Cassandra key-value store

CERN

European Organisation for Nuclear Research / Organisation Européenne pour la Recherche Nucléaire, International organisation

CLI

Command-Line Interface (a terminal/console-based user interface)

CM

Cluster Module: with its Cluster Nodes (CN) containing high-end
general-purpose processors and a relatively large amount of memory per core
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CME

Coronal Mass Ejections

CMS

Compact Muon Solenoid experiment at CERN’s LHC

CN

Cluster Node (functional entity)

CNN

Convolutional Neural Networks

COTS

Commercial off-the-shelf

CPU

Central Processing Unit

CSR

Control and Status Register

CSIC

Spanish Council for Scientific Research

D
DAM

Data Analytics Module: with nodes (DN) based on general-purpose
processors, a huge amount of (non-volatile) memory per core, and
support for the specific requirements of data-intensive applications

DCDB

Data Centre Data Base (a tool developed in DEEP)

DDG

Design and Developer Group of the DEEP-EST project

DEEP

Dynamical Exascale Entry Platform (project FP7-ICT-287530)

DEEP-ER

DEEP – Extended Reach (project FP7-ICT-610476)

DEEP/-ER

Term used to refer jointly to the DEEP and DEEP-ER projects

DEEP-EST

DEEP – Extreme Scale Technologies

Dimemas

Performance analysis tool developed by BSC

DN

Nodes of the DAM

DNN

Deep neural network

DoW

Description of Work

DSL

Domain-specific Language

DRAM

Dynamic Random Access Memory. Typically describes any form of
high capacity volatile memory attached to a CPU

E
EC

European Commission

EEHPC

Energy Efficient High Performance Computing

EEP

European Exascale Projects

EMP

EXTOLL Management Process

EPT4HPC

European Technology Platform for High Performance Computing
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ESB

Extreme Scale Booster: with highly energy-efficient many-core processors as Booster Nodes (BN), but a reduced amount of memory per
core at high bandwidth

EU

European Union

Exascale

Computer systems or Applications, which are able to run with a performance above 1018 Floating point operations per second

EXDCI

European Extreme Data & Computing Initiative

EXN

The EXTOLL Linux Ethernet emulation layer

EXTOLL

High speed interconnect technology for HPC developed by UHEI

Extrae

Performance analysis tool developed by BSC

F
Fabri³

Interconnect technology based on EXTOLL (pron. “Fabri-Cube”)

FFT

Fast Fourier Transform

FHG-ITWM

Fraunhofer Gesellschaft zur Foerderung der Angewandten Forschungs
e.V., Germany

Flop/s

Floating point Operation per second

FP7

European Commission 7th Framework Programme

FPGA

Field-Programmable Gate Array, Integrated circuit to be configured by
the customer or designer after manufacturing

FTI

Fault Tolerant Interface, a checkpoint/restart library

G
GCE

Global Collective Engine, a computing device for collective operations

GFlop/s

Gigaflop, 109 Floating point operations per second

GLA

General Learning Algorithms

GPU

Graphics Processing Unit

GROMACS

A toolbox for molecular dynamics calculations providing a rich set of
calculation types, preparation and analysis tools

GUID

Globally Unique Identifier

H
H2020

Horizon 2020

HBM

High Bandwidth Memory
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HPC

High Performance Computing

HPDA

High Performance Data Analytics

HPDBSCAN

A clustering code used by UoI in the field of Earth Science

HW

Hardware

Hydra

The MPICH-native Process Manager

I
IC

Innovative Council

I²C

Inter-Integrated Circuit computer bus

IB

see InfiniBand

IDC

International Data Corporation

InfiniBand

A networking communication standard for HPC clusters

Intel

Intel Germany GmbH, Feldkirchen, Germany

I/O

Input/Output. May describe the respective logical function of a computer system or a certain physical instantiation

IP

Intellectual Property

IPMI

Intelligent Platform Management Interface

iPic3D

Programming code developed by the KULeuven to simulate space
weather

ISO

International Organisation for Standardisation

J
JLESC

Joint Laboratory for Extreme Scale Computing

JUBE

Jülich Benchmarking Environment

JUELICH

Forschungszentrum Jülich GmbH, Jülich, Germany

JURECA

Jülich Research on Exascale Cluster Architectures

K
KNL

Knights Landing, second generation of Intel® Xeon Phi (TM)

KNH

Knights Hill, next generation of Intel® Xeon Phi (TM)

KULeuven

Katholieke Universiteit Leuven, Belgium
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L
LHC

Large Hadron Collider (LHC), the world’s most powerful accelerator
providing research facilities for High Energy Physics researchers across
the globe

libNAM

Software layer for accessing and managing NAM (Network Attached
Memory) modules

LLNL

Lawrence Livermore National Laboratory

LOFAR

Low-Frequency Array, an instrument for performing radio astronomy
built by ASTRON

M
Megware

Megware Computer Vertrieb und Service GmbH, Chemnitz, Germany

MHD

Magneto-hydrodynamics

Mont-Blanc

European scalable and power efficient HPC platform based on lowpower embedded technology

MoU

Memorandum of Understanding

MPI

Message Passing Interface, API specification typically used in parallel
programs that allows processes to communicate with one another by
sending and receiving messages

MPICH

MPI implementation maintained by Argonne National Laboratory

MSA

Modular Supercomputer Architecture

MUSIC

Multisimulation Coordinator (MPI-based library for coupled codes)

MQTT

Message Queuing Telemetry Transport (a publisher/subscriber-based
messaging protocol)

N
NAM

Network Attached Memory

NCSA

National Centre for Supercomputing Applications, Bulgaria

NEST

Widely-used, publically available simulation software for spiking neural
network models developed by NMBU

NF

Network Federation within the DEEP EST prototype

NMBU

Norwegian University of Life Sciences, Norway

NN

Neural Network

NUMA

Non-Uniform Memory Access

NV-DIMM

Non-Volatile Dual In-line Memory Module
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NVM

Non-Volatile Memory. Used to describe a physical technology or the
use of such technology in a non-block-oriented way in a computer
system

NVRAM

Non-Volatile Random-Access Memory

O
OA

Open Access

ODC

Other direct costs

OGC

Open Geospatial Consortium

OmpSs

BSC’s Superscalar (Ss) for OpenMP

Omni-Path

short for Omni-Path Architecture (OPA), a communication architecture
owned by Intel

OPA

see Omni-Path

OpenCL

Open Computing Language, framework for writing programs that execute across heterogeneous platforms

openHPC

A community effort that is initiated from a desire to aggregate a number
of common ingredients required to deploy and manage HPC Linux
clusters

OpenMP

Open Multi-Processing, Application programming interface that support
multi-platform shared memory multiprocessing

Open MPI

MPI implementation maintained by the Open MPI Project

ORTE

Open MPI Runtime Environment (i.e. a Process Manager)

P
ParaStation

Software for cluster management and control developed by JUELICH
and its linked third party ParTec

Paraver

Performance analysis tool developed by BSC

ParTec

ParTec Cluster Competence Center GmbH, Munich, Germany. Linked
third Party of JUELICH in DEEP EST

PCIe

Peripheral Component Interconnect Express (a high-speed serial computer expansion bus standard)

PDU

Power Distribution Unit

PFlop/s

Petaflop, 1015 Floating point operations per second

Phi

see Xeon Phi

PI

Principal Investigator

PIC

Family of microcontrollers made by Microchip Technology Inc.
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piSVM

Parallel classification algorithm

PME

Particle mesh Ewald

PMI

Process Management Interface

PMT

Project Management Team of the DEEP-EST project

PRACE

Partnership for Advanced Computing in Europe (EU project, European
HPC infrastructure)

Q
R
R&D

Research and Development

RAM

Random-Access Memory

RAS

Reliability, Availability, Serviceability

RDA

Research Data Alliance

RDMA

Remote Direct Memory Access / Remote DMA-based Memory Access

RDP

Reliable Datagram Protocol

REST

Representational State Transfer (an interface for web services)

RM

Resource Manager

RMA

Remote Memory Access

RMI

Remote Method Invocation

RML

Risk management list used in the DEEP-EST project

S
SCR

Scalable Checkpoint/Restart. A library from LLNL

SDV

Software Development Vehicle: HW systems to develop software in the
time frame where the DEEP-EST prototype is not yet available

SIMD

Single Instruction Multiple Data

SIONlib

Parallel I/O library developed by Forschungszentrum Jülich

SKA

Square Kilometer Array

Slurm

Job scheduler that will be used and extended in the DEEP-EST prototype

SME

Small and Medium Enterprises

SNMP

Simple Network Management Protocol
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SPANK

Slurm Plug-in Architecture for Node and job (K)control

SRA

Strategic Research Agenda prepared by ETP4HPC

SSSM

Scalable Storage Service Module

STEM

Science, technology, engineering and mathematics

STS

Satellite time series

SW

Software

T
TCP/IP

Transmission Control Protocol and the Internet Protocol (a protocol
family)

TensorFlow

Open-source software library for dataflow programming

TFlops

Teraflop, 1012 Floating point operations per second

ThinkParQ

Spin-off company of FHG ITWM

Tk

Task, Followed by a number, term to designate a Task inside a Work
Package of the DEEP-EST project

ToW

Team of Work Package leaders of the DEEP-EST project

TRL

Technology Readiness Levels

U
UEDIN

University of Edinburgh, UK

UHEI

Ruprecht-Karls-Universitaet Heidelberg, Germany

UI

User Interface

UoI

Háskóli Íslands University of Iceland, Iceland

UPC

Universitat Politècnica de Catalunya. Barcelona, Spain

V
W
WLCG

Worldwide LHC Computing Grid

WP

Work package
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X
x86

Family of instruction set architectures based on the Intel 8086 CPU

Xeon

Non-consumer brand of the Intel® x86 microprocessors (TM)

Xeon Phi

Brand name of the Intel® x86 manycore processors (TM)

Y
Z

DEEP-EST - 754304

56

31.03.2021

D5.5

Software Support Report

Bibliography
[1] The Message Passing Interface Forum: MPI: A Message-Passing Interface Standard – Version 3.1, June 2015
[2] Morris A. Jette, Andy B. Yoo and Mark Grondona: SLURM: Simple Linux Utility for Resource
Management, in Proceedings of the 9th International Workshop Job Scheduling Strategies
for Parallel Processing (JSSPP), Springer, Lecture Notes in Computer Science (LNCS), volume 2862, pages 44–60, https://doi.org/10.1007/10968987_3
[3] Slurm documentation [Online], Available: https://slurm.schedmd.com/documentation.html
[4] A. Jokanovic et al.: Evaluating Slurm simulator with real-machine Slurm and vice versa.
IEEE/ACM Performance Modeling, Benchmarking and Simulation of High Performance Computing Systems Workshop (PMBS), 2018.
[5] P. Martinez-Ferrer et al.: DEEP-EST Deliverable 1.3: Application distribution strategy, June 2018
[6] N. Eicker et al.: DEEP-EST Deliverable 5.1: Collection of Software Requirements, December 2017
[7] N. Eicker et al.: DEEP-EST Deliverable 5.2: Software Specification, June 2018
[8] N. Eicker et al.: DEEP-EST Deliverable 5.3: Prototype Software Implementation, March 2019
[9] N. Eicker et al.: DEEP-EST Deliverable 5.4: Complete System-SW Implementation, December 2019
[10] V. Beltran et al.: DEEP-EST Deliverable 6.4: Programming Environment Support Report,
March 2021
[11] H. Cornelius and A. Auweter: DEEP-EST Deliverable 4.1: Prototype Hardware Design,
June 2018
[12] M. Nuessle et al.: DEEP-EST Deliverable 4.3: Network Federation, Fabri³, NAM and GCE
designs, June 2018
[13] M. Nuessle et al.: DEEP-EST Deliverable 4.5: Network Federation, Fabri³, NAM and GCE,
March 2021
[14] H. C. Hoppe, H. Cornelius et al.: DEEP-EST Deliverable 3.1: System Architecture, December 2017
[15] N. Eicker et al.: DEEP-EST Deliverable 3.2 - Update: High level system design, January 2019
[16] Intel Corporation: Intel MPI benchmarks, 2014
[17] DCDB – Data Center Data Base [Online], Available: https://dcdb.it/
[18] HPL – High-Performance Linpack Benchmark [Online], Available: https://www.netlib.org/

benchmark/hpl/
[19] The Apache Cassandra Database [Online], Available: https://cassandra.apache.org/

DEEP-EST - 754304

57

31.03.2021

D5.5

Software Support Report

[20] Grafana: the Open Platform for Analytics and Monitoring [Online], Available: https://grafana.

com/
[21] CORAL-2 Benchmark Suite [Online], Available: https://asc.llnl.gov/coral-2-benchmarks
[22] InfluxDB, the TIme-Series Database [Online], Available: https://www.influxdata.com/

time-series-platform/influxdb
[23] Line protocol [Online], Available: https://docs.influxdata.com/influxdb/v2.0/reference/

syntax/line-protocol
[24] W. Jiang et al.: Fine-grained warm water cooling for improving datacenter economy, Proc. of
ISCA 2019. IEEE, 2019.
[25] A. Netti et al.: Correlation-wise Smoothing: Lightweight Knowledge Extraction for HPC Monitoring
Data, Proc. of IPDPS 2021. IEEE, 2021.
[26] MPI: A Message-Passing Interface Standard – Version 3.0, Available: https://www.mpi-forum.

org/docs/mpi-3.0/
[27] Fröning H.: EXTOLL and Data Movements in Heterogeneous Computing Environments. In:
Resch M., Bez W., Focht E., Kobayashi H., Patel N. (eds) Sustained Simulation Performance
2014. Springer, Cham. https://doi.org/10.1007/978-3-319-10626-7_11
[28] Flynn, Michael J.: Some Computer Organizations and Their Effectiveness IEEE Transactions on
Computers, C-21, pages 948-960, September 1972.

DEEP-EST - 754304

58

31.03.2021

