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Executive Summary 
The DEEP – Extreme Scale Technologies (DEEP-EST) project has run for 45 months, from 
the 1st of July 2017 until the 31st March 2021. The project created a first incarnation of the 
Modular Supercomputer Architecture (MSA) and demonstrated its benefits. In the spirit of the 
predecessor projects DEEP and DEEP-ER, the MSA integrates compute modules with 
different performance characteristics into a single heterogeneous system. Each module is a 
parallel, clustered system of potentially large size. A federated network connects the module-
specific interconnects. The MSA brings substantial benefits for heterogeneous applications 
and workflows: each part can be run on the module that fits best, improving time to solution 
and energy use. This is ideal for supercomputing centres running heterogeneous application 
mixes (higher throughput and energy efficiency). It also offers valuable flexibility to the compute 
providers, allowing the set of modules and their respective size to be tailored to its 
requirements and actual usage. 

The project has built a hardware prototype including three modules: a general-purpose Cluster 
Module (CM) and an Extreme Scale Booster (ESB) together supporting the full range of HPC 
applications, and a Data Analytics Module (DAM) specifically designed for High-Performance 
Data Analytics (HPDA) workloads. Proven programming models and APIs from HPC 
(combining MPI and OpenMP/OmpSs) and HPDA have been extended and combined with a 
significantly enhanced resource management and scheduling system to enable the 
straightforward use of the new architecture and achieve high system utilisation and 
performance. Scalability projections have been given for applications and roadblocks for them 
to reach Exascale have been identified. The DEEP-EST prototype has been defined in close 
co-design between applications, system software, and system component architects. Its 
implementation employs European integration, network, and software technologies. Six 
ambitious and highly relevant European applications from HPC and HPDA domains have 
driven the co-design, serving to evaluate the DEEP-EST prototype and demonstrate the 
benefits of its innovative Modular Supercomputer Architecture. 

This public deliverable summarizes the objectives, work performed, results achieved and 
impact of the DEEP-EST project. 
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1 Context and Objectives 

1.1 Context 

The DEEP-EST project started in 2017, in a time when the traditional High-Performance 
Computing (HPC) and High-Performance Data Analytics (HPDA) were steadily converging. 
Traditional HPC applications – which in the past used to often focus strongly on 
computationally intensive linear algebra operations – were dealing with ever increasing 
volumes of data, for which management and processing methods such as Machine Learning 
(ML) and Deep Learning (DL) offered remarkably interesting solutions. Simultaneously, HPDA-
, ML- and DL-applications saw the potential for training much larger Deep Neural Networks 
(DNN) using the computing resources and methods from HPC.  

Issue being addressed: However, the mutual interest and potential benefit of bringing 
together the two communities, was not yet met with adequate HPC architectures, tools, and 
programming models able to properly fulfil the requirements of both HPC and HPDA 
applications. 

The DEEP-EST project aimed therefore at providing solutions able to fill these gaps, starting 
by the system architecture itself: The Modular Supercomputing Architecture (MSA). This 
heterogeneous system architecture (Figure 1) is a generalization of the Cluster-Booster 
concept that had been developed in the predecessor projects DEEP and DEEP-ER. The MSA 
couples computer modules with different hardware configurations, each designed to address 
the requirements of specific kinds (or parts) of the applications. Its software stack enables 
application developers to run on any mix of resources, according to their requirements at each 
moment, and with communication capabilities within and across modules. 

 
Figure 1: Modular Supercomputing Architecture, as realized in the DEEP-EST prototype 

The hardware prototype of MSA in DEEP-EST was envisioned with three compute modules: 
Cluster Module (CM), Extreme Scale Booster (ESB), and Data Analytics Module (DAM). The 
general-purpose CM would run the less parallel parts of codes, the ESB the highly parallel and 
scalable simulations, and the DAM those which manage large volumes of data. A full software 
stack was envisioned to support the heterogeneous hardware, manage the resources, and run 
applications. Six application fields, covering HPC, HPDA, ML, and DL use cases, were 
selected to determine the hardware and software components of the system via co-design and 
later test and validate it.  



D8.8  Final report 

DEEP-EST - 754304 8 28.04.2021 

Importance for society: With its contributions on the hardware (HW), software (SW) and 
application fields, the DEEP-EST project would strongly contribute to the convergence of HPC 
and HPDA, enabling a wider range of applications to benefit from the tools and resources 
available in both areas of computer sciences. The benefit for the general European society is 
two-folded: i) New scientific and technical results are achieved that bring advances in fields 
like neuroscience, medicine, or climate and weather forecast (to name only some); ii) New 
HPC technologies and products are developed in Europe, contribution to increase its digital 
sovereignty and the jobs associated to it. 

1.2 Objectives 

The objectives of the DEEP-EST project are summarised in the following table, pointing to the 
sections of the present document in which more information is given about the work done to 
achieve each of them: 

# Objective Achieved (see 
details in 
Section Nr.) 

1 Develop an energy efficient system architecture that fits High-
Performance Computing (HPC) and High-Performance Data 
Analytics (HPDA) workloads, and satisfies the requirements of end-
users and e-infrastructure operators 

Yes (§2.1.2) 

2 Build a fully working MSA system prototype Yes (§2.1.2) 

3 Foster European technologies Yes (§3.2) 

4 Build a resource management and scheduling system fully 
supporting the MSA 

Yes (§2.1.3) 

5 Enhance and optimise programming models Yes (§2.1.3) 

6 Validate the full hardware (HW) / software (SW) stack with relevant 
HPC and extreme data workloads, and demonstrate the benefits of 
the MSA 

Yes (§2.1.1) 

2 Work performed 

2.1 Overview or work and results 

2.1.1 Applications, Benchmarking and Modelling (WP1 and WP2) 

Six European HPC application teams participated in DEEP-EST providing a total of 15 codes: 

• NMBU: Neuroscience: NEST, Arbor, Elephant 
• NCSA: Molecular dynamics: GROMACS 
• Astron: Radio astronomy: (FPGA and GPU) Imager, GPU Correlator 
• KULeven: Space weather: xPic, GMM, DLMOS 
• UoI: Data analytics in Earth science: NextDBSCANN, NextSVM, deep learning 

frameworks 
• CERN: High energy physics: CMS Reconstruction, CMS classification 

These applications were selected to cover well the typically multi-disciplinary usage of HPC 
systems and include both traditional large-scale simulations, high performance data analytics, 
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as well as machine and deep learning approaches. They contributed to the project both through 
co-design and validation of the hardware (HW) and software (SW) developed in the DEEP-
EST project. 

Co-design: The application requirements were analysed at the beginning of the project, and 
co-design input was provided through a detailed questionnaire covering, amongst other, 
aspects such as: primary metric for success (e.g., throughput, accuracy, etc.); programming 
languages and parallelism paradigms used; rate, type, and volume of inter-process 
communication; computation-to-communication balance; and I/O requirements (see 
deliverable D1.1). Later in the project, while the DEEP-EST prototype and its SW were in 
development, in depth co-design discussions took place around specific design questions, 
e.g., preferred configuration of the DCPMM non-volatile memory; MPI calls needed to operate 
the network attached memory (NAM); preferred network topology; kind of collective operations 
between MSA modules, etc. 

Code adaptations and system validation: At the same time, the WP1 applications have 
been analysed to determine the best usage that each could make of the modular DEEP-EST 
prototype. Possible code distributions were identified, and the application code was adapted 
to run optimally on the underlying hardware. Particular effort was put into the optimisation of 
the code parts that would run on the GPUs in the ESB and DAM, and the FPGAs in the DAM, 
respectively. Once the codes were ready, their execution on the prototype delivered very 
valuable feedback with regards to the system capabilities and limitations. 

Scalability: In the last phase of the project, the emphasis in the application work was put on 
achieving the maximum scalability. Different scaling strategies (weak/strong scaling, ensemble 
scaling, or a mixture of both) were chosen according to the characteristics of each application. 
The codes were adapted and improved to the point that in some cases, a new code basis was 
generated. This is the case for the xPic code (ported to GPUs from scratch), NextDBSCAN, 
and NextSVM.  

Exascale readiness: With all the work that the application teams performed in the project, the 
applications that participated in the project have strongly contributed to the configuration and 
validation of the Modular Supercomputing Architecture, and to the specific hardware and 
software environment of the DEEP-EST prototype. Maybe even more important: the DEEP-
EST applications are now in a much better position to exploit at large scale the performance 
provided by accelerator-based heterogeneous- and modular supercomputers, as expected 
with some soon coming (European) Exascale systems.  

The DEEP-EST prototype has been modelled and regularly benchmarked to evaluate and 
measure its performance, scheduling, scaling characteristics, and energy efficiency.  

Benchmarking: A benchmark suite composed of a wide range of synthetic benchmarks and 
selected applications has been integrated in the JUBE benchmarking environment and has 
periodically run on the DEEP-EST prototype to measure its performance and identify potential 
variations. A visualization environment for the results was put in place to ease the interpretation 
of data, automatic mails were sent when something was not working, and automatic backups 
of the benchmarking results were implemented. For instance, thanks to these benchmarking 
activities, drawbacks with the initial BeeGFS file system configuration were identified and the 
sweet-spot for its configuration was found. The benchmarks were also used by WP3 to assess 
the performance of the DEEP-EST prototype in detail (documented in deliverable D3.4).  

Scheduling policies: Workflows running on a modular system architecture can benefit from 
dynamic scheduling support. Workload trace files including the different project features and 
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specific metrics for workflow analysis were generated and analysed, thus comparing results 
from modular and homogeneous systems. Special attention was put on evaluating the 
scheduling features developed within DEEP-EST WP5: module flexibility and workflow 
dependencies. The system configuration chosen for the scheduling modelling was based on 
the characteristics of the DEEP-EST prototype and the workload-mix reproduced elements of 
WP1-applications. The analysis showed that the new scheduling features provide benefits for 
application workflows without penalizing traditional jobs.  

Performance modelling and extrapolation: Traces of application workloads were used to 
conduct efficiency analysis and project the performance of the applications at large scale. With 
this analysis, low parallel efficiency was identified and communicated to the application 
developers, which could identify and address its sources. Projection data allowed to predict 
the performance of the applications improved within DEEP-EST. Furthermore, the Extrae 
instrumentation software tools from BSC were extended in order to properly instrument CUDA 
codes. 

Energy modelling: The power consumption of an application running on an HPC system 
depends on the amount of resources that it uses, and the mode in which these resources are 
run, cooled, and operated. The model developed in the project allows evaluating the energy 
used by applications on each of the modules of the DEEP-EST prototype, assuming different 
operational frequencies and configurations.  

 

2.1.2 Hardware architecture and Prototype construction (WP3 and WP4) 

The consortium selected the Modular Supercomputing Architecture (MSA) as the basis for the 
project developments. The number of modules, their size, and their precise configuration were 
determined following an stringent co-design approach in which the input from the application 
use cases from WP1 was of outmost importance. Their requirements, together with an in-depth 
marked exploration, led to the choice of processor, memory, network, and auxiliary 
components for each of the modules of the DEEP-EST prototype, as well as for the relative 
sizes of these modules. 

The Extreme Scale Booster (ESB) in particular, experienced a re-design phase in the early 
months of the project. From the Intel Xeon Phi (Knights Hill, KNH) nodes that had been 
originally envisioned, the ESB was turned into an Nvidia V100 GPGPU accelerated system. 
This major design change was triggered by the cancelation of KNH and led to significant 
changes not only on the prototype configuration, but also on its software stack, its programming 
environment, and on the application codes. It is important to highlight that such a major 
reorientation of the project in a very compressed amount of time (about 6 months) was only 
possible thanks to the drive and motivation of the WP3 and WP4 leaders, and the full 
commitment of all partners and team-members involved in the project.  

Software development vehicles were deployed early in the project to provide the software and 
application development teams with development platforms until the deployment of the DEEP-
EST prototype. Additionally, hardware evaluators were installed to test different possible 
technologies in order to take major design decisions in a most qualified manner. For example, 
gateway nodes were procured to run communication benchmarks bridging between different 
network technologies. Based on these results, the interconnect for each of the modules was 
decided. 
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Figure 2: DEEP-EST prototype, integrated by partner Megware and installed in the computer room at Jülich 

The DEEP-EST prototype (see Figure 2) was built in WP4 according to the architecture 
specifications provided by WP3. System packaging, cooling, and monitoring were carefully 
designed and built, resulting in a prototype machine which, from its size, performance, power 
efficiency, and overall quality, can in the meantime be considered as a production machine. In 
fact, it is operated and utilized by project partners and external users as such.  

The DEEP-EST prototype consists of three compute modules (see configuration in Table 1):  

• Cluster Module (CM) 
• Extreme Scale Booster (ESB) 
• Data Analytics Module (DAM) 

It is complemented by the following two service modules: 

• Scalable Storage Service Module (SSSM): standard external storage using hard disks, 
• AllFlash Storage Module (AFSM): fast external storage using PCIe NVMe SSDs. 

 
Compute Module  Cluster Module (CM)  Data Analytics Module 

(DAM)  
Extreme Scale Booster 
(ESB) 

Usage and 
design target  

Applications and code parts 
requiring high single-thread 
performance and a modest 
amount of memory, w hich 
typically show  moderate 
scalability. 

General purpose 
performance and energy 
eff iciency are essential for 
the CM. 

Data-intensive analytics 
and machine learning 
applications and code parts 
requiring large memory 
capacity, data streaming, 
bit- or small datatype 
processing. 

Flexibility, non-volatile 
memory and different 
acceleration capabilities are 
key features of the DAM. 

Compute intensive 
applications and code parts 
w ith regular control and 
data structures, show ing 
high parallel scalability. 

Energy eff iciency, balanced 
architecture, packaging and 
hardw are scalability are 
also important aspects in 
the ESB design. 

Nodes  50× w ith 2 Intel® Xeon® 
Gold 6146 processors 
(“Skylake“ generation w ith 
12 cores @3.2 GHz) each  

16× w ith 2 Intel® Xeon® 
Platinum 8260M processors 
(“Cascade Lake“ generation 
w ith 24 cores @2.4 GHz) 
each  

75× one Intel® Xeon® 4215 
Silver processor (“Cascade 
Lake“ generation w ith 8 
cores @2.5 GHz) each 
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Compute Module  Cluster Module (CM)  Data Analytics Module 
(DAM)  

Extreme Scale Booster 
(ESB) 

Accelerators  -  1x Nvidia V100 GPU, 

1x Intel STRATIX10 FPGA  

(per node) 

1x Nvidia V100 GPU  

(per node) 

Memory          

DDR4  192 GB  384 GB 

32GB (in FPGA) 

48 GB 

HBM2  -  32 GB (in GPU)  32 GB (in GPU) 

Non-volatile 
Memory  

-  3 TB Intel® OptaneTM 
Datacenter Persistent 
Memory (DCPMM) 

- 

Max. Memory  
BW/node 

256 GB/s  256 GB/s in CPU 

900 GB/s in GPU 

77 GB/s in FPGA 

115 GB/S in CPU 

900 GB/s in GPU 

Storage 1x 512 GB NVMe SSD 2x 1.5 TB NVMe SSD 1x 512 GB NVMe SSD 

Network 
Mellanox InfiniBand EDR 
(100 Gb/s) w ith fat tree 
topology 

Sw itched Ethernet (40 
Gb/s), w ith star topology, 

8x nodes w ith  EXTOLL 
TOURMALET (100 Gb/s) 
w ith 2D topology, 

8x nodes w ith EXTOLL 
Fabri3 (100Gb/s) w ith 2D 
topology 

25x nodes w ith EXTOLL 
Fabri3 (100 Gb/s) w ith 2D 
topology, 

50x nodes w ith Mellanox 
InfiniBand EDR (100 Gb/s) 
w ith fat tree topology 

Cooling Warm-w ater Air Warm-w ater 

Max. Power 25 kW 25 kW 36 kW 

Integration 1× Rack MEGWARE 
SlideSX-LC ColdCon 1× Rack MEGWARE 3× Rack MEGWARE 

SlideSX-LC ColdCon 
Table 1: Prototype configuration 

 

The construction of the DEEP-EST prototype, and its ESB module in particular, involved a 
number of technology innovations, all of them created within the project: 

• Megware’s liquid cooled GPU-accelerated node of the ESB: this new design was one 
of the first third-party liquid cooled accelerated nodes in the market, including a high-
fidelity hardware node energy meter. 

• EXTOLL’s Fabri3: integration of the EXTOLL Tourmalet chip, including a new PCB 
design supporting very high-frequency signals, new plug design for very high-density 
integration, new management software, and the possibility for integration of NAM and 
GCE. 

• EXTOLL’s Network Attached Memory (NAM): new PCB, new board integration, and 
new firmware for fast memory globally addressable by all nodes in the ESB. 

• EXTOLL’s Global Collective Engine (GCE): new PCB (shared design with NAM), new 
board integration, and new firmware for an accelerator of global operations.  

These, added to the warm-water cooling technology and energy monitoring capabilities of the 
Megware integration, make the DEEP-EST prototype a leading-edge system providing 
production quality features. 

https://www.deep-projects.eu/press-corner/glossary/25-extoll.html
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The inter-module Network Federation (NF) is realised via hardware gateway systems to bridge 
the (pairwise) communication between the respective modules with their intra-module specific 
fabrics. The related software for it was developed in WP5. 

The DEEP-EST prototype was deployed in various phases, with the Cluster Module in Q1/2019 
and SSSM being the first deployment, followed a few months later by the Data Analytics 
Module, then by the Extreme Scale Booster (later upgraded with Fabri3), and last, but not least, 
the AllFlash Storage Module. 

The result of all this work is a fully functioning Modular Supercomputing hardware platform, 
which operates following the same procedures as a production machine, and which has been 
and continues being available to both project-internal and external users.  

Once the DEEP-EST prototype was deployed, synthetic benchmarks were used to assess its 
functionality and performance. Parameters such as computational power, communication 
bandwidth and latencies, and I/O capabilities were scrutinized. The results helped identifying 
configuration issues and led to improvements of the system. 

Based on these results and on those gathered when running the full applications on the 
machine, a precise characterization of and outlook for the Modular Supercomputing 
Architecture as implemented in the DEEP-EST prototype could be concluded and 
documented.  

 

2.1.3 System software and Programming environment (WP5 and WP6) 

The software architecture was designed in the early stages of the project taking careful 
account of the requirements from the co-design applications. The languages, programming 
and parallelization paradigms environments, libraries, and needed tools were integrated in the 
stack, and platform adaptations were identified and implemented wherever needed.  

The lower layers of the software stack have been adapted to provide best support for the 
underlying hardware, while hiding these modifications from the end user by keeping the higher-
level layers of the stack in APIs familiar to users. For example, low-level interconnect 
management features were developed and integrated with MPI, but without changing the MPI 
calls that are directly used by the application developers.  

The DEEP-EST prototype presents in the different modules a diversity of interconnect 
technologies (InfiniBand, EXTOLL, and Ethernet) with gateway nodes used to bridge between 
them. The network protocols required by the gateways to translate messages between the 
various interconnects were developed in DEEP-EST as part of ParTec`s ParaStation Modulo 
software. It comprises a ParaStationMPI version with support for gateway communication on 
the computing nodes as well as the daemon processes for message forwarding running on the 
gateway nodes. In the specific case of EXTOLL, its integration into the Fabri3 environment also 
involved the development of interconnect management software, which supports not only 
transferring messages between nodes, but also to and from the NAM and GCE boards. 

Resource management and scheduling software (psslurm and Slurm) have been widely 
extended to enable an optimal utilization of the heterogeneous resources in a modular 
supercomputer. These extensions include the ability to dynamically allocate nodes in all the 
compute modules, as well as global resources such as the gateways or the NAM nodes. Also, 
better support for Multiple-Program Multiple-Data (MPMD) programming models has been 
implemented, which is needed for heterogeneous jobs running different executables on 
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different parts of the job allocation. Furthermore, a new switch (--delay) and a clause (--module 
list) have been implemented in Slurm: the former enables workflows consisting of jobs with 
data dependencies to overlap the executions of their different steps, so that data can be 
transferred directly between them without writing and then again reading them from the file 
system; the latter provides in order of preference the list of modules on which the job-steps 
can run, giving the scheduler more flexibility in the allocation of resources, depending on the 
demand in the given point on time. 

Last, but not least, new system-monitoring capabilities have been created. The DCDB and 
Wintermute frameworks from BADW-LRZ have been further developed until reaching within 
the project a production-ready state, and all components and plug-ins required for the DEEP-
EST prototype have been developed. In addition to all data supplied natively by DCDB, the 
sensors exposed by BeeGFS covering file system activity have been integrated. The collection 
of all this wide variety of system-monitoring information, is accessible to users and operators 
through the user-friendly visualization tool Grafana. Furthermore, the monitoring tools have 
been integrated with the resource manager to enable energy-saving scheduling mechanisms. 
With the DEEP-EST monitoring infrastructure, full control over the system utilization has been 
provided, opening opportunities for optimised operation policies. 

The DEEP-EST programming environment has been designed to provide all the functionality 
required by the co-design applications in the most user-friendly possible manner. The 
hardware complexity of the Modular Supercomputing Architecture is abstracted behind the 
interfaces and parallel programming paradigms that have become de-facto standard in HPC: 
MPI and OpenMP. Specific implementations of these standards have been extended to 
achieve the maximum application performance on the hardware components constituting the 
DEEP-EST prototype. MPI and OpenMP are complemented by parallel programming tools 
supporting acceleration devices (CUDA, OpenACC, OpenCL) and by frameworks for machine 
learning and deep learning applications (TensorFlow, PyTorch, Keras, Horovod, etc.).  

The MPI distribution used in DEEP-EST is ParaStation MPI from ParTec. It has been extended 
by network topology awareness at different levels of the software stack. Besides providing 
means and extensions for MPI applications to adapt their program flow by creating 
communicators reflecting the modular architecture, collective MPI operations have been 
optimised for modular systems. Furthermore, last but not least, ParaStation MPI has been 
extended with CUDA awareness features to improve both productivity and performance of 
hybrid MPI codes. The use of GPUDirect for EXTOLL, enhanced with techniques for efficient 
cache memory registrations, have significantly improved communication performance when 
using GPU memory. Finally, low-level libraries and wrappers have been developed and 
integrated into ParaStation MPI to support EXTOLL’s GCE and NAM.  

The OmpSs-2 programming model, spearhead of the OpenMP standard and developed by 
BSC, has been enhanced in the areas of tasking, programmability, support for hardware 
accelerators, and support for distributed shared memory systems using MPI. A new scheduler-
design and dependency system have improved the performance and scalability of the OmpSs-
2 runtime on many-core processors. In addition, a new lightweight instrumentation plugin has 
been created to analyse OmpSs-2 applications, and the taskloop directive has been extended 
to support data dependencies. To ease the programming of accelerators, experimental support 
for OpenACC and array reductions for CUDA have been integrated into the main OmpSs-2 
distribution. Also, the TAMPI library has been extended to support MPI RMA by supporting 
one-sided operations, so that it can access NAM by leveraging the corresponding extensions 
implemented in ParaStation MPI. Many of the new OmpSs features developed in the context 
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of the DEEP-EST project have been already presented to the OpenMP committee for a future 
inclusion into the OpenMP standard.  

Data analytics/machine learning components and frameworks required by the WP1 
applications and early access users have been installed and regularly updated on the DEEP-
EST prototype. Also, the Intel oneAPI implementation has been installed and experiments 
were done to test its use for programming GPGPU and FPGA accelerators. It is worth 
mentioning that, in the same manner as it is done on the JSC production machines, the full 
DEEP-EST software stack has been integrated on EasyBuild, which is used for the 
maintenance and regular software updates on the prototype. 

The file system and I/O libraries are also an important part of the DEEP-EST software stack. 
The European BeeGFS parallel file system, developed by FHG-ITWM, has been enhanced 
with new features to support storage pools and various storage hardware. BeeOND has also 
been re-implemented and integrated into the SLURM job manager, allowing system users to 
create a temporary BeeGFS file system on their allocated nodes with the options that suits 
their jobs best. Furthermore, the time series-based monitoring solution for BeeGFS (beegfs-
mon) has been implemented, released, and integrated into the DCBD monitoring system. 
Users can now see the current and past status of the file system using Grafana panels. 
JUELICH’s SIONlib library has been extended with a new MSA-aware algorithm for the 
selection of collector processes for collective I/O. The algorithm is portable and relies on 
platform specific plug-ins to identify processes, which run on parts of the system that are well 
suited for the role of I/O collector. In reaction to the GPU-based ESB concept, SIONlib’s read 
and write functions have been made CUDA aware. They now allow the user to pass input and 
output buffers that reside on a CUDA device and transparently handle the transfer of data in 
that case. 

To improve resiliency, incremental checkpoint (iCP) and differential checkpointing (dCP) 
features have been implemented in the FTI library. A theoretical model has been created that 
accurately predicts the overhead reduction for dCP depending on performance characteristics 
of the architecture and shows a linear dependency between the reduction of overhead and the 
data reduction factor. This approach brings the advantage that the checkpoint data of former 
checkpoints is preserved inside the checkpoint file. Furthermore, an HDF5 interface has been 
developed inside FTI, which enables writing with all processes into one shared file.  

 

2.1.4 Coordination (WP8) 

The DEEP-EST consortium consists of fifteen partners and one linked Third-Party partner. The 
Project Management Team (PMT) monitors the progress of the project through monthly 
teleconferences of the Team of Work Package leaders (ToW) and quarterly reports of technical 
and financial nature. Furthermore, project-global technical discussions are channelled through 
the Design and Development Group (DDG), which meets every two weeks via teleconference. 
Between the DDG and PMT, the status of the project and its risks have been closely followed 
at all levels, management and technical, and corrective actions were immediately put in place 
when needed.  

It is worth noting, that for almost the full duration of the project, four of eight WP leaders were 
female, highlighting the importance to women in HPC, and giving them the visibility they 
deserve. In fact, in the PMT itself, women have the majority (4 out of 6 members). Admittedly, 
the project has not been able to achieve the desired gender balance in all other bodies of the 
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project. For example, in the Board of Partners (BoP), only one woman represents her 
institution. The female/male ratio improves when considering the BoP deputies, but still, it is 
hard to fight against the fact that men occupy currently the large majority of decision-making 
positions in the partner’s internal structures. This is not a particularity of the specific institutions 
involved in DEEP-EST, but still happens in most HPC institutions, despite of the many 
initiatives that these take to improve the situation.  

The PMT also took care of establishing and maintaining the project internal communication 
channels, with several mailing lists to address the different project teams, a repository for 
confidential documents, video- and teleconference channels, etc. Furthermore, fluent 
communication has been kept with the European Commission and its Project Officer. Last, but 
not least, templates for project presentations, reports, and deliverables have been provided to 
deliver a well recognizable and uniform visual presence to the project material. 

DEEP-EST has delivered high-quality reports and deliverables, thanks to the internal review 
process established from the very first day of the project. All project deliverables have been 
first reviewed by two people: a participant of the DEEP-EST project not involved in the WP 
from which the document is being written, and a member of the PMT. Their comments were 
sent back to the authors and the final version of the documents then uploaded to the Participant 
Portal by the Coordinator.  

The use of resources has been closely monitored by the PMT through the quarterly financial 
reports, in which the project partners provide the number of person months, and the expenses 
associated to their personnel, travel, material, and other direct costs. This has enabled the 
PMT to timely identify under- or over-expenses over the whole project duration and all 
participants. 

2.2 Exploitation 

The consortium has been active in monitoring innovation outside the project. In particular, 
focus has been put on identification of new technologies entering the market, from which the 
project could benefit. By doing so, DEEP-EST could timely detect whether the own ideas were 
still innovative and relevant or whether similar developments were planned by other 
companies. 

Keeping the evolution of the HPC marked in sight, the DEEP-EST consortium has advanced 
the development of key European technologies with a number of innovations and validated 
them in the course of the project. These can now be exploited by the respective partners: 

• Megware will exploit its energy efficient integration, amplifying its portfolio with new 
accelerated node designs. 

• EXTOLL, by its Fabri³ integrated fabric switch, is brought into the position to acquire 
strategic customers for realizing its next-gen network chip which will increase 
performance and versatility of Fabri³. The network attached technologies NAM and 
GCE will be exploited as Fabri³-attached or as standalone products allowing for off-
loading of some operations to the network. 

• ParTec will incorporate the new software developments into future versions of its 
ParaStation Modulo Software stack. ParTec offers parts of ParaStation Modulo 
– especially those that provide special functionalities for support of modular, 
heterogeneous systems – with a commercial licence. In addition, ParTec offers 
commercial support for use in production and prototype systems of both the open and 
closed source components of ParaStation Modulo. 
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• FHG-ITWM through its spin-off ThinkParQ will continue offering commercial for the file 
system BeeGFS, now enhanced with new features. 

• BSC will exploit the improved OmpSs-2 programming model and 
Extrae/Paraver/Dimemas performance analysis and modelling tools, as well as the 
scheduling models. In the case of OmpSs-2, the new features are promoted in the 
OpenMP standardization committee to facilitate their adoption in future OpenMP 
standards. 

• BADW-LRZ will exploit its system monitoring tool DBDC, employing it on its Tier-0 and 
Tier-1 systems. 

• JUELICH will exploit through Open-Source licence its JUBE benchmarking 
environment and SIONlib I/O concentrator library. 

• Last, but not least, the application development partners (NMBU, KU Leuven, Astron, 
UoI, CERN, and NCSA) will exploit their improved codes to advance science in their 
respective research fields. 

Participation on standardization and lobbying groups are particularly important to facilitate the 
exploitation of the project results. Because of that, many of the above-mentioned project 
partners are members of the ETP4HPC and participate in the events that it organises. On top, 
team members engage in writing the ETP4HPC Strategic Research Agenda (SRA-4), take the 
lead of Working Groups, and are actively involved from its conception to its publication.  

 

2.3 Dissemination (WP7) 

The visibility of the project’s contents, objective and results has been increased through the 
use of own and earned channels, as well as events and conferences.  

The project’s scientific results have been published in 42 articles (at the time of writing), all of 
them available via Open Access, and they have been presented at over 100 events, between 
conferences, workshops and other online platforms. During the first 2.5 years, the presence at 
physical conferences and workshops was actively followed, with booths on the main HPC 
events (SC and ISC conferences) shared either with project partners and/or other EU-funded 
initiatives.  

DEEP-EST supports initiatives that foster diversity in HPC, by actively participating on events 
promoted by organisations such as “Women in HPC”. Team members have been active in 
promoting more female participating an visibility on STEM fields at all levels, from school grade 
(e.g., through the German initiative “Schnupper-Uni”) up to PhD and postdoc levels (e.g., as 
role model or mentors in workshops targeting PhD students and postdocs, or in conferences 
such as SC). 

Traditional media outlets as well as channels of social media influencers have been used 
widely in the project. Existing contacts to journalists were maintained and new ones (mainly in 
the non-scientific media with focus on professional IT) were created to increase the projects 
visibility. This led to a large number of earned publications in the form of interviews, news or 
background articles or likes, re-tweets and shares respectively. 

The project’s website has been the main hub of project content and has been kept up to date 
with the latest project activities. Social media channels (Twitter, LinkedIn, Facebook) have 
been used to gain even more attention to the project events and materials. The number of 
followers has increased over time, with Twitter being the most successful of all those channels.  
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The social media channels have become even more important in the last year of the project 
when the COVID-19 pandemic prevented the participation or organisation of presence events. 
The situation asked for exceptional means of attracting attention from the public, and the 
DEEP-EST project responded with the new DEEP Podcast channel, which has been very 
positively received by the community. Several podcasts on diverse topics and with participation 
of different team members have been published with open access under Creative Commons 
Licence CC BY-NC-ND 3.0 on Soundcloud1. 

Several training events have been offered, many of them in collaboration with PRACE and 
other EU-funded initiatives. Additionally, an Early Access Program was set up to open the use 
of the DEEP-EST prototype and its software to the wider HPC community. It is planned to 
continue operating the platform and to again give access to external users. Application 
developers from the Centres of Excellence (CoEs) are a natural target for this initiative, and 
contact has been established already with the concerting action FocusCoE. 

The DEEP-EST dissemination and communication strategy will continue in the soon starting 
“DEEP-SEA” project, the newest member of the DEEP project’s family. 

 

3 Impact 

3.1 Progress beyond the state of the art 

The technology results of the DEEP-EST project contribute to improve the performance and 
efficiency of supercomputer systems for heterogeneous workloads (like those combining 
simulation and data analytics) and for mixes of different HPC and HPDA workloads. Such 
results directly contribute to the implementation of the Strategic Research Agenda (SRA) laid 
down by the ETP4HPC2. The results created in DEEP-EST are of very varied nature 
(architecture, hardware, software, applications improvements) and their full impact will only 
become apparent in the years coming after the end of the project, when the full ramifications 
of the project achievements materialize. However, already now some significant impacts on 
the HPC community can be identified. 

The ESB has demonstrated an innovative way of building a highly scalable and efficient 
Booster out of GPGPU accelerators, general-purpose CPUs, and integrating European 
network technology, an approach very well aligned with the EuroHPC JU objectives. Since the 
European Processor Initiative (EPI) is working on a CPU plus accelerator architecture, it will 
be able to benefit from the DEEP-EST results, discoveries and innovations. The pilot 
applications ported and optimised for the ESB have now a head-start to run and scale with 
high efficiency on future large-scale systems, and EPI-based systems in particular. 

The DEEP projects in general and DEEP-EST in particular, has not only developed concepts 
and technologies, but also specific strategies to bring a holistic and high-risk-high-gain R&D 
project to success. Two examples are its co-design approach and the investment on early 
software development vehicles to reduce dependencies from hardware. The six pilot 
applications did shape the system architecture and design (for both HW and SW), have 
adapted and optimised, and serve as the touchstone for validating the DEEP-EST architecture 

                                              
1 https://soundcloud.com/user-912165685-429073441 
2 w ww.etp4hpc.eu/sra 
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promise. This co-design approach clearly is an important legacy of the DEEP project series 
and provides a proven scheme to jointly develop the HW, system SW, and applications, while 
ensuring that the resulting prototype system is well integrated and best support the evolved 
applications. The other tried & proven approach from the DEEP project series is the provision 
of early development systems and evaluators that are representative of the prototype modules. 
Some have been used early in the project to evaluate processor and network technologies 
considered candidate-components of the DEEP-EST prototype, others to develop and analyse 
the inter-module communication through the network federation, to test applications on the 
latest generation Intel FPGA technologies, or to start the development of a GPU-aware MPI 
implementation supporting EXTOLL.  

3.2 Socio-economic impact 

The DEEP-EST project introduced and demonstrated the Modular Supercomputing 
Architecture (MSA), which is already being adopted by the international HPC community. 
The concept will be utilized in the EuroHPC Petascale system MeluXina in Luxembourg3, and 
the pre-Exascale system Leonardo in Italy (both with installation scheduled in 2021). 
Worldwide the trend towards Modular Supercomputers is also observed, with the planned 
Exascale system Tianhe-3 in China adopting it under the name of “heterogeneous flexible 
architecture“4, and the Japanese Wisteria system (a Cluster-Booster platform) as a so-called 
“Hierarchical, Hybrid, Heterogeneous (h3) system”5. 

Beyond the architecture itself, DEEP-EST has advanced the development and validation of 
key European technologies. Examples are the energy efficient integration of components 
from the integrator Megware; the EXTOLL network (with the Fabri3 integrated fabric switch and 
the possibility to perform some operations on the network offered by GCE and NAM); the 
cluster management and middleware software from ParTec; the file system BeeGFS by FHG-
ITWM (with commercial support from its spin-off ThinkParQ); the OmpSs programming 
environment and the Extrae/Paraver/Dimemas performance analysis and modelling tools by 
BSC; the JUBE benchmarking environment and SIONlib I/O concentrator library by JUELICH; 
and the DCDB energy monitoring and analysis software toolset from LRZ.  

The technologies and strategies implemented for the DEEP-EST project are directly applicable 
to the already scheduled and above-mentioned modular systems, and they also apply to future 
MSA-based HPC systems. In fact, the project’s technology results will also be relevant for the 
“Departmental/Divisional” class of HPC systems6 as they are vital for European SMEs and 
corporate enterprises in the growing digital economy. In fact, partner Megware is one of the 
commercially most successful European providers of HPC/HPDA cluster computers and 
technology for Universities, and small-, medium-, and large-scale academic and commercial 
computer centres. This role will facilitate the introduction of DEEP-EST technologies into a 
wider market. 

                                              
3 http://primeurmagazine.com/w eekly/AE-PR-07-19-57.html 
4 Slide 40 in https://w ww.r-ccs.riken.jp/R-CCS-Symposium/2019/slides/Wang.pdf 
5 https://w ww.hpcwire.com/2021/02/25/japan-to-debut-integrated-fujitsu-hpc-ai-supercomputer-this-spring/ 
6 Hyperion Research (formerly a part of IDC) defines “Departmental” HPC systems by a price range of USD 100000 
through 250000 and ”Divisional” systems by a price range of USD 25000 through USD 500000.  

http://primeurmagazine.com/weekly/AE-PR-07-19-57.html
https://www.r-ccs.riken.jp/R-CCS-Symposium/2019/slides/Wang.pdf
https://www.hpcwire.com/2021/02/25/japan-to-debut-integrated-fujitsu-hpc-ai-supercomputer-this-spring/
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3.3 Wider societal implications 

The DEEP-EST project has helped improving 13 European application codes from six research 
fields. In doing so, the project’s work has a positive impact in the fields of neuroscience, 
molecular dynamics, radio astronomy, space weather, Earth science, and high energy physics. 

The DEEP-EST co-design codes are now better prepared to exploit the use of large-scale 
heterogeneous supercomputers, and modular supercomputers in particular. They run more 
efficiently, achieve a better performance, and scale better. These improvements increase their 
capability to generate new scientific results, and with them their potential contribution to the 
advancement of fields with high societal impact, such as medicine, drug design, security, or 
Earth observation.  

3.4 Measures to amplify impact 

The above impacts will be reinforced in the coming years by the involvement of members of 
the DEEP-EST consortium in many strategy-developing and decision-making bodies. DEEP-
EST members have driven the update of the SRA as leaders of various working groups from 
its conception to its final publication in early 2020 and continue doing so for the next release 
currently under preparation. The strong link between the ETP4HPC and DEEP-EST ensures, 
that the project results will fully align with the SRA priorities, remain relevant for the Exascale 
era, and have a positive impact on the European HPC ecosystem. Furthermore, a subset of 
DEEP-EST partners is also actively involved in initiatives addressing the goals set by the 
EuroHPC Joint Undertaking (JU), which promotes the development of European technologies 
for pre-Exascale and Exascale systems. 

The implementation of MSA in large-scale production machines is by no means the end of its 
development roadmap, which continues in various upcoming EuroHPC JU projects. At least 
two of the three pilot projects selected for funding within the EuroHPC-2020-01 call7 will apply 
a MSA approach: the EUPEX project will build a modular pilot system integrating European 
technologies (including the EPI general purpose processor, ParaStation Modulo, etc.), while 
the HPCQS project will integrate a Quantum Module into an existing MSA system8. 
Furthermore, the software environment for MSA-platforms will be enhanced within the SEA-
projects, starting in April 2021 under call EuroHPC-01-20199: DEEP-SEA is the direct 
continuation of the software efforts in DEEP-EST and aims at easing application porting to 
MSA systems and making their programming environment more dynamic through more 
malleability and composability; IO-SEA will improve the IO-capabilities of MSA systems with a 
novel data management and storage platform based on object store support, hierarchical 
storage management (HSM) and data placement; and RED-SEA will develop next generation 
European network technologies with better capabilities for intra- and inter-module 
communication.  

With this elaborated development roadmap, the results of the DEEP-EST project are in 
a very good position to reach the target of their inclusion in the first European Exascale 
platforms. 

 

                                              
7https://eurohpc-ju.europa.eu/calls/advanced-pilots-tow ards-european-exascale-supercomputers-pilot-quantum-
simulator 
8 The EUPEX and HPCQS projects are in the GA-preparation phase at the time of writing. 
9https://ec.europa.eu/info/funding-tenders/opportunit ies/portal/screen/opportunities/topic-details/eurohpc-01-2019 

https://eurohpc-ju.europa.eu/calls/advanced-pilots-towards-european-exascale-supercomputers-pilot-quantum-simulator
https://eurohpc-ju.europa.eu/calls/advanced-pilots-towards-european-exascale-supercomputers-pilot-quantum-simulator
https://ec.europa.eu/info/funding-tenders/opportunities/portal/screen/opportunities/topic-details/eurohpc-01-2019
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4 Website address 
The DEEP-EST project is marketed as member of the DEEP project series and its content and 
results are made public on the website: 

• www.deep-projects.eu 

This website will continue in operation within the soon starting DEEP-SEA project, with 
actualized new content during its lifetime.  

In the same manner, the media channels of the DEEP projects are and will continue being 
used to announce and raise awareness: 

• Twitter: @DEEPprojects 
• Facebook: https://www.facebook.com/DEEPprojects  
• LinkedIn Group: linkedin.com/groups/6534965/ 
• Soundcloud (podcasts): https://soundcloud.com/user-912165685-429073441  

5 Publishable Images 
Project Logo:  

 

http://www.deep-projects.eu/
https://www.facebook.com/DEEPprojects
https://soundcloud.com/user-912165685-429073441
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DEEP-EST prototype architecture scheme:  
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DEEP-EST Prototype pictures 
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Software stack: 
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List of Acronyms and Abbreviations 

A 
API: Application Programming Interface 

ASIC: Application Specific Integrated Circuit, Integrated circuit customised for a 
particular use 

ASTRON: Netherlands Institute for Radio Astronomy, Netherlands 
 

B 
BADW-LRZ: Leibniz-Rechenzentrum der Bayerischen Akademie der Wissenschaften. 

Computing Centre, Garching, Germany 
BDA: Big Data Analytics 

BeeGFS:  The Fraunhofer Parallel Cluster File System (previously acronym 
FhGFS). A high-performance parallel file system. 

BeeOND: BeeGFS-on-demand, parallel storage based on BeeGFS 
BN: Booster Node (functional entity) 

BoP: Board of Partners for the DEEP-EST project 

BSC: Barcelona Supercomputing Centre, Spain 

BSCW: Repository used in the DEEP-EST project to share all project 
documentation. 

 

C 
CA: Consortium Agreement 

CERN: European Organisation for Nuclear Research / Organisation Européenne 
pour la Recherche Nucléaire, International organisation 

CM: Cluster Module: with its Cluster Nodes (CN) containing high-end general-
purpose processors and a relatively large amount of memory per core 

CME: Coronal Mass Ejections 
CMS: Compact Muon Solenoid experiment at CERN’s LHC 

CN: Cluster Node (functional entity) 

CNN: Convolutional Neural Networks 
CPU: Central Processing Unit 
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D 
DAM: Data Analytics Module: with nodes (DN) based on general-purpose 

processors, a huge amount of (non-volatile) memory per core, and 
support for the specific requirements of data-intensive applications 

DDG: Design and Developer Group of the DEEP-EST project 

DEEP: Dynamical Exascale Entry Platform (project FP7-ICT-287530) 

DEEP-ER: DEEP - Extended Reach (project FP7-ICT-610476) 
DEEP/-ER: Term used to refer jointly to the DEEP and DEEP-ER projects 

DEEP-EST: DEEP - Extreme Scale Technologies 

Dimemas: Performance analysis tool developed by BSC 
DN: Nodes of the DAM 

DNN: Deep neural network 

 

E 
EC: European Commission 

EEP: European Exascale Projects 

EPT4HPC: European Technology Platform for High Performance Computing 

ESB: Extreme Scale Booster: with highly energy-efficient many-core 
processors as Booster Nodes (BN), but a reduced amount of memory per 
core at high bandwidth 

ETH-Aurora: Acronym used to refer to Aurora, the Eurotech Group dedicated to the 
High Performance Computing (HPC) business 

EU:  European Union 

Exascale:  Computer systems or Applications, which are able to run with a 
performance above 1018 Floating point operations per second 

EXDCI: European Extreme Data & Computing Initiative 

EXTOLL: High speed interconnect technology for HPC developed by UHEI 

Extrae: Performance analysis tool developed by BSC 
 

F 
FFT: Fast Fourier Transform 

FHG-ITWM: Fraunhofer Gesellschaft zur Foerderung der Angewandten Forschungs 
e.V., Germany 

Flop/s: Floating point Operation per second 
FP7: European Commission 7th Framework Programme 
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FPGA: Field-Programmable Gate Array, Integrated circuit to be configured by the 
customer or designer after manufacturing 

FQR: Financial Quarterly Report. Project-internal reports to follow the resources 
and budget expenses of the partners. 

FTI: Fault Tolerant Interface, a checkpoint/restart library 

 

G 
GCE: Global Collective Engine, a computing device for collective operations 

GFlop/s: Gigaflop, 109 Floating point operations per second 

GPU: Graphics Processing Unit 
GROMACS: A toolbox for molecular dynamics calculations providing a rich set of 

calculation types, preparation and analysis tools 
 

H 
H2020: Horizon 2020 

HBM: High Bandwidth Memory 

HPC: High Performance Computing 
HPDA: High Performance Data Analytics 

HPDBSCAN: A clustering code used by UoI in the field of Earth Science 

HW: Hardware 
 

I 
IC: Innovative Council 

Intel: Intel Germany GmbH, Feldkirchen, Germany 

I/O: Input/Output. May describe the respective logical function of a computer 
system or a certain physical instantiation 

IP: Intellectual Property 
iPic3D: Programming code developed by the KULeuven to simulate space 

weather 

 

J 
JUBE: Jülich Benchmarking Environment 

JUELICH: Forschungszentrum Jülich GmbH, Jülich, Germany 

JURECA: Jülich Research on Exascale Cluster Architectures 
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K 
KNL: Knights Landing, second generation of Intel® Xeon PhiTM 

KNH: Knights Hill, next generation of Intel® Xeon PhiTM 

KULeuven: Katholieke Universiteit Leuven, Belgium 
 

L 
LHC: Large Hadron Collider (LHC), the world’s most powerful accelerator 

providing research facilities for High Energy Physics researchers across 
the globe 

LLNL: Lawrence Livermore National Laboratory 

LOFAR: Low-Frequency Array, an instrument for performing radio astronomy built 
by ASTRON 

 

M 
Megware: Megware Computer Vertrieb und Service GmbH, Chemnitz, Germany 

MHD: Magneto-hydrodynamics 

Mont-Blanc: European scalable and power efficient HPC platform based on low-power 
embedded technology 

MPI: Message Passing Interface, API specification typically used in parallel 
programs that allows processes to communicate with one another by 
sending and receiving messages 

MSA: Modular Supercomputer Architecture 

 

N 
NAM: Network Attached Memory 
NCSA: National Centre for Supercomputing Applications, Bulgaria 

NEST: Widely-used, publically available simulation software for spiking neural 
network models developed by NMBU. 

NF: Network Federation within the DEEP-EST prototype 

NMBU: Norwegian University of Life Sciences, Norway 
NN: Neural Network 

NUMA: Non-Uniform Memory Access 

NV-DIMM: Non-Volatile Dual In-line Memory Module 
NVM: Non-Volatile Memory. Used to describe a physical technology or the use 

of such technology in a non-block-oriented way in a computer system 
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NVRAM: Non-Volatile Random-Access Memory 

 

O 
OA: Open Access 
ODC: Other direct costs 

OmpSs: BSC’s Superscalar (Ss) for OpenMP 

OpenCL: Open Computing Language, framework for writing programs that execute 
across heterogeneous platforms 

OpenMP: Open Multi-Processing, Application programming interface that support 
multiplatform shared memory multiprocessing 

 

P 
ParaStation:  Software for cluster management and control developed by ParTec 

Paraver: Performance analysis tool developed by BSC 

ParTec: ParTec Cluster Competence Center GmbH, Munich, Germany. Linked 
third Party of JUELICH in DEEP-EST 

PFlop/s: Petaflop, 1015 Floating point operations per second 
PI: Principal Investigator 

piSVM: Parallel classification algorithm 

PMT: Project Management Team of the DEEP-EST project 
PRACE: Partnership for Advanced Computing in Europe (EU project, European 

HPC infrastructure) 
 

Q 
 
R 

R&D: Research and Development 
RAM: Random-Access Memory 

RAS: Reliability, Availability, Serviceability 

RM: Resource Manager 
RML: Risk management list used in the DEEP-EST project 

 

S 
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SCR: Scalable Checkpoint/Restart. A library from LLNL 

SDV: Software Development Vehicle: HW systems to develop software in the 
time frame where the DEEP-EEST prototype is not yet available. 

SIMD: Single Instruction Multiple Data 
SIONlib: Parallel I/O library developed by Forschungszentrum Jülich 

SKA: Square Kilometer Array 

SLURM: Job scheduler that will be used and extended in the DEEP-EST prototype 
Slurm: MHD code developed by KULeuven. 

SME: Small and Medium Enterprises 

SRA: Strategic Research Agenda prepared by ETP4HPC 

SSSM: Scalable Storage Service Module 

STEM: Science, technology, engineering and mathematics 

SW: Software 
 

T 
TFlops: Teraflop, 1012 Floating point operations per second 

ThinkParQ: Spin-off company of FHG-ITWM 

Tk: Task, Followed by a number, term to designate a Task inside a Work 
Package of the DEEP-EST project 

ToW: Team of Work Package leaders of the DEEP-EST project 
TRL: Technology Readiness Levels 

 

U 
UEDIN: University of Edinburgh, UK 

UHEI: Ruprecht-Karls-Universitaet Heidelberg, Germany 
UoI: Háskóli Íslands – University of Iceland, Iceland 

UPC: Universitat Politècnica de Catalunya. Barcelona, Spain 

 

V 
W 

WP: Work package 

X 
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x86: Family of instruction set architectures based on the Intel 8086 CPU
  

Y 
Z 
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